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1

INTRODUCTION

It is common knowledge that humans have not figured out a complete theory of what
causes what, but it may surprise the uninitiated that the idea of causation itself—what
causation amounts to—is thoroughly contested without anything remotely approach-
ing a consensus about the likely form of a satisfactory understanding. The lack of an
accepted theory of the connection between cause and effect coexists with a general
agreement that some sort of causation is a critical component of reality. Causation is un-
doubtedly important to science, but even subjects like ethics, politics, and theology are
significantly constrained by our need to make their proclamations compatible with what
we know about the paradigmatically causal interactions among ordinary physical stuff.
Causation’s central role in linking various components of our overall world view is evi-
dent in the wide range of theories that rely on the coherence of some notion of causation,
e.g., to account for perception (Grice, 1961), names (Kripke, 1972), time (Reichenbach,
1956; Grünbaum, 1963), knowledge (Goldman, 1967), and just about anything else you
can think of.

Satisfying the full range of desiderata for an account of the metaphysics of causa-
tion has proven a stiff challenge, illustrated by an expansive technical literature. As I
see it, the traditional approaches that dominate philosophical discussion have already
succeeded in identifying virtually all of the important elements needed for a compre-
hensive understanding of causation. However, the productive components have not yet
been assembled into a convincing systematic theory of causation because the traditional
conception of what a theory of causation is supposed to do—provide an informative
and principled orthodox analysis—is misguided in a way that virtually ensures failure.
Fortunately, there exists an alternative conception of what a metaphysical theory of cau-
sation ought to accomplish: empirical analysis. A successful empirical analysis would
vindicate enough of our use of causal concepts in science and philosophy and ordinary
life in order to claim success in understanding the metaphysics of causation. My task
in this volume is to advocate for this novel approach and to implement the advocated
methodology in constructing a comprehensive account of causation.

This introductory chapter will begin to explore what empirical analysis is and how
it applies to the study of causation. Brevity obligates me to postpone a more thorough
clarification of how precisely empirical analysis differs from orthodox analysis until
chapter 2 because the orthodoxy requires significant elaboration and defense. The gen-
eral discussion of what constitutes an empirical analysis of causation in this chapter
is followed by a sketch of my own particular empirical analysis of causation. Clarify-
ing the goal and strategy for my account requires introducing some terminology and
distinctions whose full importance will only become clear in later discussion—terms
like ‘fundamental,’ ‘abstreduction’ and ‘ standards of theoretical adequacy.’ After
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explaining what these mean, I will summarize the overall structure of my account.

1.1 Empirical Analysis
The empirical analysis of X is the engineering of a conceptual framework optimized in
the service of the scientific explanation of whatever empirical phenomena motivate our
possession of a concept of X. Uncontroversially, it proves useful in science to employ
specialized terminology that is honed to improve precision, simplicity, and generality.
The empirical analysis of some folk concept X is nothing more than finding the scientif-
ically improved versions of our concept of X. Empirical analysis is a form of conceptual
analysis, broadly construed, because it provides a link between our ordinary conception
of X and things in the world, but it does so through the filter of scientific theorizing
while setting aside any disagreements between our naı̈ve platitudes concerning X.

One can get a good grasp on what constitutes empirical analysis by reviewing how
exemplary sciences engineer their conceptual schemes. For example, food scientists are
interested in answering questions about why some foods are healthier than others and
what makes certain substances count as food but not others. A scientific investigation
of food would be focused on providing explanations for the following kind of empirical
phenomena: People who eat a mixture of fruits, vegetables and nuts are healthier, ceteris
paribus, than people who eat sand; people who drink fresh milk are at least as healthy,
ceteris paribus, than people who drink three-month-old milk. The design of concepts for
food science ought to be honed towards maximizing the quality of such explanations by
having a regimentation of our naı̈ve food concept that captures as much of the empirical
phenomena within its scope as is feasible, is as simple as is feasible, and accords with
related subjects like agronomy, physiology, and chemistry. As it turns out, food science
does have an improved concept of food, which we know as ‘nutrient.’ ‘Nutrient’ serves
as an excellent substitute for ‘food’ for purposes of studying the health effects of vari-
ous ingested substances because it is only loosely tethered to our ordinary food concept.
Crucially, we do not want to reject a theory of nutrition because it identifies iron crow-
bars, mites, and oxygen as nutrients whereas folk opinion adamantly rejects these as
foods.

What it means to optimize the concept of food in the service of nutrition science
is to select an extension of ‘nutrient’ that achieves an optimal or at least acceptable
level of quality according to criteria like the following. The list here is not meant to be
exhaustive.
• Relevance: If a candidate extension for ‘nutrient’ is so different from the exten-

sion of ‘food’ that subsequent theorizing would count as not answering important
questions about food, then the candidate should be rejected. This principle does
not preclude discovery that the problems that motivated the search for a theory of
nutrition are unsolvable or unimportant or incoherent. It is only meant to avoid
definitions that are off topic.

• Optimality: ‘Nutrient’ should avoid having an extension that is suboptimal in
an easily remedied way. For example, optimality precludes choosing ‘nutrient’
to include exactly those substances scientists identify as nutrients plus the first
electric jigsaw ever invented.
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• Systematicity: Much of what is definitive of the content of a concept is embodied
in its relations with other concepts. Ideally, one wants a system of concepts that
play nice with each another in the sense of matching up in the right way not
only in paradigmatic cases but also in borderline cases. One part of this involves
some concepts being insensitive to others. For example, whether something is a
nutrient is insensitive to whether it is nutritive as is or only after further chemical
changes that will occur during digestion. Another part involves some concepts
being implicitly relativized, e.g., what counts as a nutrient depends on the kind of
organism involved.

• Graceful Degradation: In mechanical engineering, it is ceteris paribus prefer-
able for a machine to break down gracefully as its parts break down, e.g., for an
train not to derail if a single wheel becomes detached. Similarly, in conceptual
engineering, it is ceteris paribus preferable for dependencies among concepts to
be resistant to cases where the applicability of one concept breaks down. For ex-
ample, it is useful to have the nutrient concept such that simple analytic truths
like, “All nutrients are substances,” hold, but one might also argue that a photon
is a borderline case of a nutrient. Sunlight causes the skin to produce vitamin D,
after all, and a photon perhaps should not count as a substance in a nutritionally
acceptable sense. What is ceteris paribus preferable is that we avoid placing great
importance on the strict literal truth of ‘all nutrients are substances’ such that our
theories of nutrition stand or fall based on people’s preferences about whether
photons count as nutrients.

There is no precise way in general to rank or weight the various criteria of fit to pro-
nounce one version of ‘nutrient’ as superior, any more than there is a codifiable method
for weighing in general which scientific theories are best, given measures of informa-
tional content, empirical accuracy, extendibility into other domains, simplicity, etc.

One of the features that is crucially not a part of empirical analysis is a requirement
that the extension of the analyzed concept coincide with strongly held folk opinions
about paradigm cases. It is of zero importance that all paradigm instances of food count
as nutrients. If there happens to be a substance, e.g., bread, that the candidate extension
identifies as not being a nutrient, that by itself does not count as a reason to reject the
extension as inadequate, no matter how strong our pretheoretical commitment to bread
being a foodstuff, and no matter how large a fraction of the general public supports
the claim that it is just obvious that bread is food, and no matter how many smart col-
leagues one can summon to provide expert testimony that a priori, bread is food. The
relevance condition does require that there be enough of a semantic connection between
the totality of paradigm cases of food and the extension of ‘nutrient,’ so that one cannot
legitimately pass off an unrelated theory as a theoretical refinement of ‘food,’ but the
connection does not need to be so tight as to forbid an abundant supply of disagree-
ments over test cases. In most cases, adherence to the relevance condition has the effect
of making most paradigm instances of folk applications come out correct, but empirical
analysis does not require it.

Although an empirical analysis of X is a form of conceptual analysis, one’s ultimate
goal should not be the conceptual analysis per se, but finding the best scientific the-
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ory of X, letting whatever conceptual structures are needed be optimized towards that
goal. In an empirical analysis of food, the data one seeks to systematize are primarily
all the statistical correlations between an animal’s biological condition together with
what substances it ingests and its later health condition but other kinds of data are also
relevant. What we really ought to care about are learning reliable regularities concern-
ing this data, and the conceptual optimization plays a housekeeping role, keeping the
system functioning as efficiently as is feasible. Although empirical analysis serves as a
butler to science, that does not trivialize the activity of finding an adequate empirical
analysis. For one thing, trying to optimize one’s conceptual scheme can play an instru-
mental role by raising possibilities that would not otherwise be entertained. For another
thing, as Wilfrid Sellars (1962) put it, philosophy aims to find out “how things in the
broadest possible sense of the term hang together in the broadest possible sense of the
term.” Understanding how things hang together is in great part a matter of conceptual
engineering.

Empirical analysis presupposes a distinction between that which is empirical and
that which is not. If this distinction is too narrowly construed, problems arise. In a vast
array of examples, things we naı̈vely take to be unproblematically observable turn out to
be only characterizable in theoretically loaded language. Also, we can often shift what
counts as the observed and what counts as ‘that which one infers from what is observed’
without loss of content. When I claim to see a sheep on the hill, am I seeing a sheep or
am I seeing half of a sheepish surface and inferring the rest of the sheep, or am I seeing
a colored patch and inferring from that? In order to bracket all such worries, I intend
‘empirical analysis’ to be understood such that it does not presuppose that there always
be a fact of the matter about what facts are the genuinely empirically accessible ones.
It is just a constraint on the successful conduct of an empirical analysis that its claims
be suitably insensitive to any indeterminacies concerning the empirical. This bracket-
ing, of course, does not answer the important epistemological questions concerning the
empirical, nor does it ensure that there will be a sufficiently principled empirical basis.
However, such deferral is common throughout science. So, to any future worries that
my empirical analysis of causation draws an artificial distinction between the empirical
and non-empirical, my response is simply that my implementation of distinction is no
different from that employed throughout science, so that if my theory is a failure merely
for relying on some distinction between the empirical and non-empirical, so is science
generally, in which case we have bigger problems than the parochial issues regarding
causation.

There has been philosophical debate, e.g., (Block and Stalnaker 1999; Chalmers
and Jackson 2001), concerning whether the claims of conceptual analysis are a priori:
whether we should think of an analysis of X as trying to make a claim about what X
must be, given facts about how our concept of X works or whether as a posteriori and
perhaps refutable by science. From the perspective of empirical analysis, this is not an
interesting question because the central task of empirical analysis is not to evaluate the
meaning of X from the armchair, but to take what science provides and to organize
that data (from the armchair) to arrive at a scientifically superior surrogate for X. One
of the key engineering decisions involves how much value to place on the generality
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of the sought after scientifically honed concept. One of Phil Dowe’s (2000) glosses on
empirical analysis says that the investigation of causation is intended to “discover what
causation is in the objective world.” Such a project does not require settling questions
about causation in all conceivable worlds, e.g., worlds where magical spells are opera-
tive or where time does not exist. This approach is criticized by Collins, Hall, and Paul
(2004, p. 14) for offering improperly narrow treatments of the connection between fun-
damental laws and causal facts. They claim it would be better to “specify the way in
which the fundamental laws fix the causal facts in terms that abstract away from the
gory details of those laws—thereby to produce an account that has a hope of proving to
be not merely true, but necessarily so.”

I think the correct way to defuse such disputes is to recognize that there are two
competing virtues neither of which rightly dominates the other. On the one hand, we
should prefer our concepts to be insensitive to the details regarding stuff we have not
yet figured out. The eighteenth century conception of energy, for example, is largely
insensitive to the particular details of the microscopic interactions. Our discovery that
there is a strong and a weak nuclear interaction did not force a revision of that concept
of energy or its central applications, e.g., to questions about the possible existence of
perpetual motion machines, because the concept of energy was already sufficiently insu-
lated from such details. On the other hand, we should care little about how our concept
applies to highly unrealistic possibilities and not at all about whether it applies to lit-
erally every possibility. It is patently silly, for example, to require a scientific theory of
energy to match our pre-theoretical intuitions about how to interpret the consequences
that magical spells have for energy. An important rule for good conceptual design is to
avoid optimizing concepts to better handle remote possibilities when it proves costly to
the explanation of more realistic possibilities. How we think of magical situations might
have some bearing on empirical analyses by way of helping to understand how our con-
cepts generalize, but as the imagined possibilities get more and more outlandish, there
is less need to fiddle with one’s concepts in order to accommodate how people naively
think the concept should apply in such situations.)

I understand both extremes to be incorrect. Conceptual analysis should not merely
be adapted to what we currently believe to be true about the actual world, but neither
should it be required to hold across all possible worlds. That is, our improved concepts
need not accord with everything we might naturally want to say about every conceivable
possibility. We do not even need the scientifically regimented conception of X to agree
with “obviously correct” conceptual truths about our original unregimented conception
of X. Empirical analysis rejects the orthodox requirement that an acceptable conceptual
analysis of X must accord with what common sense takes to be a priori truths about X.

A final point to be made about empirical analysis at this preliminary stage is that
it attempts to provide with two empirical analyses what an orthodox analysis does as
a single unit. Typically, an orthodox conceptual analysis of X attempts to provide a
systematization of all the folk platitudes concerning X and what we know about X from
science in one fell swoop. In doing empirical analysis, one usually finds that it is best to
segregate the folk platitudes into two groups, those bearing on X itself and those bearing
on the psychology of X. Then, one conducts two separate empirical analyses to optimize
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the elements of each group. As an illustration, I will now discuss the empirical analysis
of causation and the empirical analysis of the psychology of causation.

1.2 The Empirical Analysis of Causation
The empirical analysis of causation is the engineering of a conceptual framework op-
timized in the service of the scientific explanation of whatever empirical phenomena
motivate our possession of the concept of causation. Empirical analysis instructs us to
find the empirical phenomena that make causation a concept worth having and then pro-
vide scientific explanations of them. In so doing, it helps to have concepts optimized for
such explanations and connected with each other in ways that maximize their scientific
utility. This optimized system of causation-related concepts constitutes the completed
empirical analysis.

As with any empirical analysis, there is no guarantee that the empirical phenomena
relevant to causation will form a cohesive collection. There might be multiple clusters
of causation-relevant phenomena that have little to do with one other. For example,
there is the well known radiation asymmetry, the fact that when charged particles are
accelerated, they produce radiation that spreads out towards the future but not the past.
One might come to believe that the radiation asymmetry counts as a causal asymmetry
because it plays a key role in the world’s physical development. But one might also
reject that the radiation asymmetry is truly a causal asymmetry in virtue of its lacking
a close relation to all the other asymmetries of ordinary everyday causation, e.g., that
moisture makes iron rustier in the future but not in the past. Empirical analysis does not
require a commitment to whether the radiation asymmetry should be included among
the phenomena that needs to be systematized. In the end, it is only a matter of discre-
tion whether the radiation asymmetry is deserving of the label ‘causal.’ The important
task is to provide a scientific account of the radiation asymmetry and the causal asym-
metries associated with ordinary macroscopic processes. Whether our explanations of
them motivate us to conceive of them as ineliminable parts of some integrated account
of causation is a matter for scientific investigation. If they turn out to be not closely
related, then they can be given separate treatments. Because our original interest in
causation relates to phenomena that are prima facie causal, the starting point for inves-
tigation of causation should make sense of ordinary causal terminology, not merely the
narrow technical use only applicable to one domain. This motivates us to identify the
empirical analysis of causation with our investigation of ordinary causal phenomena,
not merely the causation associated with radiation.

The most important—but entirely mundane—observation about causation is that it
generalizes a wide variety of other important concepts like digestion, photosynthesis,
rusting, erosion, gravitation and combustion. These are all species of causation. For
each species, there are some conditions or events that are reliably connected to another
condition or event. Where there is abundant dry wood, plenty of oxygen, and a small
fire there will often be a larger fire shortly afterwards and more carbon dioxide and
soot. Where there is a quickly flowing substance like wind or water regularly moving
across a rocky surface, less rock will be present as time goes by. More important, but
often overlooked, is the fact that such species of causation are highly insensitive to
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the presence of other events. There are no regularities between fires and the existence
(kilometers away) of goats, or dirt, or boron atoms. The lack of connection between fire
and so many other conditions is in great part what makes fuel and oxygen noteworthy
vis-à-vis fire.

The label, drawn from Cartwright (1979), that fairly accurately captures this focus
of causal talk is ‘effective strategies.’ It is an empirically verifiable fact that combining
dry wood, oxygen, and some source of heat is a good strategy for creating fire, whereas
many combinations of other ingredients constitute poor strategies for creating fire. The
empirical analysis provided by my theory is centered squarely on explaining why there
is a regular pattern of events demonstrating that some strategies for affecting the world
are objectively better than others. ‘Effective strategies’ is the name for this empirical
content of causation. However, it will take some work to unpack what ‘effective strate-
gies’ amounts to in a way that ensures that it is empirically acceptable.

A delightful ambiguity in the expression ‘effective strategies’ is that it suggests
enough of a difference between accidental and law-like regularities to substantiate our
conviction that causation is more than mere happenstance, while not insisting that the ef-
fectiveness of some strategies requires some empirically inaccessible non-accidentality.
On the one hand, there are sure to be accidental regularities that should not count as
instances of effective strategies and need not be explained by a theory of causation. On
the other hand, if we assume from the beginning that the facts to be explained are pre-
cisely the set of non-accidental regularities, that would raise the question of how we
could know whether a regularity is accidental or not. We would no longer have uncon-
troversially empirical phenomena as our explanandum. So, a good mark of a successful
empirical analysis of causation is that it is compatible with a flexible distinction be-
tween accidental and necessary connection that avoids both extremes in our account
of what the empirical content is. Note that this flexibility does not prevent us from in-
voking a distinction between law-like and accidental in our explanation of the empirical
content. To illustrate by analogy, a biologist should not adopt the task of explaining why
creatures with souls behave intelligently, but instead why creatures who seem to behave
intelligently are able to do so. An explanation for intelligent behavior might postulate
a soul, but to assume the soul in the first place would leave unclear whose behavior
requires explanation.

‘Effective strategies’ suggests a flexible distinction between law-like and accidental
by encouraging us to think of situations where an agent is selecting or controlling the
circumstances in order to bring about some desired effect. If a regularity holds even
when an agent tests it in numerous circumstances, that counts as defeasible evidence
that the regularity is law-like. Of course, no number of test situations will ensure that
the regularity is law-like, but the fact that we are able to manipulate the world in order
to test regularities means that if we account for the general fact that there exists a pattern
of regularities even in circumstances where people are trying to test them, we in effect
account for why there exists a pattern of regularities that to all appearances look like
they hold in virtue of laws.

Another important constraint on explaining ‘effective strategies’ is that it not be
interpreted in a way that takes strategies too seriously metaphysically. Naively speaking,
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for a strategy to exist, there needs to be some agent reasoning about how to accomplish
a goal, but for the purposes of explaining causation we do not want to assume from the
outset that for causation to exist, there need to be agents somewhere in the universe. A
helpful way of thinking about this issue was mentioned by Dummett (1964), when he
claimed that causation is important to us in virtue of our interest in manipulating and
influencing events, but that even an intelligent plant without agency would have need
for some concept of causation because there are plenty of external phenomena having
nothing to do with agency for which causal terminology is useful. That moisture and
oxygen are effective at rusting iron is a fact that can be thought of as independent of any
interest a person has in trying to create rust. An intelligent plant could recognize that
instances of iron plus oxygen plus water would issue later in rust but that any two of
them alone would not, and that adding or subtracting nitrogen or light or magnetic fields
does not make a significant difference in how much rust eventuates. The point here is
not to evaluate whether Dummett is correct about our implicit notion of causation, but
just to notice that we need a notion of causation such that where there are agents capable
of formulating and executing strategies for affecting the world, the theory of causation
vindicates the idea that such agents are effective in part because there is a pattern of
objective facts where some chunks of the world are good for bringing about the agents’
desired effect.

One set of phenomena that is subsumed under the umbrella of ‘effective strategies’
is that across a wide range of different kinds of events, materials, circumstances, there
exist useful lawful regularities where one kind of event C is a good means for bringing
about E. But there are also some important general features of such regularities. Two in
particular stand out. The first is that it is seemingly impossible to exploit a nomic con-
nection going from an event E1 in one direction of time to an event C and then back in
the opposite direction of time to another event E2. Such nomic connections are known
as backtracking nomic connections because they first go one temporal direction and
then backtrack in the opposite temporal direction. The reason someone might hypothe-
size that nomic connections could backtrack is that frequently a single event is lawfully
correlated with two effects in its future. Throwing a rock into a pond leads lawfully
to a distinctive kerplunk sound and expanding ripples. But however reliable the nomic
relations, a strategy to create ripples in the pond by making a kerplunk sound in order
to make more likely a past rock splash, which in turn makes more likely the ripples
is demonstrably ineffective. There are several subtleties in characterizing the empirical
phenomena behind the ineffectiveness of causal backtracking. But for now, let us just
identify causal directness as the putative fact that a backtracking nomic connection is
never more effective than the corresponding temporally direct connection.

A second important characteristic of effective strategies is that there are appar-
ently no effective strategies for influencing the past in useful ways. The empirical phe-
nomenon associated with this claim can be roughly characterized as follows. People
who are assigned a task to accomplish in the future—like writing a haiku or baking
bread or establishing a viable human colony on Pluto—are sometimes (depending on
the difficulty of the task) reliably able to accomplish that task at a higher rate than peo-
ple who are trying to avoid accomplishing the same kind of task. But people who are
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assigned some kind of task to accomplish in the past, T , never do any better or any
worse (except perhaps by chance) than people who are trying to avoid accomplishing
T , no matter what T is. Call this phenomena the asymmetry of advancement.

The goal of my account of causation is to provide a conceptual structure for ex-
plaining the phenomena associated with effective strategies. This will involve a skeletal
explanation of why effective strategies exist across a wide range of activities, times,
and places for affecting the world to achieve desired goals. It also involves explaining
specifically why causal directness holds and why there is an asymmetry of advance-
ment. There are certainly other features of effective strategies that I will take up, but
the upshot of empirical analysis is this: If all the notable facts about effective strategies
can be explained using the conceptual constructs I will present, then the metaphysics of
causation will be solved. All there is to understanding causation (in the relevant sense)
is understanding the phenomena associated with effective strategies, broadly construed.

1.3 The Empirical Analysis of the Psychology of Causation
My empirical analysis of causation is focused on explaining facts about effective strate-
gies for influencing the world, but there are other empirical analyses targeted at other
phenomena relevant to causation. One such project, the psychology of causation, is es-
pecially noteworthy for providing a contrasting conception of how conceptual analysis
should be conducted. The subfield of psychology dedicated to exploring how people
think of causation involves postulating theories and models that aim to predict uncon-
troversially empirical data. The data primarily includes people’s reaction when they are
told stories or shown a sequence of events and asked, “What do you think the causes of
this event were?” or “Does event C count as one of the causes of event E?” The psy-
chology of causation is meant to be compatible with a lot of other related phenomena,
e.g., how long children look at certain temporal sequences designed to mimic or violate
default rules of object behavior, how people conceive of the operation of gadgets, how
people attempt to solve mechanical puzzles, etc. With every scientific theory comes an
associated conceptual structure, and the psychology of causation is no different. Such
theories might distinguish foreground from background causes, actual causes from pre-
empted alternatives, proximate from distal causes in an effort to best make sense of how
we think of causation.

One thing we should expect from an empirical analysis aimed at the psychology
of causation is that its structures will almost certainly be significantly different from
the structures of an empirical analysis aimed at explaining effective strategies. This
is easy enough to motivate by examples. Compare the concept of heat needed in ex-
plaining thermodynamic phenomena to the implicit folk concept of heat. Compare the
concept of space in general relativity to folk spatial concepts. Compare the economist’s
conception of an increasing gross domestic product with people’s folk conception of
economic production. Furthermore, we know enough about our psychology already to
recognize that humans use various psychological heuristics to understand the external
world in a simplified way. Because people are poor reasoners about fantastically small
probabilities, we should expect them to oversimplify causal relations that involve small
probabilities. People have limited capacity in their working memory, so we should ex-
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pect them to ignore some causes when numerous varied causes are present. Of course,
there is no a priori reason why the scientific conception of causation must differ from
the regimented folk conception of causation, but it should not be the slightest surprise if
they do not match and, more important, there is no reason to assume from the outset that
there must be some interesting causation concept simultaneously optimized for both ex-
plaining causation itself, i.e., effective strategies, and explaining regularities concerning
our naı̈ve causal judgments.

We should expect the two empirical analyses to be related in the obvious way. The
reason people have a folk concept of causation and that we call it a concept of causation
is that it gives us an efficient way to conceptualize those structures of reality that are
responsible for the array of regularities. What this means for the investigation of cau-
sation is that we have a built-in explanatory scheme for the psychology of causation.
We first investigate causation by explaining the existence of effective strategies using
standard scientific methodology. Then, we examine how the structures responsible for
effective strategies might be simplified for cognitive consumption, paying special atten-
tion to people’s need to learn about effective strategies and apply them to new situations.
We ought to suspect our psychology of causation will roughly match, on a first order
approximation, the structures that explain causation in the world, and at a second order
approximation take into account our need for an efficient epistemic grasp on these struc-
tures. Even these suspected connections are not strict constraints on the psychology of
causation because the structures that explain the empirical phenomena associated with
causation might be so complicated or so remote from our epistemic access on reality
that our psychology of causation only grasps causation through roundabout means.

To summarize, by the lights of empirical analysis, inquiry into causation breaks
up into two scientific investigations. The first is to develop an explanation of effective
strategies. The second is to develop a psychology of causation. Because the psychology
of causation is not nearly as important for metaphysical purposes as the study of causa-
tion itself, I will only discuss the psychology insofar as is needed to show how it relates
to causation itself and to illustrate how traditional philosophical problems of causation
can be resolved when they are properly located in psychology. In sum, my project is a
scientific metaphysics of causation, an investigation into the nature of causation, treating
just like any other object of scientific inquiry.

Now it is finally time to turn attention to the actual content of my theory of causation.
I will proceed by first explaining how the concept of causation should be subdivided
into three stacked layers, then discussing how the only the bottom layer corresponds to
what is genuinely real, then describing how stuff posited by the middle layer answers
questions about effective strategies and reduces to stuff in the bottom layer, and then
explaining how claims concerning stuff in the top layer should be evaluated using a
different standard from those in the other two layers. Here we go. . . .

1.4 Causation as Conceptually Tripartite
Philosophers who have weighed in with positive theoretical accounts of the essence of
causation mostly have focused on a single proffered core aspect of causation—e.g., de-
termination by the laws of nature (Mackie, 1973), counterfactual dependence (Lewis,
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1976), probability-raising (Suppes, 1970), transference of a privileged physical quan-
tity (Dowe, 2000) (Salmon, 1977)—and have tried to show how all legitimate causal
claims are vindicated primarily in terms of the one core aspect, whether a magnetic
field causing an electron to accelerate or an increase in literacy causing a redistribu-
tion of political power. There do exist a few theories, e.g., (Sober, 1985; Salmon, 1993;
Hall, 2004), that are broadly speaking conceptually dual in the sense that they try to
make sense of our causal talk in terms of a unintegrated pair of concepts. The analysis
of causation offered in this book is different by separating causation into three layers of
related concepts which, together with other background theories, vindicate our causal
talk.

That my analysis segregates the various concepts needed to make sense of causation
into three layers rather than one, two, or forty-seven is not in itself particularly notewor-
thy. There is no prima facie reason to expect a three-layer account to be superior to a
dual or quadripartite account. The tripartite decomposition is merely a result of a natu-
ral division of labor concerning what a theory of causation should rightly be expected
to accomplish. The two principles that provide the dividing lines for the three parts of
causation are these:

1. There is an important metaphysical distinction between that which exists and that
which does not. Later, it will clarify matters greatly to conceive of the difference
between existence and non-existence as really a distinction between that which
exists fundamentally and that which does not.

2. There is an important scientific distinction between a theory of causation itself
and a theory of the psychology of causation. I take this to be an uncontroversial
application of a more general rule that the study of X is typically different from
the study of the psychology of X with regard to its conceptual optimizations. A
scientific theory of gravity, for example, benefits from postulating complicated
mathematical structures whereas a scientific understanding of how ordinary peo-
ple understand the action of gravity will do better to employ cognitive simpli-
fications of reality like an up-down asymmetry and avoid esoteric devices like
Riemann curvature tensors.

My theory thus divides the causal concepts it needs to account for causation into three
layers corresponding to (1) those appropriate to fundamental reality, (2) those appropri-
ate to derivative reality insofar as it bears on the empirical phenomena associated with
causation, and (3) those appropriate to derivative reality insofar as it bears on the empir-
ical phenomena associated with the psychology of causation. No single layer, by itself,
contains a relation that very closely matches what we ordinarily think of as causation,
but all three layers together have a collection of concepts that allow us to make adequate
sense of everything regarding causation that needs to be accounted for.

The consequences of this tripartite division are significant and set apart my the-
ory from other existing accounts. Virtually every account of causation maintains that
there is a cause-effect relation between individual chunks of reality with the prototypical
characteristics. For one thing the postulated cause-effect relation often relates ordinary
happenings rather than exclusively to highly convoluted or esoteric physical conditions.
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For another, the cause-effect relation is normally taken to be irreflexive because it is
believed that effects do not cause themselves. Finally, the cause-effect relation is also
thought to be mostly asymmetric because effects do not cause their causes, except per-
haps in unusual circumstances. 1 On my account, this crude cause-effect relation has
no place in the metaphysics of causation, which I identify with the first and second
conceptual layers, but instead belongs in the third layer, the psychology of causation.
Relocating the folksy cause-effect relation to psychology is the key to dissolving a large
subset of problems philosophers take seriously as metaphysical puzzles.

1.5 Causation as Ontologically Unitary
Although my account of causation is conceptually tripartite, it is ontologically unitary.
The metaphysical framework in which the theory of causation fits can be called ‘fun-
damentalism.’ Fundamentalism, broadly speaking, is just the tenet that there is such a
thing as fundamental reality. Precisely what the content of fundamentalism consists in is
a subject that I will defer until chapter 2 of volume II, where I will clarify my (arguably
non-standard) conception of the distinction between fundamental and derivative reality.
For now, I will only make a two preliminary comments. First, under my construal of the
fundamental, that which is fundamental is merely that which is real in the ontologically
serious sense of ‘real.’ By contrast, putative entities that only imperfectly approximate
fundamental reality do not exist strictly speaking, though we can often in practice get
away with talking about them as if they exist, which is to say that they exist derivatively.
Second, in my account of causation, things in the first layer correspond to fundamental
reality, whereas things in the second and third causation layer correspond to derivative
reality. That is, the causal notions that appear in the fundamental layer of the account are
genuinely existing metaphysical relations among bits of reality, whereas causal notions
from the second and third layers of the account are not really instantiated as part of the
deep metaphysical structure of the world, though loosely speaking we are justified in
talking about metaphysically derivative entities bearing causal relations.

The difference between fundamental and derivative reality is communicated well
enough for current purposes by working through an example in some detail. The theory
of classical mechanics in general is an account of how material bodies move around ac-
cording to force laws. I will focus on a specific interpretation of classical physics whose
purpose is to clarifies ontological commitments; I am not concerned with its historical
accuracy. Classical mechanics models physics in terms of a spacetime inhabited only
by corpuscles bearing properties like mass and charge. A corpuscle is by definition a
point particle; it has an identity that endures over time and occupies a single point of
space at any given time, so that its history over any span of time is a continuous path

1Existing theories vary greatly in their metaphysical account of the causal relata, e.g., whether they are
events, property instantiations, aspects, substances, tropes, etc. They also vary in whether they include addi-
tional parameters; causal relations might not just be a two-place relation between the cause and effect, but a
three-place or seven-place relation, where the extra parameters can be contrasts, processes, choice of causal
variables or choice of causal model, etc. Despite all such metaphysical differences, virtually every existing
account of causation is such that when all the parameters are filled in, the residual relation between cause and
effect has the logical character we expect from our ordinary conception of causation.
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through spacetime. Corpuscles in classical mechanics bounce around according to strict
laws where each corpuscle’s acceleration is a relatively simple mathematical function
of fundamental properties and relations, including the inverse-square law of gravity and
some of short-range repulsive interaction that makes corpuscles bounce away from each
other elastically when they (nearly) collide.

Consider how we should think about reality under the pretense that the actual world,
with all its grocery stores, binary star systems, and butterscotch candies, perfectly matches
some model of classical mechanics. In such a world, the corpuscles and spacetime are
fundamental entities, their relative distances are fundamental relations and their masses
are fundamental properties. Wharfs, patience, and asset forfeitures, by contrast, are
derivative. What makes them exist is that the expressions ‘wharf,’ ‘patience,’ and ‘asset
forfeiture’ are useful enough for referring to aspects of the actual world, i.e., fundamen-
tal reality. What makes them non-fundamental is that nothing in the classical mechanical
laws or the specification of its ontology corresponds precisely to those expressions or
makes special use of them. Derivative reality is by definition anything that exists but is
non-fundamental.

Although the example of the classical mechanical world draws on a familiar conjec-
ture that what is fundamental is the stuff described by fundamental physics, nothing in
my account of causation strictly requires that what is fundamental include the physical,
much less be identified with fundamental physics. One could have a theory where eco-
nomic events or geological processes are fundamental. Because the fundamental can in
principle comprise just about anything, the mere claim that reality divides into funda-
mental and derivative has little substantive content. However, adding a specific theory
of the fundamental or even some constraints on one’s hypotheses about the fundamental
can generate rich consequences. Throughout much of the discussion, I will explore the
auxiliary hypothesis that what is fundamental subsumes fundamental physics. Since no
one has on offer a plausible complete theory of fundamental physics, I will just assume
that there exists some true, complete theory of fundamental physics, even if it is too
difficult for humans to comprehend in detail and even if its precise laws are inexpress-
ible using the kinds of representational systems that humans are presently aware of.
Furthermore, I will employ the working hypothesis that the true fundamental physics
possesses many of the shared characteristics of familiar paradigmatic theories like clas-
sical gravitation, relativistic electromagnetism, and non-relativistic quantum mechanics.
This final assumption is not a necessary part of the theory of causation and is rather flex-
ible in content, but it permits discussion of causation in a concrete context. Later, once
the distinction of fundamental and derivative is made more precise, comparisons can
be made among other popular hypotheses concerning the fundamental, e.g., whether it
incorporates phenomenal properties.

The focus on fundamental physics as a model for fundamental reality is motivated
by the privileged role that fundamental physics plays in any scientific investigation of
causation that purports to hold for all kinds of causes. This stems from the tenet that
a comprehensive theory of causation is supposed to apply not only to mundane affairs
but also to the fantastically small and fantastically large, domains where only physics
has provided a detailed account of how things operate. Though one’s theory of causa-
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tion should also apply to oceans and economies and psychological processes, there is at
least a plausible hypothesis that the empirical import of such “higher level” causation
must match the empirical import of causation among the physical events that instantiate
oceans, stock trading rooms, and brains. I take it as not even remotely plausible that
causation among neutrinos and quarks could be cashed out in terms of oceanic, eco-
nomic or mental properties. The closest thing to such a thesis would be some variant
of phenomenalism, which takes physics to be merely a useful fiction for predicting and
explaining stuff that is fundamentally mental. But whatever one wants to say about phe-
nomenalism as a theory of reality or a thesis about how best to interpret experience, as a
practical matter there are no concrete theories about experiential states that impose non-
trivial constraints on one’s account of the decay rates of muons or the magnetic moment
of the electron. By contrast, although fundamental physics superficially says nothing
about economics, it is easy to see skeletally how the laws of physics could entail highly
non-trivial facts about the physical stuff that instantiates paradigmatic economic activ-
ity. If the physical laws are deterministic, for example, a complete specification of the
physical state at one time—which includes bankers at work, money in people’s pockets,
merchandise on the store shelves—determines the physical state at other times, which
includes lots of other economic facts. It may well be true that even a highly idealized
computer or super-scientist cannot make successful economic predictions knowing the
detailed physical state and the deterministic laws, and it is certainly true that the deter-
mination does not follow merely from the economic facts at one time, but it is easy to
understand how there could be non-trivial entailment relations among all the physical
instances of economic facts. How phenomenal states could be rich enough in detail to
entail truths about what we observe concerning superconductivity and quantum entan-
glement is beyond me.

A good reason to investigate the auxiliary assumption that fundamental reality re-
sembles existing paradigm theories of fundamental physics is that it turns out to be
possible to derive highly non-trivial facts about causation from several relatively un-
controversial hypotheses about the fundamental physical laws. For example, in §7.4, I
will derive causal directness, the fact that one cannot usefully exploit a lawful con-
nection that backtracks, i.e., goes first in one direction of time and then in the other, to
achieve anything more than what one can do just by operating in a single direction of
time. In chapter 8, I will do the same to prove that the past cannot be usefully manipu-
lated. Neither of these proofs rely on assuming a fundamental asymmetry of causation
or fundamental passing of time or a fixedness of the past or anything remotely like that.
Arguments like these are intended to provide some degree of justification for the thesis
that there is a fundamental reality obeying laws resembling those of the paradigm the-
ories. The structure of such arguments is meant to parallel arguments in fundamental
physics that are generally recognized to be reasonable inferences. For example, classi-
cal physics tries to explain motions in terms of forces. The mere posit of forces, though,
has no empirical consequences by itself. Even the knowledge that there are determin-
istic force laws implies little about the world. What is crucially important to classical
physics are the auxiliary hypotheses that the kinds of forces are few in number, that
they obey simple mathematical formulas, that the variables in the formula correspond
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to properties like mass and charge that we have some sort of epistemic access to. What
counts as powerful evidence for the existence of forces is that there turn out to be some
remarkably simple force laws, such as the inverse square law of gravity, that allows us
to explain the motions of planets, falling projectiles on Earth, which was historically
surprising. Although I certainly do not pretend that my theory of causation is anywhere
near as rich in empirical consequences as classical mechanics, the hypothesis that there
are fundamental laws resembling the paradigm laws does have empirical consequences
that have been verified. By parity of reasoning, some credit should be accorded to the
hypothesis, raising one’s rational degree of confidence that it is true.

When we provide a theory of the fundamental with the goal of clarifying ontologi-
cal commitments, we like as much as possible to formulate it without using structures
that do not correspond to anything in fundamental reality. For example, the coordinate
systems physicists use to describe stuff in spacetime have lots of structure that is physi-
cally irrelevant, e.g., an origin, a distinction between the positive end of each coordinate
axis and the negative end, etc. For clarity of interpretation, it is preferable to exam-
ine a formulation that makes no reference to such non-existing structures, in what is
called an intrinsic formulation. Our set of classical mechanical worlds are fortunately
nice enough to be describable in such terms. Although it is way too strong to say one
can just read off the fundamental ontology from an intrinsic formulation of the physics,
something roughly in the neighborhood of that claim is correct. A more careful version
of the methodology would distinguish different interpretations and then evaluate them
based on such factors as whether they have enough structure to support the explana-
tions of observable physical phenomena and whether they postulate structure that can
be stripped away without loss of important content. The totality of structure that each
interpretation posits is what that interpretation says exists fundamentally.

Supposing we have settled on classical mechanics as the true fundamental theory,
there will be other derivative facts that require the introduction of distinctions that do
not correspond to anything real. The kinetic energy of each corpuscle is one-half its
mass times its speed squared. Because the velocity of a corpuscle in classical mechan-
ics exists only as a relational quantity, its speed, i.e., the magnitude of its velocity, only
exists relative to some reference of what counts as at rest, e.g., a rest frame. The ve-
locity, speed, and kinetic energy of a corpuscle are examples of derivative quantities
because there is nothing in the fundamental theory that corresponds to them unless we
augment it with a parameter that doesn’t correspond to anything in reality, namely a
choice of what counts as being at rest. The velocity, speed, and kinetic energy do exist
as derivative quantities. A choice of rest frame, when conjoined with the fundamental
facts, determines the velocity, speed, and kinetic energy of each corpuscle.

For another example of derivative quantities, we can build on the example by dis-
tinguishing two kinds of kinetic energy. Because this example will be useful throughout
the book, it is worth our time to dig into some physics at this stage. Fig. 1.1 shows two
diagrams representing the same fundamental reality: two solid blocks each composed of
massive corpuscles rattling around in empty space bound together by short-range forces.
Suppose we have made a choice of rest frame; that makes the velocity of each corpuscle
well defined. For simplicity, let the rest frame be the center of mass frame, meaning that
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Thermal Mix of Mechanical and Thermal

A A

BB

F. 1.1. Two pictures of the same physical situation. On the left, thermal energy is
calculated by treating every corpuscle’s speed as relative to the rest frame. On the
right, thermal energy is calculated by treating a corpuscle’s speed relative to the net
motion of its block, represented by the big arrows.

we choose the standard of rest so that the resulting total momentum of the corpuscles
is exactly zero. The total kinetic energy, ET , of the entire system is just the sum of each
individual 1

2 mi|~vi|
2, where mi is the mass of the ith corpuscle and ~vi is the velocity of

the ith corpuscle in the rest frame. We can think of this total kinetic energy as divisible
into thermal energy and mechanical energy, with the relative proportion depending
on how we construe the system of corpuscles. One way to think of the corpuscles is to
divide them into two teams corresponding to the two blocks. The mechanical energy of
each team is defined as one-half its total mass times the square of the net velocity of
its individual corpuscles (weighted by their individual masses). Equivalently, the me-
chanical energy of each team is half the square of the total momentum of its corpuscles
divided by their total mass. Let ~vA be the net (weighted) velocity of all the corpuscles
on the A-team and mA the total mass of the A-team, and the same for ~vB and mB. The
corresponding mechanical energy of the whole system is just the sum of the mechanical
energies of the two teams, 1

2 mA|~vA|
2 + 1

2 mB|~vB|
2. The thermal energy of each corpuscle is

its kinetic energy relative to the net motion of its team. Each corpuscle i on the A-team
has thermal energy 1

2 mi|~vA−~vi|
2. The thermal energy of the A-team as a whole is just sum

of the thermal energy of each individual member of the A-team. The thermal energy of
the B-team is similarly just the sum of 1

2 m j|~vB−~v j|
2 for each corpuscle j of block B. The

total thermal energy of the whole system is just the sum of each block’s thermal energy.
One can easily check that the mechanical and thermal energy of the whole system total
to ET , so that these two kinds of kinetic energy exhaust all the kinetic energy that exists.

This way of carving up energy into mechanical and thermal forms is the standard
decomposition for solid objects, but in principle we could have treated all the corpuscles
as being on the same team. That is, we could let mT be the total mass of all the corpuscles
and ~vT be the velocity of the center of mass of the whole system. Then the mechanical
energy of the whole system is 1

2 mT |~vT |
2 and the thermal energy is the sum of all the
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individual terms of the form 1
2 mi|~vT − ~vi|

2. Because we chose our rest frame so that
~vT = 0, it follows that the mechanical energy is zero and the thermal energy is ET .

The first way of carving up kinetic energy into mechanical and thermal (1) corre-
sponds quite well to our natural inclination to treat the blocks as separate objects with
their own energy properties, and (2) is practically useful in making predictions about
thermodynamic phenomena when each block comes into thermal contact with an ob-
ject with its own distinct temperature and composition. If block A is grabbed and put in
contact with some ice, and block B is separately put into a furnace, the thermal energy
of A (as calculated in the first decomposition) is what figures in predictions of how heat
will move between it and the ice.

The second way of carving up the kinetic energy into mechanical and thermal is not
useful for such calculations and so is not practically as useful. However, there is nothing
formally incorrect about such a division, and there could be some circumstances where
that way of thinking about the kinetic energy is more useful. The important point here is
just that although some ways of carving up fundamental reality are more useful than oth-
ers, nothing about fundamental reality makes one assignment of mechanical and thermal
energy the unique correct assignment. Whenever a quantity for describing reality does
not have a unique correct assignment given how fundamentally reality is structured,
let us say that it is fundamentally arbitrary. The distinction between mechanical and
thermal energy is fundamentally arbitrary because nothing in the fundamental theory
either makes use of the distinction or motivates a particular way to carve up the world
to generate a metaphysically privileged assignment of mechanical and thermal quanti-
ties. Of course, the distinction is not arbitrary in the practical sense because sometimes
one way of carving up fundamental reality is far more practically useful than others.
Unsurprisingly, there are circumstances where there is no clear best way to distinguish
between thermal and mechanical energy. The oceans have mechanical energy in their
currents and thermal energy that plays a role in melting icebergs, but because it is a
fluid, it might be unclear how to group the corpuscles. The tiniest eddies in the current
might be construed as instantiating purely mechanical energy because they push around
small objects like grains of pollen, but they might be construed as purely thermal energy
because such energy cannot be extracted by a practically realizable mechanical device
in the way that macroscopic currents can be.

Now we are in a position to state what makes mechanical and thermal energies
metaphysically derivative. They are handy enough for characterizing fundamental real-
ity and yet they are fundamentally arbitrary. As a general rule, if some quantity is handy
enough for characterizing fundamental reality and is fundamentally arbitrary, then that
quantity is metaphysically derivative.

1.6 Abstreduction
The relationship holding between the fundamental theory of classical mechanics and
the derivative properties of thermal and mechanical energy illustrate an important kind
of reduction. ‘Reduction’ is a famously abused term, so to minimize the potential for
misleading associations with other people’s usage of reduction, I hereby introduce a
proprietary version of the general idea of reduction, called abstreduction. The idea
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behind abstreduction is that it is a generalization of the relationship just illustrated from
mechanical and thermal energy to fundamental reality. Roughly speaking, to abstreduce
some theory T to a fundamental theory F is to specify some fundamentally arbitrary
parameters and explain how these parameters make T a useful and not too misleading
way of describing fundamental reality as characterized by F. In short, abstreduction
shows how T is a useful way of abstracting away from the details of F.

Precisely how abstreduction compares to other varieties of reduction is a matter
requiring too much space for it to be included in volume I. A few brief points, though,
are worth noting.

First, my theory abstreduces causation to certain nomological relationships among
fundamental stuff, namely relations of determination and probability-fixing. If we start
with a fundamental theory where some chunks of stuff fix objective probabilities for
other chunks of stuff according to fundamental laws, my theory of causation specifies
parameters that characterize how to abstract away from the fundamental details in a
way that makes sense of the utility of causal talk in the special sciences and folk usage.
So, in this sense, I am presenting a reductive theory of causation, reducing causation to
fundamental laws and the layout of material facts.

Second, my theory of causation can be used as a framework for abstreducing other
concepts. Because of causation’s prominent role in connecting numerous interesting
concepts to stuff that is uncontroversially empirical, the reductive account of causation
can serve as a link to reduce other concepts to fundamental physics, or at least something
fundamental.

Third, a notable feature of abstreduction is that it is much easier to achieve than the
classical Nagelian (1961) reduction that requires derivation of T in terms of F or the
Kemeny and Oppenheim (1956) version that requires subsumption of T ’s observational
predictions by that of F. Many arguments against reductionist views of science simply
do not apply to my account because they are based on a different, stronger notion of
reduction than abstreduction.

1.7  Standards vs.  Standards
Fundamentalism, as I construe it, is an extremely weak claim, implying little more than
the proposition that reality exists. However, a principled commitment to fundamental-
ism has non-trivial methodological consequences. One necessary condition for treating
a theory as concerning the fundamental is an adherence to the policy of avoiding incon-
sistency. While it is widely believed that avoiding contradictions is important for any
theory, there are systematic practical differences in how threats to consistency are re-
solved, differences related to whether a theory concerns the fundamental. When a theory
purports to be a fundamental theory and proposes rules that provide conflicting rules for
categorizing phenomena, we rightly reject the theory out of hand as unacceptable. This
practice holds in virtue of what it means to treat a theory as fundamental. Our theories
of fundamental reality forbid contradictions because of our well-founded commitment
to the thesis that no matter how inscrutable and paradoxical reality may seem, reality
itself brooks no logical inconsistency.



 Standards vs.  Standards 19

For example, in seeking a theory of fundamental physics, we often formulate rules
for the evolution of fundamental particles. Suppose a fundamental theory specifies that
a certain kind of quantity ψ perfectly represents all the properties of any given parti-
cle, and that there are two separate rules for how ψ evolves. One rule is a determinis-
tic rule that says the particle’s state after a temporal duration t is a specified function
U(ψ, t). The other rule is a deterministic rule that says the particle’s state after a temporal
duration t is a specified function V(ψ, t). Suppose further that there exist realistic cir-
cumstances where U(ψ, t) and V(ψ, t) are not only unequal, but represent inequivalent
physical situations that are observationally distinguishable. Such theories are widely
and uncontroversially regarded as completely unacceptable as theories of fundamental
reality regardless of their utility. Let us say that a theory’s rules conflict when, for some
realistic circumstances, they provide contradictory assignments of some properties in
the world.

The meaning of ‘realistic circumstances’ can vary depending on what kind of theory
is being offered. Some theories are meant to be rich enough in content to characterize
their own notion of nomological possibility. For such theories I mean to count as re-
alistic any circumstance that is nomologically possible according to the theory itself,
regardless of whether it is possible according to the actual laws. Other theories, like
those in anthropology or food science, do not specify what is nomologically possible but
implicitly rely on an imprecise antecedent notion of possibility. For such theories, any
situation that is uncontroversially possible according to this antecedent notion counts
as a realistic possibility regardless of whether there are actual laws at odds with the
implicit notion. For example, it could turn out that the true laws of physics, whether
we know it or not, are so severely restrictive that they permit only one layout of facts
in the universe as nomologically possible, the actual layout. If so, the circumstances
routinely entertained in genetics or economics are not nomologically possible, but our
standards for evaluating theories of genetics and economics are such that we treat seem-
ingly realistic circumstances as realistic. Note that ‘realistic circumstances’ does not
mean ‘circumstances having an appreciable chance of obtaining.’ A possibility does not
count as unrealistic, in my terminology, merely because it has an extremely low chance.
The point of distinguishing realistic from unrealistic circumstances is that some kinds
of possibilities are so epistemically remote that we do not care about whether the prin-
ciples conflict there. For example, we would rightly not reject an otherwise splendid
theory merely in virtue of its having principles that conflict in some models with a 43-
dimensional spacetime unless there were some reason to think the actual spacetime is
43-dimensional.

There is a difference between rules that superficially appear to conflict and rules
that genuinely conflict. If there are additional principles in a theory that specify how to
ameliorate potential conflicts, then the theory’s rules do not genuinely conflict. There
are many ways to resolve the appearance of conflict. One can hypothesize that there are
further conditions restricting the circumstances under which each rules applies so that
for any specific circumstance only one of the rules is truly operative. One can reject that
the theory truly concerns the fundamental but only provides useful rules of thumb for
approximating the evolution of fundamental stuff. One can weaken the content of the
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theory with a qualifying clause that whenever the rules conflict, neither one is operative.
One can augment the theory with a qualifying clause that whenever the rules conflict,
only the first rule is operative. In the particular example of the two deterministic rules
for ψ, some of these options would render the theory very unappealing, but in general a
theory could have conflicts that only occur in restricted circumstances and the point of
the amelioration clauses would be to establish explicitly what the theory says (in every
potentially conflicting circumstance) so that the theory’s superficial conflicts are not
genuine. If any theory refuses to clarify what to do in cases where its rules superficially
conflict, or merely claims that there is always some further resolution to the conflict but
does not specify the additional structure that resolves the discrepancy, or presents an
insufficiently principled resolution, then that theory has a genuine conflict.

Let us say that any intellectual discipline whose theories are required to avoid having
conflicts obeys  standards. We can contrast such theories with those that hold
 standards. It is possible for a psychological theory of our native food concept
to offer us the following rules for when something counts as food.

1. Something is food if and only if it is the kind of thing humans serve to each other
as something to be eaten.

2. Something is food if and only if it is nutritious.

These rules conflict because it is easy to imagine a substance that would be routinely
served at meals but which has no nutritional value, or something that is nutritional but
which people find objectionable to eat. A theory of psychology that tries to provide an
account of our ordinary concept of food is not pretending to provide rules that are strict
necessary and sufficient conditions. Instead, the necessary and sufficient conditions are
meant to characterize informal heuristics or rules of thumb that link our thoughts about
food with other concepts. Their purpose is to make sense of the following kinds of
regularities. When people are presented with information that some X is nutritionally
harmful, they tend to think of it as not being food; with information that X is nutri-
tionally beneficial, they tend to think it as food. There is a default expectation in how
we interpret such psychological theories that when a test subject is put into a situation
where his default heuristics conflict, additional facts come to bear on whether he identi-
fies X as food. A psychologist who wants to flesh out the theory would provide a more
thorough accounting of the factors that affect whether a person judges X to be food,
including predictions about exactly which circumstances cause people to become less
certain of their judgments. But we know that realistically the quantity of such factors
may be far too large for a practical theory. A theory of our folk food concept would
presumably need to account for cultural backgrounds, personal differences in gustatory
abilities, hunger, how accommodating the subject is to others’ judgments, etc. To nail
down with perfect precision facts about whether S considers X food in circumstances
C requires assimilating many more facts than are rightly considered part of psychol-
ogy. There is also undoubtedly a tradeoff between predictive accuracy and number of
parameters that such a theory would need to incorporate. The methodology of psychol-
ogy follows the  standards that permit its theories to conflict on assessments of
realistic possibilities.
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What goes for psychology also goes for virtually any other special science. A the-
ory of ecological genetics, for example, might postulate one rule that when islands are
formed near populations, the number of species will probably increase, and another rule
that when a cataclysm occurs, the number of species will probably decrease. These rules
conflict of course because there could be a cataclysm, e.g., a flurry of volcanic eruptions,
that also creates new islands. This superficial conflict—that the probability would both
increase and decrease—does not warrant the rejection of a theory that posits both rules.
Such rules are not intended as inviolable dictates of nature. It is also understood that
whether the number of species goes up or down depends on the nature and severity of
the cataclysm, the time scales over which the speciation is evaluated, and a lot of factors
that ecological genetics is simply not in the business of accounting for in detail. Because
ecological geneticists are not obligated to spell out all the parameters that would clarify
all the possible conflicts in its rules of thumb, we say that ecological genetics obeys the
 standards.

The distinction between  and  standards largely coincides with the
distinction between fundamental and derivative but not exactly. For a situation where
the subject matter uncontroversially concerns derivative reality but is expected to obey
 standards, consider the narrow subset of thermodynamics that deals with the
distinction between mechanical and thermal energy. Thermodynamics generally is just
like other special sciences in holding to  standards for its theories, but in the
special case of concepts that have a close fit with the fundamental, we are apt to hold
to  standards. For the sake of discussion, let us assume that classical mechanics,
as clarified in §1.5, is the accepted theory of fundamental reality. Suppose also that we
have accepted that the mechanical and thermal energy of macroscopic objects is merely
a division of the kinetic energy of the corpuscles and does not motivate the postulation of
some additional category of energy. I think that in such cases we rightfully demand that
any theory that has conflicts in virtue of its attributions of mechanical or thermal energy
should be such that these conflicts dissolve once we clarify the distinction between
mechanical and thermal in terms of the fundamental stuff using the parameters supplied
by the theory.

Suppose a rocket scientist proposes a theory about the gaseous exhaust produced by
a certain kind of rocket in outer space. One of the theory’s rules says that the gas leaving
the rocket always has very nearly ten percent of its energy in mechanical form and
ninety percent in thermal form. Another of the theory’s rules entails that the fraction of
the total energy that is mechanical changes dramatically over time. The apparent conflict
between the fraction’s being both constant and changing can be resolved in terms of the
parameters that connect thermal and mechanical energy to fundamental properties. For
example, the scientist could point out that the first rule implicitly evaluates energy using
the accelerating rocket as a standard of rest, while the second rule sticks to the rest frame
of the rocket just before it launches. A response that is uncontroversially unacceptable
is for the scientist to say that both predictions are generally good rules of thumb for
the amount of mechanical energy and that in this one case of conflict there is nothing
further the theory needs to say about which one prediction the theory really makes.
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What makes this special case of thermodynamics different from the case of eco-
logical genetics is that we accept that conflicts between the rule that islands increase
genetic diversity and the rule that catastrophes decrease genetic diversity are under-
standable in terms of richer details that will ultimately settle whether diversity increases
or decreases. For the distribution of mechanical and thermal energy, there are no further
facts that the scientist is leaving out. Once we have accepted that classical mechanics
is our fundamental theory and that mechanical and thermal energies are somehow just
handy talk for the precise distribution of kinetic energy in the corpuscles, the only thing
available to ameliorate the potential conflict are the additional parameters relative to
which assignments of mechanical and thermal energy become more precise. The dif-
ference between the  and  standards is just that any theory being held to
the  standards cannot just hand-wavingly assert that there are further details that
ameliorate potential conflicts. It must supply the parameters that ensure its concepts are
being applied consistently. The reason for holding  standards in this special sub-
set of thermodynamics is that we already hold  standards for the fundamental and
we have already committed ourselves to the thesis that the distinction between kinetic
and mechanical energy does not require an unmanageably complicated connection. In
short, it seems reasonable to hold  standards regarding mechanical energy be-
cause we antecedently think there is a abstreduction of that concept, so any conflict that
is not remedied by translating into the more precise terminology of the fundamentally
arbitrary parameters that provide the abstreduction, is a genuine conflict. If we were to
abandon belief that there is a fundamental physics or commit to a different fundamen-
tal physics that makes the connection between mechanical and thermal energy more
opaque, that could very well motivate us to settle on  standards.

In illustrating what I mean by  and  standards, I have reported what I
think the generally accepted standards are for various disciplines, but one could disagree
with me about individual cases without calling my distinction into question. (In fact, I
believe some practitioners of the special sciences wield  standards where it is
unjustified.) The purpose of the examples was to provide what I think are relatively
uncontroversial reference points to illustrate the difference between standards where
it is acceptable to posit a theory with rough rules of thumb that sometimes conflict
without guidance as to how to resolve the conflicts from those where such theories are
automatically unacceptable.

1.8 The Three Layers of Causation Revisited
Elaboration on the distinction between  and  standards was necessary be-
cause it serves as the demarcation between the second and third layer of causation-
related concepts. The distinction between fundamental and derivative segregates those
aspects of causation that are as precise and objective and as closely aligned with reality
as possible from other aspects of causation that abstract away from the precise details in
ways that are more useful to creatures like us who have imperfections. The distinction
between  and  segregates those aspects of causation that demand a princi-
pled contradiction-free resolution in terms of an abstreduction to the fundamental from
those causal concepts that can harmlessly be handled in a more hand-waving fashion.
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Layer Metaphysical Standards of
Status Adequacy

Causation3 Psychology of Causation Derivative 

Causation2 Derivative Metaphysics of Causation Derivative 

Causation1 Fundamental Metaphysics of Causation Fundamental 

F. 1.2. The Three Conceptual Layers of Causation

Figure 1.2 illustrates the three groups of concepts as layers in order to represent
that each grouping is conceptually dependent on those below it. Each layer has its own
causation-like concepts,2 none of which are precisely what we naively think of as causa-
tion. But all three layers together let us make sense of everything concerning causation.
The account of the bottom layer is supposed to provide a story, consistent with our best
science, about what reality is objectively like, independent of human concerns. The con-
cepts in that layer are not tailored to match our everyday causal talk but are supposed to
provide just enough structure for the middle and top layers to do their job of vindicating
the utility of folk causal talk and causal talk in the special sciences.

The middle layer abstracts away from fundamental relations among stuff by adding
parameters that encapsulate how to fuzz the fundamental details in order to better repre-
sent the kinds of macroscopic phenomena that we humans deal with in the special sci-
ences and everyday life. The parameters include, among other things, decisions about
how to coarse-grain detailed microphysical facts. Because there is generally no unique
correct way to fix the values of these parameters, the relations that essentially incorpo-
rate them do not correspond to fundamental reality, but involve some degree of arbi-
trariness. The middle and bottom layer together are supposed to provide a full scientific
account of the empirical phenomena associated with effective strategies. They do so by
abstreducing concepts in the middle layer to those in the bottom, which preserves the
metaphysically privileged role of the fundamental.

The purpose of the third layer is to provide an account of those aspects of our causal
concepts that are irrelevant to the explanation of effective strategies. The ultimate reason
we have causal concepts is that there is an important distinction between events that are
useful for accomplishing tasks and those that are not, and our folk notion of cause tends
to support this activity. Ideally, we could figure out what kinds of strategies are effective
by running lots of controlled studies with a large sample of initial conditions that are
tailored to expose how much difference each aspect of reality makes in bringing about
the desired effects. But because we need to gain knowledge of effective strategies even
when such studies are unfeasible and because our ancestors needed causal knowledge
when they did not know how to run controlled studies, we have native cognitive short-
cuts that allow us to make good guesses about effective strategies from an impoverished
data set. Our folk causal concepts on the whole do a reasonably good job of match-
ing the scientific causal concepts of the bottom and middle layers, but because the folk

2A causation-like concept is any concept that is somewhere in the neighborhood of our naive concept
of causation. A causal concept is more broadly any concept that implicates causation-like relations, such as
influence, control, signaling, evaporation, or digestion.
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concepts incorporate additional epistemic features that do not play a role in explaining
the existence of effective strategies, there will be mismatches. The folk causation con-
cept will sometimes identify c as a cause of e when c is not useful for bringing about e
even though the primary reason for our having a concept of causation is that we need to
distinguish between the kinds of events that are effective for achieving desired results.

The relation between our folk (and special science) conception of causation and
the concepts of causation present in the bottom and middle layers parallels the relation
between ‘food’ and ‘nutrient.’ The reason we have a concept of food is that there is
an important distinction between nutritious and non-nutritious substances, and our folk
food concept mostly coincides with the scientific nutrient concept. The differences be-
tween ‘nutrient’ and ‘food’ arise from the cognitive convenience of having simple rules
of thumb for something’s being food that do not precisely track the distinction between
nutrients and non-nutrients. One reason is that because humans are unable to quickly
and accurately assess the precise nutritional value of substances, we do better to use
cognitive shortcuts: We quickly assess flavorless or bitter substances as non-foods; we
have religious and cultural proscriptions whose purpose is to steer us away from ingest-
ing risky substances. Another reason is that we incorporate other pragmatic features into
our food concept. Raw pork is not nutritional, but we call it food because it is a sub-
stance that is easily cooked to become a nutritional substance. The ocean does not count
as food even though its main constituents, water and salt are both nutritional substances
in the proper amounts. Analogously, our innate guides for deciding whether c was one
of the causes of e embody important pragmatic rules that do not precisely correspond
with the objective relations out there in the world that make our concept of causation
useful.

Methodologically, our account of the folk food concept does not need to be held to
 standards because in psychology, we are free to postulate that people use several
handy heuristics and have non-rigorous methods for adjudicating discrepancies among
them. Likewise, our rules for specifying folk causal concepts need only to be held to
 standards. Because psychology in general does not require the  standard,
we are free to accommodate folk notions of causation in terms of some useful heuris-
tics without worrying that they sometimes conflict. We can just wave our hands at any
conflict, saying in effect that anytime our rules about whether C is a cause of E oppose
each other, there are some additional psychological factors that decide that one rule
dominates or that our intuitions in such case become unclear.

I will not at this stage say much about which disciplines ought to hold  rather
than  standards, but I think it is a fair characterization of the intellectual activity
known as metaphysics that people engaging in it do in fact believe that metaphysical
theories should obey  standards. Although ‘metaphysics’ has been a label with
evolving and contentious meanings, metaphysics is uncontroversially the general study
of reality, i.e., setting aside those aspects of reality that are narrowly focused like her-
petology or geography. But more than that, theories of metaphysics are aimed towards
an account of reality that is not merely a patchwork of conflicting rules of thumb but
a more systematized structure that is ultimately logically consistent. My own way of
thinking about metaphysics agrees with the (implicit) conventional opinion that meta-
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physics should be conducted under  standards. So, for the sake of clarifying my
terminology, I hereby stipulate that ‘metaphysics’ refers only to the study of reality
under the  standard. This restriction makes sense of practices common to profes-
sional metaphysicians and is independently well motivated. For example, in the sizable
literature on the philosophy of color, conflicting rules for what constitutes color are
generally not tolerated. Regardless of whether colors are conceived as fundamental or
derivative, metaphysicians would reject any theory advocating that (1) colors are phys-
ical properties of the objects that are putatively colored and (2) colors are relational
properties holding between color perceivers and external objects, unless the theory ex-
plained away the seeming discrepancy in sufficient detail. If someone claimed that the
color of some wall is both a physical property of the wall and a relation between the
wall and its perceivers, one charitable interpretation is that there is some equivocation.
If someone claimed that talking of color both as if it were a property of the wall alone
and also as if it were a relationship between a viewer and the wall are merely useful lin-
guistic devices for expressing truths about whatever fundamentally grounds color talk,
that resolution of the seeming conflict would indicate that the proponent is not address-
ing the metaphysics of color.

The motivation for adhering to  standards in metaphysics makes sense given
(1) the uncontroversial hypothesis that if reality can be completely and correctly de-
scribed by a statement X, then X is not a contradiction, and (2) that metaphysics is not
intended as the kind of theory where one can defer conflict resolution to facts outside the
discipline. Conflicts in most special sciences among its rules of thumb for prediction do
not need explicit amelioration because there is always additional physics not subsumed
by the special science that one can plausibly appeal to for a base of facts that provide
resolution. But to the extent metaphysics purports to be the study of reality at its deepest
level, it has no deeper theories to appeal to. Certainly many metaphysical disputes con-
cern reality at a general level, e.g., what properties are, without settling on how nature
implements the metaphysical structures. So, metaphysics does defer to other disciplines
to fill in the details, e.g., biology tasked to discover what biological properties exist. But
the sense of deferral relevant to the appropriateness of  standards is something dif-
ferent. Brushing aside conflicts is often justifiable in ecology because there are physical
facts that can be employed to make more precise the extension of ecological concepts
or principles. It is not clear, if one has a metaphysical theory of what properties are,
how biology or geology is going to help to make more precise where the metaphysical
concept of property is going to break down or lose applicability. Of course, a special sci-
ence might provide examples that reveal inadequacies in a metaphysical theory meant
to apply to them, but it is hard to believe that a special science could provide a richer
story about the general nature of properties than what metaphysics is expected to pro-
vide. In that sense, it is appropriate to hold metaphysical theories accountable to 
standards.

Applying these lessons to causation, we find that the top conceptual layer of causa-
tion is not metaphysics at all, but merely psychology. Thus, many of the problem cases
that are normally understood to concern the metaphysics of causation, e.g., preemption
and causation by omission, really belong to the psychology of causation. Because the
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 standards of psychology are much more forgiving than the  standards of
metaphysics, many such problems can be easily resolved. My account of the middle
and bottom layers does constitute genuine metaphysics because it concerns reality (in
the standard broad sense) and because it is intended to be held accountable to the 
standard. Furthermore, my theory will attempt to cash out completely the causation-like
relations of the middle layer in terms of the causation-like relations of the bottom layer
together with parameters that my theory itself specifies. This counts as an abstreduction
of causation to the fundamental laws and fundamental material stuff, so that everything
about causation ultimately holds in virtue of fundamental reality.

1.9 Explanation of Effective Strategies
The goal of the empirical analysis of causation is to provide concepts optimized for
a scientific explanation of effective strategies, but what is the explanation of effective
strategies and what does it have to do with the bottom and middle layers? The answer
can be spelled out with regard to an elementary example. Suppose there is a magnetic
compass lying undisturbed. By moving a lodestone near the compass, one can reliably
make the needle move. It is uncontroversial and empirically verifiable that events of
type C, moving a lodestone near a compass, is an effective way to effect events of type
E, a jostling of the needle.

What explains such phenomena, according to my account, is that there exists some
sort of fundamental reality whose structure includes fundamental laws of temporal evo-
lution and details about how fundamental stuff is arranged. The objective structure
grounding all causation is located in how the fundamental laws link the fundamental
stuff at different times and places. Specifically, some events determine that other events
occur or at least fix some objective chance for them occurring, and that is what funda-
mentally grounds causation.

When we dig into the details, we find good reason to believe that fundamental laws
per se provide no connection between the localized chunks of reality constituting any
particular lodestone, c, moving towards a compass and the consequent jostling of the
needle, e. At best, the fundamental laws connect e only with a much larger event c′ that
includes c and a bunch of microphysical facts occurring at the time of c and occupying
a vast amount of space, perhaps stretching out to infinity. Unlike c, gargantuan states
like c′ are able to determine or fix objective probabilities for later events like e. The
localized chunk of reality c only plays a fundamental causal role in virtue of its being a
part of c′.

That’s all fine as far as fundamental reality goes, but because we humans are epis-
temologically limited, unable to perceive the precise physical states and unable to cal-
culate their consequences, and because we are not able to control the world precisely,
the fundamental causation-like relations are by themselves almost never useful to us in
practice. Fortunately, the laws of our world are amenable to approximations of various
sorts that allow us to glean useful information from them in a way that abstracts away
from the precise nature of the laws and material facts. Our belief that c caused e is in
part a belief that the lodestone part of the world was somehow a more important part of
the vast c′ than all the far flung events that intuitively have nothing to do with the motion
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of the compass needle. What makes c the important part, I claim, is that the probability
that large events like c′ fix for E is significantly greater than the probability that would
be fixed for E by events that are just like c′ except that the physics instantiating the
movement of the lodestone is hypothetically altered to make the lodestone sit still. In
English, what makes the motion of the lodestone causally important to the motion of
the compass needle is that the probability of the compass needle moving is significantly
greater if there were a lodestone moving nearby than if there were not.

The metaphysical picture, then, boiled down to its most essential structure is that
there is a fundamental layer of reality instantiating relations of determination or prob-
ability fixing among chunks of fundamental physics and a derivative layer of reality
where events of type C promote events of type E, i.e., generally make events like E
more likely to happen than if C were not to occur. This helps to explain the existence
of effective strategies because to a first approximation, an effective strategy for bringing
about E is to bring about a promoter of E.

The task for the rest of this book is to providing the resources to facilitate talk of
probability-raising, nomic connections, influence, and such so that the details of this
explanation can be filled out in an acceptable way.

1.10 Summary
The theory presented in this book is my attempt to provide an empirical analysis of
causation, to engineer a conceptual structure optimized to support a scientific explana-
tion of various empirical facts related to the existence and character of effective strate-
gies, broadly construed. Because such analyses of causation have barely been attempted,
much less developed into fully fleshed out theories, it remains to be seen how well my
theory will stand up to future alternative empirical analyses. I hope in any case that by
sketching a map of this new intellectual territory and establishing a reference point, I
can promote future exploration and cultivation.

My account of causation intends to provide the crucial linkage between the funda-
mental and the derivative needed to account for how derivative relations hold in virtue
of fundamental relations. While it will be helpful to almost any fundamentalist theory
of reality, it is especially helpful to versions of fundamentalism where fundamental re-
ality amounts to little more than fundamental physics. If fundamental reality turns out
to be just a bunch of particles and fields obeying differential equations, attributions of
causation in the special sciences might be suspected of being on shaky foundations. My
account is intended to assuage such suspicions by providing a conceptual framework
whereby causal claims can be cashed out in terms of fundamental physics according
to the  standard. To oversimplify, it fleshes out the thesis that although what is
really going on causally in nature is that vast swaths of particles and fields are evolving
according to differential equations, our concept of causation among mundane events
latches on to the physics in a way that abstracts away from the fantastically complicated
details and towards helpful rules of thumb about the world’s evolution.

The key lessons of the introduction can be summarized with respect to the three
conceptual layers associated with causation.
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1. Causation1: The fundamental causation-like relations are the structures that are
as objective as objective ever gets and ultimately ground all talk of causation. I
hypothesize that some chunks of fundamental reality (presumably including fun-
damental particles or fields of some sort) fix fundamental objective probabilities
for (including determination of) other chunks of fundamental reality. These rela-
tions of probability-fixing and determination are part of the fundamental causal-
like relations. They constitute the only real kind of singular (or token) causal
relations that exists in my theory, though to call them ‘causal’ misleadingly sug-
gests irreflexivity, asymmetry, and a discrimination between important causes and
irrelevant background stuff.

2. Causation2: One can abstract from the causation1 relations by coarse-graining the
fundamental stuff in order to account for the fact that for many practical purposes
the precise microphysical character of events is not important. This gives rise to
an account of why some kinds of ordinary (typically macroscopic) events reli-
ably bring about characteristic effects or at least raise their chance of occurring.
These relations of probability-raising constitute the only kind of general (or type)
causal relations that exists in my theory. Relations of probability-raising exist
only relative to parameters that are fundamentally arbitrary, i.e., not fixed by fun-
damental reality itself. However, if one makes precise which probability-relation
one is concerned by stipulating the right parameters, there will then exist objec-
tive facts about which events have their probabilities raised by a given cause. The
causation-like relations in the causation2 bundle concern derivative reality, but the
account of them is metaphysical in the sense that any discrepancies in whether
something is a probability-raiser is required to be resolved by the parameters the
account specifies. Hand waving at any seeming contradictions in whether C raises
the probability of E is not acceptable in a metaphysics of causation.

3. Causation3: One can abstract from the causation2 relations in order to account for
our psychology of causation, especially to account for our practice of identifying
some events as the (important) causes of a chosen event. The causation-like rela-
tions in this layer also concern derivative reality, but the account of causation3 is
not metaphysical because conflicts in whether something is a cause of a given
event do not need to be resolved by the theory itself. Like other theories of
psychology, one is allowed to wave one’s hand at seeming contradictions in the
heuristic rules that guide our judgments of singular causation. Though the causa-
tion3 relations are meant to explain our beliefs about how singular (or token)
causation works, there is nothing in the metaphysics that directly corresponds to
relations of singular causation among mundane events.
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ORTHODOX CONCEPTUAL ANALYSIS

My methodology for approaching the metaphysics of causation is extremely unpopular.
In order to clarify how it differs from the mainstream, I will contrast my version of
empirical analysis with what can be called ‘orthodox conceptual analysis,’ or just
‘orthodox analysis’ for short. Then, I will examine approaches that claim to be empirical
analyses and argue that in practice they end up largely in the same camp as orthodox
analyses insofar as the crucial methodological divisions are concerned.

The basic idea behind any conceptual analysis is that it is the end result of a sys-
tematization of the naı̈ve platitudes concerning a folk concept. To conduct a conceptual
analysis, we start off with some initial data in the form of uncontroversial truths about
the concept, including paradigm examples of the concept, called ‘exemplars,’ as well
as a priori links to other concepts. For example, an orthodox analysis of ‘food,’ would
begin with propositions that an orange is food, a hoagie is food, etc., as well as with
broader principles that food is the kind of thing people typically like to eat, the kind
of thing that relieves hunger, a kind of material substance, a category that is species-
relative, etc. These naı̈ve platitudes are then systematized in some principled way. The
principles that govern the standards of adequacy for orthodox analysis vary quite a bit
among those who practice it. I will first survey a range of prominent opinions from
advocates of the orthodoxy and then return to summarize some necessary conditions
accepted by all versions of the doctrine.

What I call ‘old-fashioned orthodox analysis’ attempts to systematize towards an
explicit definition, a statement of the form “x is food if and only if . . . ,” where the
dots are to be filled in with necessary and sufficient conditions in terms of concepts
that are distinct enough from food to avoid conceptual circularity and are principled
enough. To be principled enough is for the definition to avoid being merely data fitting.
It is unacceptable, for example, to list a bunch of exemplars of food and exemplars of
things that are not food and then claim as one’s definition that any substance that is
sufficiently like the positive exemplars and sufficiently unlike the negative exemplars is
a food. Without further specification of what ‘sufficiently like’ amounts to, the analysis
is nothing more than a schema for fitting the data. This deficiency cannot be remedied
merely by collecting a lot of survey data about what substances people think of as food
and then specifying a mathematical function that best fits the data. Such a scheme fails
as a conceptual analysis because it provides no interesting account of what foods have
in common that non-foods fail to share.

Explicit advocacy of old-fashioned orthodox analysis can be found in David Lewis’s
discussions of how to analyze causation. Lewis (1976) holds that “[w]hen common
sense delivers a firm and uncontroversial answer about a not-too-far-fetched case, theory
had better agree. If an analysis of causation does not deliver the common-sense answer,
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that is bad trouble.” Also, “when our opinions are clear, it’s incumbent on an analysis
of causation to get them right.” (Lewis, 2000) This insistence on a theory’s matching
strong folk intuitions is the hallmark of old-fashioned conceptual analysis. An exemplar
of the old-fashioned orthodoxy is Ducasse’s (1926) discussion of causation.

There are two dimensions I would like to discuss along which old-fashioned con-
ceptual analysis can be relaxed. The first involves dropping the requirement that the
analysis provide an explicit definition. Old-fashioned orthodox analyses have room to
accommodate the vagueness of the target concept by way of the vagueness of the con-
cepts in terms of which the explicit definition is formulated. But Frank Jackson (1998),
and David Chalmers (2001), for example, are willing to permit analyses that are vague
in the degree of fit they make with the structure of necessary and sufficient conditions.
This lowering of the bar is motivated by the recognition that our cognitive grip on some
facts comes through a pattern recognition capacity rather than a rule checking capacity.
For even the most mundane concepts, like our concept of the alphabetic character G,
it is very difficult to write out an explicit definition of G, i.e., a specification of which
glyphs count as clear cut instances of G holding across a wide variety of typefaces.
Despite the seeming lack of an explicit rule for G-ness, people have widely shared
opinions about the extension of G, with some vagueness at the borderline. This sug-
gests that our concept of G exists in virtue of a shared capacity to recognize exemplars
of G and to accommodate for variations from the exemplars. So, the more relaxed ver-
sion of orthodox analysis Jackson defends allows the advocate of some analysis to insert
fudge factors in the necessary and sufficient conditions that implicitly rely on our shared
pattern-matching capacities. There is a danger that by permitting this kind of latitude,
the conditions of adequacy will not be principled enough to differentiate between infor-
mative analyses and those that are mere data-fitting, but this by itself is not a problem for
conceptual analysis. We have good enough pattern-matching capacities that allow us to
distinguish between trivial and informative analyses, even given the flexibility provided
by this relaxation.

Old-fashioned orthodox analysis can be relaxed along a second dimension speci-
fying how strictly the analyzed concept must fit the common-sense platitudes. While
boilerplate insistence on the need to respect clear intuitions is all well and good, propo-
nents of orthodox analysis unsurprisingly take significant liberties in their own accounts.
In analyses of causation, for example, language pragmatics are often employed to ex-
plain away cases where the philosopher wants to proclaim some event as a cause even
when pedestrians do not. People often tend to think that L, the presence of primitive life
forms on Earth millions of years ago, is not one of the causes of the French revolution.
Philosophers usually count L as a cause because it has many of the signature char-
acteristics distinctive of causation. It occurred before the French Revolution and was
connected to the Revolution by way of a continuous stream of physical interactions. L
was important in bringing about the Revolution in the sense that had there been no life
on Earth millions of years ago, it is very unlikely French society would have evolved,
much less had a revolution of the prescribed character. Ordinary causal discourse also
distinguishes between foreground causes and other background conditions. People tend
not to cite the presence of oxygen as one of the causes of the flame initiated by strik-
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ing a match, but orthodox metaphysicians are generally happy to count it as a cause
and explain away its lack of psychological salience as a feature of people’s tendency
to disregard standard background conditions or to focus their attributions of causation
on changes to the status quo. The same can be said for many other factors playing a
role in people’s psychology of causation. In contemporary practice, the unassailable
data that accounts of causation are expected to accommodate are philosophically regi-
mented intuitions, not folk intuitions. Orthodox analysts are said to seek a “broad and
non-discriminatory concept of causation” (Lewis, 1976) or an “egalitarian” notion of
cause (Hall, 2004), stripped of linguistic and explanatory pragmatics.

Any analysis operating under standards of adequacy that have been relaxed along
both dimensions, can be identified as a newfangled orthodox analysis. Almost every
existing metaphysical account of causation is a newfangled orthodox analysis of causa-
tion.

Once the door has been opened to various methods of explaining away mismatches
between naı̈ve folk intuitions about a concept and the theoretically analyzed concept,
it is unclear how people are supposed to adjudicate between analyses that differ with
regard to how many of the folk platitudes need to be rendered literally true rather than
explained away as literally false but nonetheless reasonable. Consider the characteriza-
tion provided by Collins, Hall, and Paul (2004):

It is clear enough—at least for present purposes—why someone interested in pro-
viding a conceptual analysis of our ordinary notion of causation should attend
carefully to intuitions about cases. What we wish to emphasize is that even some-
one interested in “synthesizing” a new and potentially useful concept needs to heed
these intuitions, else she risks cutting her project free of any firm mooring. More
specifically, a reasonable and cautious approach for her to take is to treat intuitions
about cases as providing a guide to where interesting causal concepts might be
found. Thus, although the account can selectively diverge from these intuitions,
provided there are principled reasons for doing so, it should not diverge from them
wholesale. (p. 31)

In effect, newfangled and old-fashioned orthodox analyses exist on a kind of continuum,
where the newfangled version is as lenient as possible regarding fit with folk intuitions
while still being an orthodox analysis by insisting on reasonable (if imperfect) fit with
the regimented intuitions. The authors proceed to elaborate on eight strategies for ac-
commodating mismatches between theory and intuitions that allow the theory to count
as successful. These involve the familiar maneuvers of explaining away discrepancies
in terms of language pragmatics, and accepting counterintuitive theoretical implications
as a minor unfortunate side effect in order to gain other benefits from the theory.

The Collins, Hall, and Paul characterization of acceptable analyses does not clarify
how it differs from what I call ‘empirical analysis.’ Imagine a food scientist who has
figured out everything important about nutrition and expresses these nutritional facts
in terms of a regimentation of the folk food concept called ‘nutrient.’ Does her theory
count as having only “selectively diverged” from the clear intuition that an iron beam
is not food, or does that count as a principled deviation? Certainly no food scientist
has ever explicitly explained away even a small fraction of the discrepancies between
‘food’ and ‘nutrient.’ Does that show that our complete knowledge of nutrition has
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nonetheless failed to tell us anything about food, or are the arguments that explain away
the non-food status of iron beams so obvious that no one needs to explicitly provide
them all? Is to “diverge wholesale” from the folk intuitions a matter of having too small
a fraction of the folk platitudes come out literally true rather than strictly speaking false
but pragmatically explainable? Or is it instead just the uncontroversial truism—accepted
by empirical analysis—that in order for a conceptual analysis of X to be relevant to X
rather than some other topic, it must be closely enough related to the folk platitudes
regarding X?

Although the quotation from Collins, Hall, and Paul does not explicitly conflict with
empirical analysis, I believe an examination of the practices of advocates of orthodox
conceptual analysis supports the conjecture that they are engaged in an activity signif-
icantly different from empirical analysis, even though the difference is hard to capture
in any explicit description. The failure to distinguish between orthodox and empiri-
cal analysis is standard in defenses of orthodox conceptual analysis. Everything I have
said so far about empirical analysis is compatible with Jackson’s (1998) clarification
(pp. 30–36) of conceptual analysis, modulo some quibbles, but an examination of Jack-
son’s practical applications of his version of conceptual analysis, e.g., his discussion
of color, makes clear that he is interested in locating a concept of color that fits folk
intuitions about color much more closely than the chemist’s concept of metal oxides fits
folk intuitions about rust.

Empirical analysis, I think, differs from orthodox analysis in two key respects. First,
empirical analysis is maximally liberal with regard to fit with the naı̈ve platitudes along
both dimensions. Like Jackson’s and Chalmers’ version of orthodox analysis, a suc-
cessful empirical analysis does not require explicit definitions of the analyzed concept.
Empirical analysis is also at the most liberal extreme of what is allowed by the explicit
recommendation given by Collins, Hall, and Paul because the naı̈ve platitudes and folk
intuitions are mere starting points for the exploration of a regimented concept that only
needs to be close enough to the original platitudes concerning X so that it is not mis-
leading to say that the empirical analysis is an analysis of X.

Second, empirical analysis includes an extra principle that guides movement away
from the naı̈ve platitudes. Empirical analysis takes our naı̈ve platitudes concerning a
concept a starting point for isolating some empirical phenomena. Then, we seek a sci-
entific explanation for that phenomena, honing the concepts used in the explanation
as much as needed to optimize the overall quality of the explanation, including how
it comports with other background theories we accept. Whatever concepts result from
this optimization constitute the empirical analysis. An empirical analysis often results in
some of the original platitudes being discarded as empirically irrelevant, and we do not
demand that the final regimented concept make them come out literally true. Whereas
orthodox analysis is forever tethered to the initial naı̈ve platitudes, empirical analysis
presses us to abandon them whenever they are scientifically irrelevant.

This explicit characterization of the difference between orthodox and empirical anal-
ysis can only do so much to communicate the key difference. An adequate grasp on the
essential difference can only come by getting a feel for how orthodox analysts as a group
exert social pressure to enforce their conception of how much an analysis needs to bend
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to accommodate naı̈ve platitudes. In order to illustrate the difference between orthodox
analysis and empirical analysis, we need to look past the vague statements of principle
offered by the advocates of orthodox analysis and dig deeper into their actual practices
to get a sense of what they really believe. When we do this we will see that although
there is no principled distinction between the kind of conceptual fit permitted by em-
pirical analyses and that permitted by newfangled orthodox analysis, there is enough
of a difference in practice to group the newfangled and old-fashioned orthodox analy-
ses together, and delineate them from empirical analysis. We can examine the orthodox
analysts practices by looking at its application to the metaphysics of causation.

2.1 The Orthodox Metaphysics of Causation
All metaphysical theories of causation attempt to account for both causation as some-
thing putatively in the external world and causation as we think of it in our ordinary
reasoning. The orthodox investigation of causation more or less seeks a single structure
simultaneously optimized to both tasks. The sought after egalitarian notion of cause is
supposed to vindicate our ordinary causal talk by making central elements of this talk lit-
erally true, not just an understandable interpretation of reality, and it is supposed to play
some important role with regard to related metaphysical concepts like laws, counterfac-
tuals, influence, control, dispositions, powers, time, etc. What defines an investigation
of causation as orthodox is that its standards for adequacy demand that an account re-
late causation to other interesting concepts in a principled manner (in the sense of not
just being a data-fitting exercise), and that it adhere to the  standards, and that a
theory’s pronouncements adhere closely to how people think about particular instances
of causation as well as how they construe causal influence and causal dependence and
express such commitments in ordinary language. In brief, the orthodoxy demands that
accounts of causation be principled,  and accord with core naı̈ve platitudes.

My metaphysical account of causation also tries to explain causation in the world
and our psychology of causation, but it does so with two distinct projects with different
standards of adequacy. Theorizing about causation in the world ought to be principled
and held to  standards, but need not accord closely with naı̈ve judgments about
individual cases. Theorizing about our psychology of causation ought to accord closely
with naı̈ve judgments about individual cases, but need only satisfy the  standard.
So, my project in this volume can be thought of as an attempt to produce two empirical
analyses—one of causation and one of the psychology of causation—that stand as a
replacement for the unified orthodox conceptual analysis that is standard procedure in
the metaphysics of causation.

In orthodox conceptual analysis, causation in the world and our psychology of
causation are conflated into a single notion of cause that is to be investigated under
standards that would be acceptable to both metaphysics and psychology. Because the
philosopher investigating causation is typically concerned with causation as something
out there in the world and construing it as at least fairly closely connected to fundamen-
tal reality, it makes sense that her theory of causation be held to the  standard.
After all, it is standard practice in metaphysics generally to adopt  standards, and
 standards are the appropriate standard for any structure that is playing a funda-
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mental or nearly-fundamental role in reality. Because the philosophical investigation of
causation typically takes it to be the kind of causation implicit in ordinary causal claims,
it makes sense that one’s theory of causation be held to match our suitably regimented
intuitions about causes. However, because an orthodox analysis tries in effect to system-
atize a lot of psychological data under a standard that is much more demanding than is
the case in psychology, it makes such analyses very hard to complete successfully. It is
hardly surprising that orthodox analyses have such a poor track record of systematizing
all the psychological data under  standards.

There are two subsets of the causation literature that illustrate well the style of in-
quiry that sets orthodox metaphysics apart from scientific metaphysics. The first I will
only mention briefly at this point because although it illustrates in stark terms the pecu-
liar activity of mixing psychological and linguistic concerns with metaphysical ones, it
only bears on a fraction of the orthodox causation literature.

2.1.1 Causation and Ordinary Language Counterfactuals

There is undoubtedly an important connection between causation and counterfactual
statements. A counterfactual is a counterfactual conditional, a claim about what would
be true if (typically non-actual) circumstances had obtained. Linguists, logicians, psy-
chologists, and philosophers of language investigate the logic, syntax, and semantics of
natural language conditionals, including counterfactuals. People often have “clear intu-
itions” about counterfactual claims about particular causal happenings as well as about
general inference patterns concerning counterfactuals. One of the marks of the ortho-
dox approach to the metaphysics of causation is that it takes seriously the idea that the
logic of ordinary language counterfactuals and intuitions about particular counterfactu-
als provide an important data set, the literal truth of which a theory of causation needs to
be compatible with. To the extent the concept of causation is part of a larger conceptual
structure involving influence and counterfactual dependence, folk intuitions about what
counterfactuals sound naturally correct become part of the overall set of platitudes one’s
conceptual analysis of causation needs to fit.

From the perspective of empirical analysis, there is a rather straightforward skeletal
account of the proper relation between causation and ordinary language counterfactual
claims. There is some objective structure in reality that ultimately accounts for the ex-
istence of effective strategies and important regularities about effective strategies. This
structure ultimately grounds some of our causal talk and some of our counterfactual
talk. Although there does need to be some  account of effective strategies, our
ordinary causal talk and ordinary counterfactual talk might be explainable in a way that
does not require the platitudes to be strictly speaking true or organizable into a 
system.

Consider the example known as Morgenbesser’s coin (Slote, 1978, p. 26 fn. 33).
Suppose the world is governed by fundamentally chancy laws and that there is enough
randomness in the microscopic world so that the fifty percent chance that an ordinary
coin flip lands heads is overwhelmingly due to the fundamental chanciness and not due
to any ignorance we have of the microscopic details of the setup. A coin is flipped and
when it is airborne, Jane bets by calling ‘heads’ and then the coin lands ‘tails.’ When
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people are told of such stories they tend to agree with the counterfactual, “If Jane had
bet ‘tails,’ she would have won.” Orthodox theories, e.g., (Schaffer, 2004; Noordhof,
2005)), tend to take such folk opinions as genuine truths to be accommodated by any
adequate analysis, not merely as practices that are understandable as folksy approxima-
tions of some deeper structure that is relatively far removed from the explicit content
of the counterfactual claim. Again, not all folk intuitions are sacrosanct according to
newfangled orthodox analysis, but to the extent that causation is interpreted as part of
a larger theory that includes counterfactual claims, the orthodoxy tries to impose some
burden of explanation on theories that deny the Morgenbesser counterfactual.

2.1.2 Culpable Causes

The second example of how the orthodox metaphysics of causation is a crossbreed of
psychology and metaphysics applies to virtually every theory of causation. Although
orthodox metaphysical accounts of causation can have different overall goals, one of
the tasks almost universally demanded of any account is to identify non-trivial rules
for what events count as causes, given not-too-causally-loaded information about the
laws of nature and the history of occurrent facts. The sought-after causes are typically
not fantastically detailed physical states but are intended to be the kind of mundane
events people tend to cite when asked about the causes of some particular event, e.g.,
the launching of the ship, the loss of a tooth, the increase of gross domestic product in
the fourth quarter of 1968. From now on, I will refer to such events as mundane events
and leave the extension of this term vague.

When we cite instances of causation—a whale breach causing a splash or an acci-
dent with a cactus causing pain—we intend to draw special attention to a small portion
of the universe as being important to the effect. These events are what in ordinary lan-
guage and in philosophical discourse are called “the causes” of the effect. Orthodox
theorizing about causation takes as its task explaining rules for what makes something
count as one of the causes. These are called singular causes because they are the events
that (allegedly) cause the particular effect in that one fragment of the world’s history. We
can contrast singular causation with general causation, which concerns what happens
generally across many fragments of history, e.g., that whale breaches cause splashes and
accidents with cacti cause pain.

Orthodox accounts of singular causation focus on relations among mundane events,
though they never rule out that causal relations can exist among events that are physi-
cally sophisticated, e.g., the total microphysical state existing on an infinitely extended
hyperplane. Because these sophisticated kinds of events might play a role in singular
causation, it is valuable to distinguish the kind of singular cause that ordinary language
appeals to. A culpable cause of some event E is an event that counts as one of the
causes of E in the sense employed by metaphysicians who study causation. ‘Culpable
cause’ is not a technical term but merely a label for the “egalitarian”3 (Collins, Hall,
and Paul, 2004) or “folk attributive” (Hart and Harré, 1959; Hitchcock, 2007) notion
of cause that orthodox metaphysicians seek when they ask the question “What are the

3It is notable that ‘causal contributor’ is a truly egalitarian notion of cause. The Collins, Hall, and Paul
notion of cause is egalitarian only in the Orwellian sense where some causes are more equal than others.
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causes of (the singular event) E?” At the risk of insulting the intelligence of the reader, I
emphasize that ‘culpable cause’ is my proprietary expression introduced to reduce con-
fusion about what ‘cause’ by itself connotes. So when I claim that people have intuitions
about causal culpability, I do not mean that ordinary people understand the expression
“causal culpability,” but merely that people have implicit beliefs about singular causa-
tion among mundane events. Finally, ‘culpable causes’ are so named because they are
the causal contributors that are blameworthy for the effect, but the terminology is not
meant to imply that our intuitions about the relevant kind of singular cause perfectly
matches our intuitions about how to attribute causal blame.

To summarize, according to the orthodox metaphysics of causation, any adequate
account of causation must among other things provide an acceptable account of culpa-
ble causation. A successful account must provide principled,  rules for when a
given event is culpable for some chosen effect, and these rules must accord with “clear
intuitions” about culpable causes.

Orthodox conceptual analysis is legitimately described as orthodox because virtu-
ally all the academic literature on causation to some extent or other assumes the 
standards of adequacy and the attention to intuitions about culpable causes that the
orthodoxy demands. The orthodoxy certainly includes the classics: Mackie’s (1973)
inus account, Lewis’s (1976) and (2000) counterfactual dependence accounts, Sup-
pes’ (1970) probabilistic dependence account.

There is a fraction of the contemporary philosophical literature that at least superfi-
cially disavows orthodox conceptual analysis, especially Hausman’s (1998) account in
the probabilistic dependence tradition and Dowe’s (2000) account in the transference
tradition. They each provide useful discussions of how their projects differ from old-
fashioned orthodox conceptual analysis, but despite their explicit rejection of orthodox
conceptual analysis, in practice they exert significant effort to account for intuitions
about culpable causes under  standards. Hausman is explicit about seeking to
make “paradigm causal claims” turn out true (p. 10) and Dowe develops, in his Ch. 6,
an account of a causation-like concept, causation*, which is meant to vindicate some
intuitions about culpable causes, presumably under  standards.

One recent trend in the study of causation not closely tied to the orthodoxy is the
causal modeling tradition based on the work of Judea Pearl (2000), and Spirtes, Gly-
mour, and Scheines (2000). Although their interest in causation is not squarely meta-
physical, the models have been appropriated for metaphysical purposes, e.g., (Halpern
and Pearl 2005a,b; Hitchcock, 2001b; Menzies, 2007; Woodward, 2003), in order to
develop among other things,  theories of singular (culpable) causation. Although
I believe attempts to extract a  account of culpable causes is unnecessary and mis-
guided, the use of the causal modeling approach to understand causal generalities is not
a target of any criticism in this chapter.

2.2 The Orthodox Metaphysics of Culpable Causation
In theorizing about culpable causes, philosophers like to play the following game. Some-
one offers a theory of causation that provides rules for when it is correct to say C was a
cause of E and when it is correct to say C was not a cause of E. The theory is allowed
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to remain silent on some cases and can relativize its pronouncements to parameters the
theory specifies. Then, opponents dream up stories about kids throwing rocks at a bot-
tle, or about a beefed up squirrel kicking a putted golf ball off a tree and into the cup,
or wizards casting spells. The opponent’s goal is to find a counterexample to the propo-
nent’s theory where a high enough level of agreement can be secured among causation
experts about whether C was a cause of E according to assessments of the stories that
are not too theoretically informed.

I will now discuss three conditions of adequacy that the orthodox metaphysics
of causation places on any account of culpable causation. First, any successful ac-
count must closely accord with philosophically regimented (but not too theoretically
informed) intuitions about culpable causes in (preferrably realistic) test cases. Second,
any successful account must provide a principled unification of what is common in all
(or nearly all) cases of culpable causation. Third, a successful account must be ,
i.e., free of conflicts.

2.2.1 Close Fit to Psychological Data
Here are some exemplars of the kinds of intuitions about culpable causes that are gen-
erally considered uncontroversial truths that any adequate analysis must agree with.
Consider an unremarkable situation in which a match is intentionally struck, which
generates a flame, which is then used to ignite a fuse that burns until it launches a rocket
at time t. Also, after the fuse was lit, a bystander made the decision to launch the rocket
herself at t by walking up and directly launching the rocket with an electric starter, but
after seeing that the fuse was going to launch the rocket anyway, she changed her mind
and just stood there watching the launch. People tend to have clear intuitions that each
of the following claims is true:
• (Irreflexivity) The rocket launch was not a cause of the rocket launch.
• (Asymmetry) The rocket launch was not a cause of the match being struck.
• (Preemption) The bystander’s decision to launch the rocket was not a cause of the

rocket launch.
There is nothing remarkable about the particulars of this one example. All three propo-
sitions represent principles that hold across a wide variety of commonplace instances of
causation.

I take the orthodox theorist to interpret these three propositions as uncontroversial
data that must turn out to be literally true on any adequate account of causation. New-
fangled orthodox analysis, in general permits intuitions about cases like these to be ig-
nored if there is some “overriding reason.” The problem with allowing such maneuvers
as part of the orthodox metaphysics of causation is that the only difference separating a
liberal version of the newfangled orthodox analysis and empirical analysis is that em-
pirical analyses are not required to make such cases turn out to be literally true but only
understandable in light of heuristics that obey  standards. Because these three
examples happen to be extremely uncontroversial among orthodox metaphysicians, if
a metaphysician is willing to deny their truth, I would begin to lose my confidence
that he is genuinely operating under the orthodox standards of theoretical adequacy. In
principle, someone could be orthodox yet deny the truth of these claims so long as he
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holds steadfast to the literal truth of enough other claims concerning culpable causes,
but I suspect these three intuitions are so central to the core idea of causation that if
there are good enough reasons to explain them away, there are probably good enough
reasons to explain away truths about more controversial claims, e.g., double prevention
(see §10.10.4) and transitivity (see §10.11). So, in order to maintain some semblance
of a principled distinction between orthodox metaphysics and scientific metaphysics,
while being as generous as possible to the newfangled analyst, I will just stipulate that
what I am calling the project of orthodox metaphysics of causation includes the task of
providing an orthodox conceptual analysis of culpable causation such that all three prin-
ciples come out true. I will ignore whether an orthodox metaphysician needs to render
any other intuitions literally true. If the selection of these three principles and no others
sounds too arbitrary, I agree. But the rhetorical predicament I face is that the ortho-
dox metaphysics of causation inherits the inherently shifty unprincipled methodology
of newfangled orthodox analysis. Without drawing some line in the sand to distinguish
newfangled orthodox analysis and empirical analysis, it is difficult to communicate their
essential difference. After getting the gist of my overall argument against the somewhat
arbitrarily chosen target, it should be clear to readers how to adjust the argument if some
ornery orthodox theorist chooses to deny one or more of these three principles.

The defining feature of the orthodox metaphysics of causation is to treat “clear in-
tuitions” like these three principles as unassailable facts about the nature of causation,
whereas some other platitudes concerning causation are to be brushed off as merely
the result of language pragmatics, not genuine truths about the “egalitarian” concept of
causation that the orthodox theorist accords metaphysical prominence. This distinction
turns out to be unstable, however, because the pragmatics that the orthodox metaphysi-
cian himself uses to explain away some intuitive truths are easily turned against the
three signature propositions. Let us now review how easily their privileged status can be
called into question by providing adequate explanations for them in terms of pragmatics.

2.2.1.1 Irreflexivity Lewis (2000) advocates irreflexivity, stating that the cause “C
and [effect] E must be distinct events—and distinct not only in the sense of nonidentity
but also in the sense of nonoverlap and non-implication. It won’t do to say that my
speaking this sentence causes my speaking this sentence; or that my speaking the whole
of it causes my speaking the first half of it, or vice versa; or that my speaking of it causes
my speaking it loudly, or vice versa.” (p. 78 of (Collins, Hall, and Paul, 2004))4

Contrast Lewis’s rejection of self-causation and causation-of-parts with standard
practices in the sciences. An engineer who is interested in understanding the rotation of
material objects is well served by group theory, the branch of mathematics most useful
for characterizing physical symmetries. The group SO(2) is a mathematical structure
for modeling the relations between all the possible rotations an object can undergo in a
two-dimensional plane. The elements of this group can be represented by real numbers.
The number θ corresponds to a clockwise rotation by θ degrees. Negative numbers cor-

4Though Lewis frames the issue partially in terms of what would be wrong to say, his declaration that the
cause and effect must be distinct events makes clear that it is not merely pragmatically misleading but literally
false.
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respond to counter-clockwise rotations and the zero rotation corresponds to no rotation
at all. Applying the principle that an analysis of the concept of rotation must hold to
“clear opinions” in the sense Lewis advocates requires that we reject any analysis of ro-
tation that counts a zero degree rotation as a rotation. What could be a clearer instance
of a non-rotation? The reason zero rotations are included in the group-theoretic concept
is that it greatly simplifies the theorems concerning relations among different kinds of
rotation. For example, we would like to be able to say that the composition of any two
rotations is itself always a rotation, but we cannot state that claim with optimal simplic-
ity if zero rotations are forbidden because a rotation by θ and then by −θ amounts to
a net non-rotation. Mathematicians understand the zero rotation as a trivial instance of
rotation rather than something that is not a rotation at all. This result—that the orthodox
theorist must reject the SO(2) account of rotation on the grounds that it conflicts with
the clear intuition that to rotate by zero degrees is not to rotate at all—highlights the
ridiculousness of the orthodox analyst’s devotion to “clear intuitions,” which happily
sacrifices systematic conceptual optimization merely for the sake of making it literally
true that rotations by zero degrees are not rotations.

What goes for rotation, goes just as well for causation. One can easily treat self-
causation as a case of genuine causation, albeit a trivial one. On just about any standard
theory of causation, the event E has the right kind of relationship to itself to count as
causal. E is a condition that lawfully and non-superfluously necessitates E. E coun-
terfactually depends on E’s occurrence. E is physically connected to E via a (trivial)
physical process. E raises the probability of E from what it would have been without
E. It is also easy to see why we think of an event’s relationship to itself as non-causal:
such relations always trivially exist regardless of the nature of E or the operative laws.

Not only is it acceptable to model self-causation as trivial causation rather than as
a lack of causation, there is a good methodological motivation for doing so. Existing
accounts need to have some story about explanatory pragmatics that accounts for why
we do not cite causes that occur a trivially short amount of time before the effect. Jill
is sleepy and goes to bed well before midnight, staying there until well after midnight.
What are among the causes of the event E, Jill’s being in bed at midnight? One of the
causes is C, the fact that she is asleep in bed 10−50 seconds before midnight. That is not
the kind of cause one would normally cite when providing a causal explanation because
on the time scales relevant to a causal explanation of human behavior it amounts to little
more than a restatement of the event to be explained, but it does count as a distinct cause
by virtually every prominent account. Whatever story an account provides to explain
away the disutility of citing C will likely extend to self-causation because in the limit
as time t approaches midnight, the event of Jill being in bed at t becomes ever more
useless for explaining E. If we take the orthodox approach and require that causation
is irreflexive, then we in effect explain the wrongness of citing her condition right at
midnight as a cause of E in two different ways depending on the fine difference between
the state at midnight and the state in the limit as we approach midnight. At precisely
midnight, her condition is not to be cited as a cause of E because it is false that E causes
E, but at any moment just before midnight, her condition is not to be cited as a cause of E
purely on the pragmatic grounds that it is informationally unhelpful given typical human



40 Orthodox Conceptual Analysis

concerns. If we ignore the orthodox approach, we can say that pragmatics governs the
wrongness of citing her condition throughout, so that there is not a discontinuity in the
nature of the explanation that depends on the fine distinction between them.

2.2.1.2 Asymmetry Astute readers might want to counter that the asymmetry of cau-
sation requires that Jill’s condition at an arbitrarily small time after midnight count as
not a cause at all, so that we are left with a discontinuity regardless, but this can be ex-
plained away as well. If it can be shown that causal influence directed towards the past
never has any practical utility, then there is automatically a pragmatic explanation for
why in normal situations one does not cite events after E as causes of E even when they
have other signature features of causation. For example, an event C that comes after E
might be such that it necessitates E, raises the probability of E, that C is connected to E
via the right kind of physical process, and is such that E’s occurrence depends on it. An
advocate of any of these traditional approaches to causation can argue that some events
occurring after E do cause E, e.g., that the rocket launch really did cause the match
to light, and then explain away our reluctance to call it a cause as a result of the fact
that we incorporate into our ordinary conception of causation the general uselessness of
past-directed causal influence.

2.2.1.3 Preemption Another instructive illustration of orthodox analysis is its treat-
ment of preemption. The decision of the bystander, D, to launch the rocket was a cause
of the rocket launch, E, in the sense of being one of the events that played a part in the
overall physical development of the world towards the launch. It also raised the proba-
bility of the launch. Suppose we accept, contrary to received wisdom, that D is a genuine
cause of E. We can explain away why people have the intuition that D is not a cause. In
the vast majority of cases, when there is causation from an event C to a later E, there is
a continuous physical evolution of the world from tC to tE such that whatever difference
C eventually makes to E is delivered by way of some physical differences in the inter-
vening times. In our world, so far as we can tell, there are no nomic connections that
leap over spans of time. Furthermore, because we often glean useful information about
how the world works by observing patterns and tracing back from E through whatever
physical patterns we construe as causal processes, we place a lot of practical importance
on those causes that can be found by tracing back in time from E. If all that is correct,
we have a simple explanation for why we do not identify the bystander’s decision as a
cause of the launch: The usual pattern of features we would expect if the bystander were
causing the rocket to launch did not occur. We would expect things during that time span
to exemplify a physical transition throughout the stages of a kind that is recognizably
causal in the sense of matching what we think of as prototypical cases of a decision like
D leading to a rocket launch. Nevertheless, nothing about the lack of the right kind of
process prevents us from claiming correctly that D was a genuine cause of the launch
although it is not recognized as such by folk judgment because it did not leave the usual
footprints that we use to identify causes. Of course, one could complain that identifying
D as a genuine cause does not capture the relevant notion of cause that the orthodox
analyst is seeking, but this is exactly the tenet being questioned. Why is that notion of
cause the one that needs to be enshrined in the metaphysics as genuinely true rather
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than some more liberal notion whose lack of psychological salience is explained away?
The orthodoxy’s only answer is that folk do not cite D as a cause when presented with
such scenarios and that folk intuitions are the touchstones of adequate analysis. But the
orthodoxy permits some recalcitrant folk intuitions to be explained away, which raises
the question of how principled the isolation of the egalitarian notion of cause is.

The point of these examples is not to settle whether any one particular platitude
about causation is best construed as ‘strictly false but pragmatically understandable’
rather than as ‘strictly true.’ Their purpose was to emphasize that plausible pragmatic
explanations are available for even the most uncontroversial “clear intuitions” that or-
thodox analysts hold dear. This in turn raises the question of what orthodox metaphysi-
cians think is so special about causation that requires analyses of causation to make the
central folk intuitions literally true, even though for understanding rotation or food, it is
perfectly acceptable for the theoretically reformed concept to account for folk usage in
ways other than literal truth.

2.2.2 Principled Analysis of Culpable Causes

One feature that makes the orthodox analysis of causation a project in metaphysics
rather than armchair psychology is that a proper analysis should provide a principled
account of what is common to all cases of causation. Suppose a psychologist offers a
theory of causation consisting of a list of 8 exemplars of the cause-effect relation and 13
exemplars of the lack of a cause-effect relation. The theory says C is a cause of E if and
only if the situation where C and E happens is closer to one of the positive exemplars
than to any of the negative exemplars, closeness being judged by one’s own intuitive off-
the-cuff assessment of similarity. A theory of this form might make for an interesting
psychological theory and might even accrue empirical support if our causal reasoning is
based less on rules than a pattern-matching capacity. But from the perspective of meta-
physics, it fails to capture what is similar in all the cases of causation in an interesting
way. Such theories come across as merely fitting the data, whereas the metaphysician is
interested in a theory based on principles, something more closely resembling necessary
and sufficient conditions.

2.2.3  Standards for Accounts of Culpable Causes

Another feature that distinguishes orthodox analyses of causation from psychology is
the expectation that they are to be held to  standards of consistency, as defined
in §1.7. An easy way to see the difference between the psychologist’s standards for
theoretical adequacy and those of the metaphysician is to consider the following toy
theory of causation.

1. An event C is a cause of E if and only if there exists a chain of probability-raising
relations going from C to E.

2. An event C is a cause of E if and only if C raises the probability of E.
This conjunction of rules might be faulty for multiple reasons, but let us focus just on
realistic possibilities where the rules conflict. For example in an example attributed to
Deborah Rosen, a golfer’s slice, C, lowers the probability of a good shot, E, and so is
not a cause of E according to the first rule, but the slice does raise the probability of
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hitting a tree, which in turn raises the probability that the ball will bounce back in a
better position making it a cause of E according to the second rule.

By the  standards of psychology, it is acceptable for a theory to claim that
people employ both rules as heuristics for assessing causation despite their genuine con-
flict. The proponent could make a further prediction that in cases of conflict, people will
become less sure of their judgments or perhaps some other secondary factors come into
play that nudge a person to favor one rule over the others. There might also be priming
effects or context effects or interactions with people’s various attention mechanisms, etc.
Although it would be nice for a psychological theory to pin down all such factors, it is
plausible that as one improves a theory to make it increasingly precise about which rule
we implicitly select, that will require an increasing quantity or specificity of parame-
ters, so that the theory’s predictions and explanations become increasingly complicated
and thus decreasingly valuable. By the ordinary  standards of psychology, hav-
ing multiple conflicting rules for what events count as causes can be acceptable even if
there is no further account in the theory of how to resolve the discrepancies.

But from the point of view of metaphysics, conflicting rules are unsatisfactory as
an account of causation. In metaphysics, one is thinking of the causes as some element
of external reality. A theory that provides conflicting pronouncements about whether C
is a cause and provides no further device to settle which rule is applicable and fails to
relativize the incompatible facts to parameters that would remove the conflict, is in effect
stating that its model of world is inconsistent, which is uncontroversially unacceptable.
One of the crucial standards by which orthodox metaphysical theories are to be judged
is that their rules for causation need to be consistent. Furthermore, one is not allowed
to save the inconsistent rules merely by adding a hand-waving qualifier that says, “In
some cases the first rule holds and in others the second rules holds.” One is obligated,
according to the implicit standards of orthodox metaphysics, to provide parameters such
that there is at most one answer to whether C is a cause given the parameter settings.

My empirical analysis of causation is meant to be held accountable to the 
standard. Where I differ from the orthodoxy is that I hold that rules about culpable cau-
sation are not metaphysical rules but psychological rules. Thus, for me, the above pair
of rules should not be tossed aside because they conflict, for I interpret them merely
as psychological heuristics governing our folk cause concept, not rules governing the
structure of causation itself. The kinds of causal concepts that do play a role in the meta-
physics of causation such as determination, probability-fixing, probability-raising, and
causal influence, do need to be held to  standards, but not the notion of culpable
cause.

For purposes of discussion, I hereby stipulate that the orthodox metaphysics of cau-
sation is identifiable with the following standards for what kind of theory counts as
successful. On the one hand, orthodox theories of causation are expected to provide
principled rules for something’s being a (culpable) cause and these rules must obey the
 standards for consistency. On the other hand, its concept of causation is expected
to accord strictly with a fair amount of psychological data. This presumably includes
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the three examples—irreflexivity, asymmetry, and preemption.5

2.3 The Orthodox Metaphysics of Causation is Unneeded
The ideal food scientist, who has figured out everything there is to know about human
nutrition and recognizes that the primary reason we have a food concept is that it gives
us a cognitively efficient grasp of nutrients, will be unfazed by the philosopher’s “coun-
terexample” that earthworms are nutritious but not food according to common sense.
Nor will she be flustered by the philosopher’s complaint that despite all her work, she
has not really been studying food because—as many counterexamples demonstrate—
being a food is obviously not equivalent to being a nutrient. And rightly so. Such attacks
on the nutrient concept are entirely irrelevant to the quality of the explanations it pro-
vides and to its applicability to our understanding of food.

Analogously, discrepancies between the scientifically honed causal notions and folk
intuitions concerning culpable causes and Morgenbesser’s coin are not automatically
counterexamples to metaphysical claims regarding causation and related notions of in-
fluence and counterfactual dependence. If anything, such counterexamples count instead
as evidence of the methodological backwardness of orthodox analysis.

Putting the conclusion in more general terms, empirical analysis is defensible be-
cause it is the form of conceptual analysis routinely employed in well-functioning sci-
ences and has earned its keep because numerous sciences have implicitly employed
empirical analysis to a successful end. The empirical analysis of causation in particular
is defensible because causation is presumably a subject matter amenable to science, just
like its various special cases: gravitation, combustion, erosion, etc.

What the orthodox metaphysics of causation attempts to accomplish is to find an
optimal notion of causation that on the one hand is principled and  and on the
other hand closely fits the psychological data. What my account does is to replace this
project with two empirical analyses. The empirical analysis of causation is principled
and  but does not closely fit the psychological data. The empirical analysis of the
psychology of causation is principled and closely fits the psychological data but only
satisfies the  standard. This pair of analyses accomplishes what the orthodox
approach attempts to do in a single analysis, but because it segregates the need concepts
into two a metaphysics part and a psychology part, it is able to optimize the metaphysical
concept in accord with the demands of metaphysics and the psychological concept in
accord with the demands of folk intuition. It thus is able to achieve greater optimization
without losing anything important.

For my particular account, the rule determining what belongs in the metaphysics of
causation and what belongs in the psychology of causation is this: Whatever is relevant

5Remember that in principle, someone providing a newfangled orthodox account of the causation concept
could eschew these three principles in favor of defending some alternative “clear intuitions,” but in order for
the standards of newfangled orthodox analysis to avoid being so weak as to effectively collapse into those
of empirical analysis, there needs to be at least some minimum basis of “clear intuitions” that are readily
recognized as such. I selected these three as defining the minimum basis of the orthodox metaphysics of
causation because they are extremely uncontroversial claims, when understood as applied to ordinary cases
like that of the rocket launch. I am not assuming that the example statements I called ‘irreflexivity’ and
‘asymmetry’ are fully general principles.
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to the explanation of effective strategies is part of the metaphysics of causation. What-
ever is irrelevant to the explanation of effective strategies but bears on our folk notion
of causation is part of the psychology of causation. Because my explanation of effective
strategies employs relations of nomological determination and probability-fixing and
probability-raising, it is incumbent on me to ensure that there are no conflicts in my
rules about them. The reason my account of culpable causes only requires the 
standard is that they turn out to be irrelevant to the explanation of effective strategies,
but I will postpone arguments for this claim until chapter 9. (I mentioned previously
that nothing I claim rules out the possibility of other empirical analyses of causation
focused on something other than effective strategies, which raises the possibility that an
alternative empirical analysis could be directed towards phenomena that does require a
 account of culpable causes. I’ll address that in chapter 9 as well.)

2.4 Criticism of the Orthodox Metaphysics of Causation
For the purpose of defending my own theory, it suffices that an informative metaphys-
ical theory of causation can be constructed that eschews the strictures imposed by the
orthodox metaphysics of causation. But one can go further, I think, and reject the idea
that an orthodox metaphysics of causation tells us something interesting about causa-
tion that we cannot get from a pair of empirical analyses, one directed at causation and
the other at the psychology of causation.

2.4.1 Unclear Motivation

One question that has never been satisfactorily answered is, “What is the purpose of
an orthodox analysis of causation?” Explanations of why we need some or other con-
ceptual analysis are commonplace, e.g., (Schaffer, 2004, p. 65); we need to know what
we are talking about. But the relevant question is, “Why do we need an orthodox con-
ceptual analysis rather than a pair of empirical analyses, one directed at causation itself
and the other at our psychology of causation?” A desire for a theory of our ordinary
notion of causation is reasonable enough, but that is what a psychological theory can
provide. Why does the orthodox metaphysician of causation insist that such a theory
must satisfy the  standard when psychological theories are uncontroversially as
a rule held only to  standards? A desire to understand why the world behaves
in its paradigmatic causal way is understandable as well, but why must the concepts
optimized for understanding that aspect of nature closely hew to naı̈ve opinions about
culpable causes?

The few explicit defenses one can find of the orthodoxy are far from inspiring:
[The goal of newfangled orthodox analysis is to provide] a cleaned up, sanitized
version of some causal concept that, though it may not track our ordinary notion of
causation precisely, nevertheless can plausibly be argued to serve some theoretical
purpose.. . .

Obviously, someone who pursues this. . . aim ought to say at some point what
such purposes might be. But we think that she is under no obligation to make this
clear at the outset. On the contrary, it strikes us as a perfectly appropriate strategy
for a philosopher working on causation to try to come up with a clean, elegant, the-
oretically attractive account of causation (or some causal concept), in the reason-
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able expectation that such an account will serve some, possibly as-yet undisclosed,
philosophical or perhaps even scientific purpose.. . . (Collins, Hall, and Paul, 2004,
30–31)

If the orthodox project were merely advocacy for the free play of ideas in the hope of
eventually finding some useful notion, it would at worst be an inefficient method to pro-
duce a tangible good. In reality, though, orthodox analysts routinely attack other peo-
ple’s accounts of causation for inadequately addressing counterexamples drawn from
the well of common sense. This raises the obvious question, “On what basis can a the-
ory be rejected for inadequacy, unless some constraints on the purpose of the account
have already been adopted?”

While I have no decisive argument that the ‘plug and pray’ methodology cannot
result in an adequate account of causation, there are good reasons to question the wis-
dom of following the traditional approach to the metaphysics of causation. There is
the overlong history of futility in playing the philosopher’s game of trawling for coun-
terexamples, both in the causation literature and in philosophy more broadly. But more
specifically, there is a simple explanation for why an adequate orthodox account has
been so hard to find. The twin goals of matching folk opinions closely and obeying
the  standard pull the analysis in opposite directions. It is much easier to secure
a precise, principled account of causal concepts like determination, probability-fixing,
and probability-raising if one does not need to worry about intuitions about culpable
causes. And it is much easier to secure a precise, principled account of folk intuitions
about culpable causes if one is free to adopt a hand-waving attitude towards the various
heuristics we use to identify which events are causally culpable.

There is undoubtedly some benefit to having a unified theory of a causation concept
simultaneously honed to serve some metaphysical role as well as to account for why we
have our shared body of intuitions about culpable causes. Such a theory would provide
some valuable conceptual economy. But the relevant question is whether the gain in
conceptual economy is worth the loss in conceptual optimization. A screwdriver made
out of carrot would have clear benefits; it would be lighter than an ordinary screwdriver
and you could eat it if hungry. But given the obvious tradeoffs, it is hard to believe an
engineer could design a carrot-screwdriver that would not be significantly outperformed
by just having a metal screwdriver and a carrot separately. Conceptual economy is worth
something, but not much. If some theory were to invoke a sizable number of different
versions of our causal concepts without a clear enough account of how they are related,
that would be a reason for complaint. But having two or three kinds of causation and a
story about how they fit together hardly strains our cognition. But the costs of replac-
ing two concepts optimized towards different ends with a single causal concept that is
optimized towards both simultaneously is significant. Barring a stroke of fortune, the
complexity of our psychology of causation demands tradeoffs between the degree of
fit with the naı̈ve intuitions and the simplicity of the rules governing the application of
the causal concepts. The newfangled orthodox analyst already admits this, in that the
whole point of the egalitarian notion of cause is to idealize away opinions that result
from explanatory pragmatics for the sake of a simpler account of causation. What’s
more, the difficulty in getting a good fit with naı̈ve judgments while being simple and
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comprehensive is easily measured by the vast volume of material written on the subject
of culpable causation. Once the practical necessity of these tradeoffs is accepted, there
is room for different accounts to trade off the fit in different ways for different purposes.
What is peculiar about the orthodox analysts’ take on causation is their frequent insis-
tence that there is one right way to optimize the concept.6 I suspect that what explains
this curiosity is that orthodox practitioners conceive of conceptual analysis more as an
activity of conceptual exploration and discovery rather than conceptual engineering and
construction.

2.4.2 Causation is a Scientific Concept
As I previously noted on p. 6, one of the most uncontroversial things that can be said
about causation is that rusting, radiation, photosynthesis, digestion, gravitation, com-
bustion, erosion, and oxidation are all special cases of causation. Causation, further-
more, is just our generalization of all these special cases and others like them. If you
reflect on the history of what has been learned about rusting from conducting orthodox
analyses of rust, you will find nothing of value. What serious advance in our under-
standing of rust has been gained by isolating a concept of rust that closely matches psy-
chological data about substances people naı̈vely identify as rust? There are well enough
understood scientific methods that start out with the kinds of things we naı̈vely think of
as rust, and then group together all the substances that have a similar chemical character.
No one but a philosopher would fault a scientific theory of rust on the grounds that a
sample of copper (II) oxide is clearly not rust because it doesn’t look rusty.

One of the interesting things we have learned about rust is that it bears an important
similarity to combustion. Naively, there is nothing in burning wood that seems similar to
rusting iron, but in explaining how both kinds of processes take place and in systematiz-
ing the relevant concepts we find that it is useful to generalize rusting and combustion
under the general category of oxidation. Furthermore, in the move to generalize and
categorize the various kinds of oxidation, one does not suddenly shift methodology.
Oxidation is studied using the same scientific methodology and empirical analysis used
for investigating combustion and rust individually.

The tendentious upshot of the orthodox metaphysics of causation is that it in ef-
fect instructs us, “Do not study causation using the same methodology and empirical
analysis that you use to study rusting, radiation, photosynthesis, digestion, gravitation,
combustion, erosion, and oxidation. When you get to the level of generalizing what all
these species of causation have in common, it becomes crucially important that your
theory also adhere closely to what people on the street think about instances of causa-
tion. Sure, some allowances can be made here and there for your theory of causation
to diverge from folk intuition, but you need to avoid too many divergences and you are
obligated to explicitly explain away the discrepancies with principled arguments, lest
you ‘lose your moorings.’ ”

I suspect that while my observations about the irrelevance of orthodox analysis to
our understanding of rust will be widely granted, the relevant application of the lesson
to causation will be strongly resisted. I think the challenge for the orthodox theorist is

6Hitchcock (2003) discusses numerous examples of such pseudo-debates.
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to explain what makes causation special in a way that requires that its  conceptual
analysis must be moored closely to naı̈ve opinions about causation while the conceptual
analyses of all the various species of causation need only match naı̈ve opinions in the
loose way that is uncontroversially acceptable in science. It does no good to cite the
greater metaphysical significance of causation, for the empirical analysis of causation
is required to deliver a principled,  analysis of causation as well. All the empirical
analysis lacks is that whatever aspects of our folk conception of causation turn out to
be irrelevant to the explanation of effective strategies are delegated to the psychology
of causation where they are given a  treatment. If the empirical analysis of cau-
sation and the empirical analysis of the psychology of causation succeed together at
providing a complete scientific explanation of effective strategies and a complete scien-
tific explanation of why we have the naı̈ve causal concepts we have, on what grounds
will the orthodox defender argue that these explanations do not tell us everything we
need to know about causation?

2.5 Changing the Topic
Because virtually all extant analyses of causation are of the orthodox variety, one might
wonder whether my empirical analysis is really a competitor to these analyses rather
than just pursuit of an independent line of inquiry that is compatible with orthodox
approaches. Given the kinds of issues that I will address in the rest of this volume,
I do not see how my account could be reasonably be interpreted as compatible with
orthodox accounts. All accounts are attempts to explain what is common among cases
of causation, to identify central features exhibited in paradigmatic instances of causation
that explain their commonalities systematically.

One could imagine a late nineteenth century physicist whose project is to identify
those particles or fields that instantiate the gravitational force and who interprets the
term ‘gravitation theory’ such that it is a priori the study of the gravitational force. After
Einstein produces his general theory of relativity, GR, the physicist could claim that
Einstein’s is not really a theory of gravity but at best a theory of some other notion grav-
ity* because GR asserts that there is no gravitational force. But for all the stipulation
about what counts as genuine gravity, GR provides a superior account of the motion of
bodies. In the same sense, although my investigation proceeds under a significantly dif-
ferent theoretical framework, it is without any serious question a metaphysical account
of causation in the same sense as standard orthodox accounts.

2.6 Summary
Empirical analysis is the form of conceptual analysis routinely employed in well-functioning
sciences. If attempting an empirical analysis of causation is wrong-headed, that is ei-
ther because (1) empirical analysis in general is wrong-headed in which case we have
much bigger problems than anything related to my empirical analysis of causation, or
(2) something specifically about causation makes it unsuitable for scientific inquiry, a
claim which no one has adequately defended and which flies in the face of many suc-
cessful empirical analyses of particular species of causation.
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Orthodox analysis, including the newfangled variety, is defective because it rules
out many conceptual analyses that are perfectly adequate. As many examples show, e.g.,
rotation, an empirical analysis can be unimpeachable yet get paradigm cases wrong. To
obey the standards of the orthodox metaphysics of causation is to hold an unreasonably
high standard that unwisely rejects accounts that excel by all ordinary scientific criteria.
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