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ABSTRACT 

 When looking at the fitness effect of changes in a quantifiable trait, heritable changes in 

the mean value of the trait are often considered. Heritable variance in the trait is often not 

examined as possible means of affecting fitness. Nevertheless, we can imagine situations in 

which heritable consistency (or lack thereof) in a trait could have an effect on fitness. In some 

situations, low variability in a trait might ensure that detrimental phenotypes seldom appear in 

the population. In other situations, high variability in a trait could be useful if it occasionally 

allows an individual to have access to a higher-fitness phenotype. 

 Recent research shows that there is heritable variance in the mean time to lysis of certain 

lytic bacteriophage (Baker 2012). These are parasites of bacteria whose lifecycle consists of 

adsorption to host cells, infection and reproduction within host cells, and host cell lysis which 

releases progeny phage back into the environment. Here I extended a computational model of 

lytic bacteriophage created by Weinreich and Wahl (unpublished). That treatment held mean 

time to lysis constant and computed Malthusian growth rate as a function of variance in this 

quantity. I sought to include the adsorption and eclipse phase of the bacteriophage lifecycle. My 

aim is to understand how non-instantaneous adsorption and nonzero eclipse affect the Malthusian 

growth rates of phage with high and low variance in their time to lysis. 
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INTRODUCTION AND BACKGROUND 

Lytic bacteriophage are viruses that infect bacteria and eventually cause their host cells to 

lyse, releasing all the progeny viruses at this time. We know there is variability across lineages of 

phage not only in their mean time to lysis, but also in their in their variance in time to lysis 

(Baker 2012). We would like to know whether variance in time to lysis has any effect on the 

fitness of a lineage. To that end, we would like to have a simulation that correctly models the 

growth of two phage populations with the same mean time to lysis and different variances in 

time to lysis. From this, we would like to gain a mathematical understanding of why and how 

variance in time to lysis contributes (or does not contribute) to the fitness of a lineage. 

Previous simulation results suggest that phage with high variance in time to lysis may 

have higher Malthusian growth rates than phage with low variance in time to lysis (Weinreich 

unpublished data). However, these simulations use a simplified model of phage growth that 

neglects several aspects of the bacteriophage lifecycle. In particular, the simulations assume that 

phage can instantly find a new host cell once their old one has lysed, and that it takes them no 

time once they have found a host to begin producing more progeny virons. 

In reality, the lytic bacteriophage lifecycle consists of the following stages: adsorption, 

where free phage attach to host cells; a lag period before the production of progeny, which 

consists of several phases that I have grouped together under the name eclipse; the production of 

progeny inside the host cell; and lysis, where new virons are released from the host into the 

environment (see Figure 1A). Weinreich’s simulations assume instantaneous adsorption and 

eclipse, and my objective with this project was to relax these assumptions and see whether 

having non-instantaneous adsorption or nonzero eclipse affects the fitness of phage with high 
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variance in their time to lysis relative to the fitness of phage with low variance in their time to 

lysis. 

 

Figure 1 A. Lytic bacteriophage lifecycle. 1. Adsorption. 2. Production of progeny inside host cell. 3. Lysis of host cell and 
release of phage into environment. 4. Free phage. B. Graph of phage produced inside host vs. time since adsorption. Before 
progeny are produce, there is a period of time (labeled eclipse on the graph) where the bacteriophage is preparing to 
produce more offspring, but has not yet begun to do so. This period consists of several steps, but I have treated as a single 
period (the eclipse time) in my simulations. 

For the purpose of these simulations, I assumed there was a constant concentration of 

uninfected host cells, which could be modeled in real life by the use of a two-stage chemostat, 

which provides a constant supply of uninfected bacteria to the bacteriophage. Bull et al. say that 
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a two-stage chemostat “parallels many natural systems in which a population thrives on a 

resource that arrives independently of population density” and use a constant concentration of 

uninfected cells in their model of bacteriophage growth in a two-stage chemostat (Bull 2006). 

Based on their work, I also decided to model phage in a two-stage chemostat so I could assume a 

constant concentration of uninfected cells. 

I used Malthusian growth rate as a proxy for fitness and assumed that phage could 

continue to grow at this rate indefinitely. I defined the time to lysis as the time from the start of 

the eclipse phase immediately after adsorption to the lysis of the host cell (see Figure 1B).  
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MATERIALS AND METHODS 

 All simulations were performed in MATLAB version R2011b (7.13.0.564). 

 My simulations built on simulations already created by Weinreich which used an age-

based model to keep track of the number of cells that had been infected for every number of time 

steps to a predetermined maximum age of infection. The maximum age of infection was chosen 

to ensure that essentially zero infected cells would reach this age without having been lysed (see 

Figure 2). Fixing the maximum age of infection left us with four parameters to manipulate: the 

time to lysis’s probability distribution function, the concentration of uninfected cells, the phage 

adsorption constant, and the burst size model (the equation giving the number of progeny 

released as a function of the time to lysis).  

 

Figure 2 Diagram of simulations. The array with entries c(1), c(2), …, c(i), … c(MAXAGE) stores the number of infected cells by 
length of time they have been infected. Entry c(i) holds the number of cells that have been infected for i time steps. At each 
time step, the number of cells of each age that burst is a binomially distributed random variable, z, that has a probability of 
success given by Lysis PDF(i)/(1 – ΣLysis PDF(j < i)) and c(i) trials. Here Lysis PDF(i) is a probability distribution function that 
gives the probability that a cell will burst when it has been infected for i time steps. The number of free phage released by 
the cells of infection age I that burst is calculated by multiplying  the number of cells that burst by the burst size function, 
which is a function that determines the number of phage released per bursting cell as a function of the time since the cell 
was infected. The phage released in from bursting cells in time step t are adding to p, the number of free phage, in time step 
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t+1. Cells of infection age i that do not burst in time step t have infection age i + 1 in time step t + 1 and are now stored in 
entry c(i + 1) in the array holding the number of infected cells. Cells that were in c(MAXAGE) are dead in time step t + 1, and 
vanish from the simulation without releasing the phage they contain. New cells are infected and put into c(1) in time step t+ 
1 based on the number of free phage in time step t. The number of free phage that infect cells is chosen from a binomial 

distribution where the probability of success is           (where Δt is the length of a time step) and the number of trials is 
p, the number of free phage. Every free phage that infects a cell in time step t puts a new cell in c(1) in time step t + 1. 
Diagram adapted from Abedon et al. 2001. 

I used three different probability distribution functions to model the probability of cells 

bursting at given age of infection: a discretized normal with positive variance, a distribution with 

zero variance, and a symmetric bimodal distribution (see Figure 3). For all three models, in the 

majority of simulations I did, the phage had a mean lysis time of 10, and the linear with the 

higher variance had a standard deviation no higher than 2. When the time to lysis had a normal 

distribution, I used a maximum age of infection of 30, because by age 27, MATLAB calculated 

that probability of any cells remaining unlysed to be  
           

    
  

 

  
  0. With the other two 

models of time to lysis, I used a maximum age of infection larger than the longest possible lysis 

time to ensure that all infected cells burst. 

 

Figure 3 Probability distribution functions used to model the probability of lysis at a given age of infection. The black bar 
shows a model with no variance in time to lysis. The dark gray bars show a bimodal distribution of times to lysis. The light 
gray bars show a discretized normal distribution of times to lysis. 
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After determining the number of cells that burst, the simulations calculated the number of 

phage released when the cells burst. This was a deterministic quantity that depended only on how 

long the host had been infected when it burst. I modeled the burst size as an exponential function 

of time to lysis, because previous work by Weinreich showed that when an exponential burst size 

model was used with no eclipse and instantaneous adsorption, variance in time to lysis did not 

affect the growth rate of phage (Weinreich unpublished data). I did this so that the burst size 

model would not favor one type of phage over the other. For phage with an eclipse period of E, 

the burst size model was 

 

 
       

      

          
  (1)  

 

After the cells burst, the phage released entered the pool of free phage, where they waited 

to adsorb onto a new host cell. We modeled the adsorption process as random diffusion. Each 

phage had a per-time step adsorption probability of         , where k is the adsorption 

constant, C is the concentration of uninfected cells, and Δt is the time step length. For small 

numbers of free phage, we used a random number generator to make this process truly random. 

For large numbers of free phage, since the number of phage that adsorb was not likely to deviate 

much from its expected value, we calculated the number of phage that adsorb deterministically. 

When there were few free phage, we modeled adsorption as a binomial distribution using 

MATLAB’s binornd function to draw a random number of phage to adsorb from the current free 

phage pool. When the number of free phage was large, we used the Law of Large Numbers to 

approximate the number of free phage. The approximation we used was             where p 

is the number of free phage, rounded down to the nearest whole number. We used this because 
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the number of trials times the probability of success is the mean of the binomial distribution, and 

the Law of Large Numbers says that the value of the result of a large number of trials approaches 

the mean of the distribution as the number of trials increases. 

To determine when to use binornd and when to use a deterministic approach, we looked 

for a cutoff after which both approaches gave approximately the same values. We found that 

when             was greater than or equal to 50, the approximation matched the results 

found using binornd very well. The variance of a binomial distribution is 

                                                                    , so in reality it 

would have been better to base the decision on the product                    . 

Nevertheless, we used binornd if               , and we used the deterministic model if 

              . 

Since what matters for the probability of adsorption is the product of the concentration of 

uninfected cells and the phage adsorption constant, and not either of these values individually, I 

chose to fix the concentration of uninfected cells at the biologically realistic value of 10
8
 

cells/mL (Bull et al. 2006) and vary the phage adsorption constant. Real adsorption constants are 

often in the range of 10
-9

 to 10
-8

 mL/min, so I used values of k in or near these ranges (Bull et al. 

2006).  

In simulations where I wanted phage released from their cells to immediately infect new 

cells, I used an adsorption constant of 10
8
 mL/min and a concentration of uninfected cells equal 

to 10
8

 cells/mL to achieve instantaneous adsorption. I did this because a higher kC value leads to 

an increased probability of adsorption, and a kC value of 10
16

 cells/min leads to such a high per-

time step probability of adsorption that, for all intents and purposes, adsorption is instantaneous. 

In fact, the probability of a cell not adsorbing in one time step when kC = 10
16

 cell/min is far 
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smaller than the smallest positive real double that MATLAB can handle (MathWorks). So, these 

values correspond to instantaneous adsorption in the sense that using them to give MATLAB the 

per-time step probability of adsorption guarantees that the phage will adsorb with one time step 

of length 1. Further, for all simulations modeling instantaneous adsorption, a time step of length 

1 was used, so using k = 10
8
 and C = 10

8
 was sufficient to ensure that all free phage adsorbed in 

the time step after lysis. 
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RESULTS 

Non-instantaneous Adsorption 

I originally worked on adding non-instantaneous adsorption into the simulations to try to 

understand how that affected the growth rate of phage with different amounts of variance in time 

to lysis. When I ran simulations using a per-time step probability of adsorption that was less than 

one, I found that non-instantaneous adsorption time led to the high-variance phage having a 

higher growth rate than the low-variance phage (see Figure 4). Furthermore, decreasing the per-

time step probability of adsorption by decreasing the phage adsorption constant and leaving the 

concentration of uninfected cells the same, caused the ratio of the growth rate of phage with high 

variance in time to lysis to phage with low variance in time to lysis to increase. 

 

Figure 4 Graph of the ratio of free high-variance to low-variance phage over time for C = 10
8
 and k = 10

-8
, grey line, and k = 10

-

9-
, black line.  Non-instantaneous adsorption causes the ratio of high-variance phage to low-variance phage to increase with 

time, indicating that the high-variance phage have a higher growth rate. Decreasing the adsorption constant increases the 
growth rate of the high-variance phage relative to the low-variance phage. 

To explain this, I first turned to Bull et al.’s equation for growth rate (the following 

version of the equation is from Pepin et al. 2006): 

                        (2)  

“where w is the long-term growth rate in phage per minute, x is the phage death rate, k is the 

attachment rate of phage per milliliter per cell per minute, C is the host density per milliliter, B 
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(burst size) is the number of progeny each phage produces, L (latent period) is the time from 

adsorption to lysis, and d is the cell death rate” (Pepin et al. 2006).  

This equation does not have any term to account for variance in time to lysis. So, I 

originally tried to approximate the growth rate of the phage with variable times to lysis by 

randomly choosing latent periods and calculating their corresponding burst sizes from the same 

distribution of times of lysis in my simulations. I used MATLAB’s fzero function on the 

equation 

                           (3)  

to find the growth rate for at least 10
3
 randomly chose latent periods, which I chose by drawing 

them from a normal distribution with the same mean and variance as the latent periods of the 

phage in the simulations.  

However, this approach did not work for two reasons. First, the situation this approach 

actually models is one where a phage population consists of many different lineages of phage, all 

with their own unique and invariable time to lysis, which is faithfully passed down to their 

offspring. I meant to have the mean time to lysis be a single phage’s mean time to lysis, but 

instead this approach made the mean time to lysis reflect the population’s mean time to lysis. 

While there was still variance in the population, there was not variance in the behavior of a 

phage once its progenitor’s behavior was known. This is one of the reasons that the results of this 

approach did not produce growth rates near those found using the simulations.  

There is also a second possible reason why the above approach did not work, one that 

possibly points to an error in the simulations. When I used Bull’s function to find the growth rate 

of phage that had no variance in their time to lysis, I found a different growth rate than the one 

that my simulations gave. One problem was that the simulations originally used a time step of 1. 
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However, for very small values of kC (adsorption constant times uninfected cell concentration), 

this produced an extremely low probability of adsorption. For instance, when k was 10
-15

 and C 

was 10
8
, the per-time step probability of adsorption was less than       . As my simulations 

started with 1000 free phage and ran for 1000 time steps, it was very unlikely that more than one 

or two of the original phage would adsorb during the entire simulation. Thus, running the same 

simulation twice with identical parameter values could lead to enormous differences in growth 

rate. 

Fixing this issue was problematic because the obvious answers, increasing the number of 

free phage or time the simulation was allowed to run for would often cause phage with higher 

probabilities of adsorption to increase their population size beyond the largest number MATLAB 

was capable of holding. This made it difficult to compare phage across changing adsorption 

probabilities. So, instead of changing the number of free phage or the time the simulation ran for, 

I changed the time steps that the simulation moved in. Before, the number of free phage that 

adsorbed was calculated every time unit by MATLAB’s binornd function. I changed the program 

so that it instead calculated the number of phage that adsorbed every time a given fraction of a 

time unit passed. In other words, while the phage’s ages were still calculated in terms of time 

units, the Δt used in          for the calculation of the probability of adsorbing was now the 

fraction of a time unit that passed between each calculation of the number of phage that 

adsorbed. 

I varied the value of this fraction and found that calculating the amount of phage 

adsorbed every 0.25 time units was enough to ensure that phage with adsorption constants as low 

as 10
-17

 achieved growth rates in the simulations that were near the predicted values using Bull’s 

equation (see Figure 5). This change made simulations with very low probabilities of adsorption 
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per time step have growth rates that matched Bull’s equation. Both before and after this change, 

phage with very high probabilities of adsorption also had growth rates that were near the growth 

rates predicted by Bull’s equation. Unfortunately, for intermediate probabilities of adsorption, 

the growth rates given by the simulation did not match the growth rates given by the equation. 

The range of adsorption probabilities for which this was the case included those with kC-values 

in the range 0.1 to 1. With the concentration of uninfected bacteria at 10
8
/mL, as it was in my 

simulations, this meant that adsorption constants in the range 10
-8

 mL/min to 10
-9

 mL/min led to 

growth rates that were far the values that Bull’s equation predicted. Unfortunately, this range of 

adsorption constant values is exactly where many lytic bacteriophages’ adsorption constants lie 

(Bull et al. 2006). That means that the simulations may have some problem that particularly 

affects the growth rate in the parameter range we are interested in – that which contains the 

parameter values for real bacteriophage. 

 

Figure 5 Growth rate (calculated based on number of free phage) vs. adsorption constant based on equation (2), plotted in 
blue, and simulations, plotted in red. The concentration of uninfected cells was C = 10

8
 cells/mL for all values of the 

adsorption constant. 



16 
 

Unfortunately, I was not able to find the reason for the difference in growth rate between 

the simulations and Bull’s equations, though my simulations do match Wahl’s analytic treatment 

(see below). I continued using the simulations as they were, because I had no other choice. 

However, the fact that this discrepancy exists between the simulations and Bull’s equations 

means that the result I got from doing the simulations may be wrong, as the simulations may not 

properly model phage behavior. 

Nonzero Eclipse 

Due to the fact that I could not figure out how to apply Bull’s growth rate equation to 

phage with variance in lysis time, I switched to examining the simulations through another 

perspective. Lindi Wahl previously used the equations for Malthusian growth rate to make 

predictions about the growth rate of phage with variance in their time to lysis compared to phage 

with no variance in their time to lysis (Wahl personal communication). In her equations, she 

defined N(t) to be the number of bacteriophage present in cells or free at time t, N0 to be the total 

number of bacteriophage at time 0, TL to be the time to lysis for phage that burst at a fixed lysis 

time, Tλ to be a random variable representing the time to lysis for phage that burst at a variable 

lysis time, and B(TL) and B(Tλ) to be the burst sizes at times TL and Tλ, respectively. She then 

used the equation 

           
    (4)  

where 

 
   

   

  
 (5)  

to model the number of bacteriophage present after time t. The equation does not include a term 

for adsorption because Wahl assumed that the viruses were growing “unlimited resources.” In 

other words, free virons adsorb immediately after leaving their host cells. 



17 
 

Although Wahl’s model does not allow for non-instantaneous adsorption, it can be 

adapted to deal with the situation. Note that both eclipse and adsorption increase the time 

between the lysis of the previous generation and the production of new virons in the current host 

(see Figure 6). In this sense, eclipse and adsorption have a qualitatively similar effect. The 

difference is that adsorption is generally considered to be a stochastic process, and we modeled 

the eclipse period as a deterministic process. Furthermore, in our calculations, eclipse is included 

in the time to lysis while adsorption is not. However, we could define a new time to lysis, TA, 

that measured the time from the lysis of the previous generation’s host cell to the lysis of the 

current generation’s host cell. TA would include the adsorption phase, eclipse, and the production 

of progeny. Using TA, we could then re-write the burst size equation so that all time not spent 

making progeny returns a burst size of 0. Letting the adsorption time be A, this gives 

 
        

        

              
  (6)  

We could then substitute BA for B(Tλ) in equation (5).  

This means that increasing eclipse and decreasing the rate of adsorption affect the 

population size in the same direction and through the same mechanism in equation (4). 

Practically speaking, this means we can look at the effects of eclipse on the growth rate of high- 

and low-variance phage to gain an understanding of how adsorption affects the growth rate of 

phage with high- and low-variance in their time to lysis. Since biologists generally believe that 

eclipse is deterministic and adsorption is stochastic, it is more mathematically tractable to 

consider nonzero eclipse and instantaneous adsorption than to consider zero eclipse and non-

instantaneous adsorption. 
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Figure 6 Adsorption and eclipse both act to lengthen the time between the lysis of the previous generation of host cells and 
the production of progeny inside the current generation of host cells 

With this in mind, I switched to looking at nonzero eclipse in phage with instantaneous 

adsorption. The first thing I tried to do was apply Wahl’s predictions to the results of my 

simulations (see Figure 8). Since Wahl compared phage with no variance in time to lysis to phage 

with variance in time to lysis, I made the low-variance phage in my simulations have no variance 

in time to lysis. Only the high-variance phage were allowed to have a stochastic time to lysis. 

Wahl’s equation for Malthusian growth rate in phage populations with exponential burst 

size and variance in time to lysis is  

 
           

 

  
    (7)  

where gv is the growth rate when there is variance in the time to lysis,   
 

  
  is the expected 

value of 
 

  
, r is the growth rate of the number of offspring in the burst as a function of the time to 

lysis, and b0 is the burst size immediately after infection of the host cell.  

Similarly, the Malthusian growth rate in phage populations with exponential burst size 

and constant time to lysis is 
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    (8)  

Since         , this equation can be written as 

           
 

     
   . (9)  

The parameters in equations (7) and (9) come from the exponential burst size model 

          
    (10)  

Working from equation (1), we can derive an expression for       in terms of the eclipse time. 

From equation (1), we have 

            

                   

                       

If we let      , we then have the expression 

                (11)  

Which is equation (10) when 

         (12)  

 Since the growth rate, r, is always positive, we can see that eclipse is modeled with a b0 that is 

less than one, such that it takes exactly the length of the eclipse period before the burst size 

reaches 1. This effectively means that growth only starts after the eclipse period is up. 

The value of b0 is important because Wahl argues that high variance leads to a higher 

growth rate only when b0 is greater than one, and that it leads to a lower growth rate when b0 is 

less than one. To do this, Wahl considers the function      
 

 
. This function is concave up, so 

by Jensen’s inequality,   
 

 
  

 

    
 (see Figure 7). 
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Figure 7 Jensen’s inequality for a concave up function, g(λ). The expected value of g(λ) is greater than the function g of the 

expected value of λ. In other words,                . (Weinreich unpublished) 

We can use this result to compare gv and gc. Since adding a constant does not change the 

direction of an inequality, we can ignore r. So,   

 

 
 

         
 

  
         

 

     
       

        
 

  
         

 

     
       

  (13)  

Then, since   
 

 
  

 

    
, the relationship of gv and gc depends only on the sign of ln(b0). If ln(b0) 

is positive,         
 

  
         

 

     
  and      . If ln(b0) is negative, 

        
 

  
         

 

     
  and      . 

ln(b0) is negative when b0 is less than one. Since an eclipse period is created by having a 

b0 value of less than one, Wahl’s equations suggest that the growth rate of the high-variance 

phage should be lower than the growth rate of the low-variance phage. 

Thus, conducting simulations with either non-instantaneous adsorption and no eclipse, or 

instantaneous adsorption and nonzero eclipse yielded results that did not match what I would 
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have predicted based on Wahl’s equations. I conducted the simulations using a high-variance 

phage with different variances in time to lysis and phage type with equal mean and no variance 

in lysis time as the high-variance phage. However, in these simulations, the high-variance phage 

grew faster than the low-variance phage (see Figure 8). I tried allowing the low-variance phage 

to have some variance in their time to lysis, but the high-variance phage still grew faster than the 

low-variance phage. As long as the eclipse time was short enough that the phage did not burst 

from their cells before the eclipse phage was over, the high-variance phage had a higher growth 

rate than the low-variance phage with all the parameter values that I tried. When I allowed the 

high-variance phage to burst before eclipse was over, then half the time they produced no 

offspring, making them grow significantly slower than their low-variance counterparts. 

However, this range of parameter values is not biologically relevant, as phage do not lyse their 

hosts until after the production of progeny virons.  
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Figure 8 Nonzero eclipse causes phage with high variance in time to lysis to grow faster than phage with low variance in time 
to lysis in the simulations. Graph of ratio of phage with high variance in time to lysis to phage with low variance in time to 
lysis. Number of phage is given by all phage of that type, both free and in cells. 

To gain a better understanding of why my simulation results differed from Wahl’s 

equations, I considered a simpler model of variance that could allow me to replicate the 

simulation results by hand. I hoped that the model would be simple enough that I could both 

apply Wahl’s equations to calculate what growth rates I should have gotten and understand my 

simulations well enough to be able to write equations describing what was happening in them. In 

the new model, instead of having the high-variance phage have normally distributed times to 

lysis, the high-variance phage had only two options for when to burst from their host cells. They 

could burst a certain fixed time before the mean lysis time, or the same amount of time after the 

mean lysis time. For the simulations I did, I chose the mean lysis time to be 10 time units, and 

allowed the high-variance phage to burst at 9 time units with probability 0.5 and at 11 time units 

with probability 0.5. The low-variance phage always burst at the mean lysis time (10 time units). 
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Conducting simulations with this simplified model of time to lysis still resulted in the 

high-variance phage having a higher growth rate. Since Wahl’s conclusions relied on    

        
 

  
   , I decided to check whether this was the case in the simulations I was doing. 

My simulations used an eclipse period of 2, and a probability of 0.5 of bursting at Tλ = 9, and a 

probability of 0.5 of bursting at Tλ = 11, making the probability mass function for lysis time the 

following equation: 

 

          
        
         

           

  (14)  

The burst size model for the phage in my simulations was  

                                (15)  

Thus, the growth rate for the high-variance phage should be  

             
 

  
             

However, using the equation 

 

     
   

    
  

 

 
 

 (16)  

to calculate the growth based on the population at time t in my simulations gave            , 

which was higher than the growth rate Wahl’s equations predicted. Fortunately, the growth rate 

for the phage with a constant time to lysis was the same in both the simulations and the 

equations. Wahl’s equations predicted that the phage would growth at a rate 

            
 

  
             

 and using equation (16) to calculate the growth rate of the phage returned            . So, I 

concluded that the problem was unlikely to be something wrong with the mechanics of the 
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simulations, although we still don’t understand why simulations with constant lysis time do not 

match Bull’s equations, and we need to investigate this further. Nevertheless, it seems more 

likely that the fact that the high-variance phage were allowed to have different times to lysis was 

somehow involved in the discrepancy between my simulation results and Wahl’s equations.  

Since Wahl’s equations for gc matched my simulation results, I wondered if the 

discrepancy was due to the term   
 

  
 , which was the only difference between the two 

equations. To test this possibility, I tracked a single phage and one of its descendants through a 

simulation of the growth of high-variance phage. I recorded whether the cell was in an early-

bursting cell (i.e. burst at age 9) or a late-bursting (i.e. burst at age 11) at any point in the 

simulation. Despite the fact that the virus had an equal probability of bursting early or late, once 

it was in a given cell, it spent more time in cells that burst late, because every time it was inside a 

cell that burst late, it stayed there for a longer time than it did for a cell that burst early. In fact, 

the ratio of time this phage spent in late-bursting to an early-bursting cell was 11:9, the exact 

ratio of the times to lysis in the two cell types. 

Using Wahl’s equations for cells with constant growth rate, the growth rate of a phage 

inside an early-bursting cell would be  

                
 

 
            

The growth rate of a phage inside a late-bursting cell would be 

               
 

  
             

So, spending more time in late-bursting cells should lead to a higher average growth rate. This 

makes intuitive sense, as every time phage leave a host cell, they must pay a growth rate 

“penalty,” as they must enter a new host and go through the eclipse phase before they can start 
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growing again. So, the longer a phage is able to delay leaving its host cell, the higher its growth 

rate will become. 

 Possibly, the unequal distribution of time spent inside each type of cell could lead to the 

results seen in the simulations. Also, since Wahl’s equations relied on the expected value of 
 

  
, 

spending more time in cells with a higher Tλ could change the expected value of 
 

  
 and explain 

why my predictions using Wahl’s equations did not match the results of my simulations. 

With that in mind, I calculated the expected value of 
 

  
 assuming that the high-variance 

bacteriophage were in early-bursting cells 
 

  
 of the time, and late-bursting cells 

  

  
 of the time. 

This gave an expected value of 
 

  
 of  

  
 

  
  

 

  
 
 

 
  

  

  
 

 

  
      

Using this value of   
 

  
   in Wahl’s equation for gv gave          . So, the formula for the 

expected value of 
 

  
 that weighted each 

 

  
 value by the amount of time a single phage spent in 

each cell did increase the predicted growth rate. However, the predicted growth rate was still not 

as high as the growth rate observed in the simulations (0.5551). And, since the predicted growth 

rate for the high-variance phage was now exactly the same as the predicted growth rate for the 

low-variance phage, I would have expected the ratio of high-variance to low variance phage to 

stay the same, not increase, in the simulations. 

However, since examining the amount of time spent in each cell had helped increase the 

growth rate, I decided to look for other ways in which phage could be spending more time in 

late-bursting cells. Since I had already followed a single phage and its ancestors in the 

population, I decided to look at the total amount of phage coming from early- and late-bursting 
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cells in a high-variance phage population. Since late-bursting cells had a higher burst size, it 

turned out that more phage came from late-bursting cells than early-bursting ones. For phage 

bursting at either 9 or 11 time steps, the ratio of late to early bursters in the simulations was 

approximately 4.6468, or slightly higher than the ratio of their burst sizes (= 2
11

/2
9
 = 4.0). (Figure 

9 shows why the ratio of late to early bursters may have been higher than the ratio of their burst 

sizes.) 

I therefore tried calculating the expected value of 
 

  
 assuming the probability of having 

Tλ = 9 was the fraction of offspring it produced in one round of replication. This would be its 

burst size divided by the sum of its burst size and a late-bursting cell’s burst size, or 
  

      . 

Similarly, I assumed that the probability of having Tλ = 11 was the ratio of the burst size of a 

late-burster to the sum of the possible burst sizes, or 
   

      . This gave an expected value for 
 

  
 of 

  
 

  
  

  

      
 
 

 
  

   

      
 

 

  
         

Using this as the expected value of 
 

  
 in the equation for gv gave          . This was higher 

than the growth rate that I saw in the simulations, so this approach also did not correctly model 

the expected value of 
 

  
. 

Since neither of the approaches I tried to find the expected value of the 
 

  
 produced 

results that would match my simulation results to Wahl’s equations, I tried a third approach. For 

short time frames, I could enumerate all possible outcomes for the types of cells high-variance 

phage went into. For example, for a simulation 11 time steps long and with the lysis time 

probability mass function given by equation (14), there are three possible outcomes for the 

number of early- and late-bursting cells that a randomly chosen phage and its ancestors spend 
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their time in. The ancestral phage could enter a late-bursting cell and stay there until the end of 

the simulation. Or it could enter an early-bursting cell, leave after 9 time steps, and its 

descendant could spend two time steps in another early-bursting cell. Finally, the ancestor could 

enter an early-bursting cell, leave after 9 time steps, and its descendant could spend the last two 

time steps in a late-bursting cell. Since entering an early- or late-bursting cell has probability 0.5, 

the probabilities of the above three events are: 

 

                                           

                                              

                                                                                  

  (17)  

For this situation, it is twice as likely that a phage spent all its time in a late-bursting cell 

compared to it and its ancestor spending all their time in an early-bursting cell. This is because 

every time a phage enters a late-bursting cell, it is there for a longer time than it would be in an 

early-bursting cell. So, a phage does not need to enter a late-bursting cell as many times as it 

needs to enter an early-bursting cell to spend the same amount of time only in that type of cell. 

This means that phage are in general more likely to spend more time in late-bursting cells than 

early-bursting cells. This effect is of the same sign but independent in basis to the calculations 

shown above for the mean time spent in each host cell. Consequently, phage are in general more 

likely to have enjoyed more time in higher-growth rate regimes. The amount of time phage have 

high growth rates for is also increased by the fact that phage in cells with longer times to lysis 

not only get to keep the higher growth rates those cells offer for a longer period of time than 

phage in cells with short times to lysis. These two factors together may account for the fact that 

the high variance phage have higher growth rates than the low variance phage. 

I next wanted to test whether these two factors, increased probability of spending a given 

amount of time in late-bursting cells, and the ability to enjoy a high growth rate for longer once 

in a late-bursting cell, were responsible for the high growth rate of the viruses with high variance 
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in time to lysis in the simulations. I tried to do this by coming up with an expression for the 

growth rate of high-variance phage that would incorporate both factors and match the growth 

rate given by the simulations. I came up with the following expression for j, the number of times 

a bacteriophage and its ancestors were in an early-bursting cell. (The number of times a phage is 

in a late-bursting cell is then simply the time not spent in early-bursting cells divided by the 

amount of time spent in each late-bursting cell.) In this expression, S is the total amount of time 

the simulation runs for, sT is the amount of time spend in a single early-bursting cell (i.e. 9 time 

steps with the parameter values I was using in the simulations), and sH is the amount of time 

spent in a single late-bursting cell (11 time steps with the parameter values I was using). 

       
     

      
  

 

   
  

 

 
 
     

      
  

 

            
      

  
  

      

  
        

 

  
 

           

   (18)  

This expression correctly gives the probabilities of a phage and its ancestors being in a 

certain number of early-bursting cells, provided that both late- and early-bursting cells produce 

the same number of offspring. If they do not, then branches that lead to the production of more 

offspring are more heavily weighted. For example, consider the case where a phage has the 

following burst size model: 

             (19)  

and lysis time probability distribution function: 

 

          
        
        

           

  (20)  

Then it can lysis its host at either infection age 2, producing 2 offspring, or infection age 4, 

producing 8 offspring. The probability of each path is p(j) times the number of offspring each 

burst in the path produces, divided by a normalizing constant so that the sum of the probabilities 

of all possible events sums to one (see Figure 9). Letting the normalizing constant be z, we then 
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find that the probability of a phage and its ancestors spending the entire time in late-bursting 

cells is 

                                         
             

 
 

        

 
 

  

 
 (21)  

So far, this expression has correctly predicted the growth rate in one simulation, and has not been 

checked against other simulations. So it is too soon to say whether this expression is really 

correct or not, but it may be a step in the right direction.  

 
Figure 9 Decision tree for a simulation starting with two phage and lasting eight time steps. A phage can enter an early-
bursting cell (E) with probability 0.5 and burst after 2 time steps. Or it can enter a late-bursting cell (L) with probability 0.5 
and burst after 4 time steps. The number of phage that, on average, enter each cell is listed on the edge leading to that cell. 
The total number of progeny produced by a path, times the probability of that path is given to the right of each leaf node. 
The total number of progeny produced by a cell is calculated using the burst size function given by equation (19). So, phage 
in a cells when the simulation ends have the progeny given by the amount of time the spent in their host cell, regardless of 
how much time they would end up spending in that host had the simulation continued. 
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DISCUSSION 

In reality, burst size is a linear function of time since infection of the host cell. However, 

previous work done by Weinreich and Wahl suggested that a linear burst size model alone was 

enough to predict that phage with high variance in their time to lysis would have a higher growth 

rate than phage with low variance in their time to lysis under most conditions (Weinreich and 

Wahl unpublished data). We wanted to see whether there was anything other than the burst size 

model at play in the effects of variance in lysis time on Malthusian growth rate. We therefore 

chose a regime in which, under instantaneous adsorption and no eclipse, the Malthusian growth 

rates of the two types of phage were identical. This allowed us to see whether non-instantaneous 

adsorption or non-zero eclipse were involved in the ability of variance in time to lysis to 

influence the Malthusian growth rate. 

So far, it appears that non-instantaneous growth rate and nonzero eclipse both influence 

the fitness of phage with high variance in their time to lysis relative to the fitness of phage with 

low variance in their time to lysis. Under an exponential burst size model, simulations indicate 

that both phenomena cause phage with high variance in their times to lysis to grow faster than 

phage with low variance in their time to lysis. I have not yet been able to find a mathematical 

model that reproduces the results of the simulations. However, it seems likely that increased 

variance causes phage to grow faster because on average they are able to spend more time in 

late-bursting cells (in which they can have a higher growth rate) than early-bursting one. 

In the future, I would like to work out the reason that high-variance phage are spending 

more time in late-bursting cells under conditions of nonzero eclipse and instantaneous 

adsorption. I would then like to extend these results to cases with non-instantaneous adsorption. 
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Finally, it would be intriguing to see how returning to a linear burst model impacts the results of 

the simulations. 
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