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Abstract

21 cm cosmology is an extremely exciting frontier in astrophysics, and has the potential

to probe eras of the Universe that are otherwise unobservable. In particular, it has unique

potential for providing insights into the formation of the first stars and galaxies through

observations of the Epoch of Reionization (EoR). Unfortunately, the cosmic 21 cm signal

is very faint, and therefore quite difficult to detect. One approach to observing this signal

is through radio interferometry. This approach has unique benefits, but also faces several

challenges. One of these challenges is that the signals transmitted by the antennas do not

perfectly match the true sky. Therefore, researchers must calibrate the interferometer,

which is the process of uncovering the relationship between the true and observed skies.

Traditionally, this is done by using a priori knowledge about the sky to construct a sky

model, which can be used to solve the calibration equation. The primary drawback of

this approach is that it requires a prior known sky model, which is difficult to achieve for

our purposes. In this paper we examine the alternate method of redundant calibration,

by which redundancies in the arrangement of the interferometer are used to aid in the

process of calibration. It so happens that during the process of redundant calibration

we actually produce an estimated sky model. Here, we produce the first images of these

sky models, using data from the Murchison Widefield Array (MWA). We aim to achieve

relative agreement between the estimated sky model and the true data, with the goal

that eventually this model could be used as an input to sky-based calibration. While our

initial images showed little agreement between the model and the data, we were able to

make adjustments to the data that significantly improved our results. Our final images

show a significant level of agreement, with only minor structural discrepancies. Finally,

we explored the origins of these remaining errors by investigating the effect of positional

uncertainties in the antenna coordinates, and found that this is a reasonable explanation.
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Chapter 1

Introduction

Observation of the 21 cm hydrogen emission line has the potential to provide tremendous

insights into the evolution of the universe, and is one of the most exciting frontiers in

cosmology. Just after the Big Bang the universe was an opaque plasma, which was

too hot for neutral atoms to exist and too thick for photons to travel freely through

it. Roughly 400,000 years after the Big Bang, the universe began cooling enough for

neutral atoms to form in a period known as recombination [1]. At this point the universe

became transparent enough for photons to travel, and neutral atoms began to decouple,

releasing radiation known as the cosmic microwave background (CMB) [2]. In recent

years, astronomers have successfully observed this period by mapping the CMB [2]. After

this period, the universe consisted mainly of neutral hydrogen, in a period known as the

“dark ages” [3]. It gets that name because, although the universe was transparent, no

stars had formed yet, so the only radiation was photons from the CMB and 21 cm emission

from the neutral hydrogen. Thus far, researchers have been unable to directly observe this

period of the unvierse [3]. Eventually, gravitational collapse allowed the first stars and

galaxies to form. Radiation from these galaxies then began ionizing the neutral hydrogen

in a time period known as the Epoch of Reionization (EoR) [4]. Roughly one billion years

after the Big Bang, reionization was complete, and the universe became observable again
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[5]. Thus, while astronomers can see where the universe began and what it looks like now,

its evolution is much harder to observe.

One hope for observing the cosmic dark ages is the 21 cm emission line, which comes

from the hyperfine spin-flip transition of neutral hydrogen [1]. Although this is a forbidden

transition, neutral hydrogen is pervasive enough in the early universe that this emission is

ubiquitous. Therefore, observations of the 21 cm line at various redshifts can be used to

probe the evolution of the early universe and the formation of the first stars and galaxies.

In fact, 21 cm cosmology has the potential to explore the majority of the observable

universe, going far beyond what previous experiments have accomplished [6]. In Figure

1.1, the red region has been mapped by surveys such as the Sloan Digital Sky Survey

(SDSS), and the outer band shows the high redshift region that has been mapped using

the CMB. Everything in blue represents redshifts that have not yet been observed, but

could be probed using 21 cm emission. This figure shows the potential of 21 cm cosmology

and why it is such an exciting field. Unfortunately, the 21 cm signal is roughly 4 − 5

magnitudes weaker than foreground sources, which has posed significant challenges to its

detection [7]. There are many experiments currently underway aimed at detecting this

cosmological 21 cm emission.

This paper will focus on the Murchison Widefield Array (MWA), which is an interfer-

ometer in western Australia designed to detect emission from the late stages of the EoR.

When working with an interferometer, it is necessary to calibrate the device in order to

achieve an accurate image. Since the 21 cm signal we are seeking is so faint, an extremely

precise level of calibration will be needed to perform the necessary foreground subtraction.

This thesis will therefore focus on a method of improving the calibration of the MWA.

Particularly, we will examine the estimated sky model produced through redundant cali-

bration of the MWA (discussed in section 2.3.2), and attempt to find agreement between

that model and the observed sky.
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Figure 1.1: Diagram showing the range of redshifts observable through different techniques. The red in the inner circle
represents observations by the Sloan Digital Sky Survey (SDSS), and the outer ring beyond redshift z = 1100 represents
observations of the CMB. The blue region represents the redshifts that could be probed through 21 cm cosmology. Figure
adapted from [6].
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Chapter 2

Interferometry

Interferometers are a type of telescope which use an array of antennas, rather than

the traditional single dish, for collecting information from the sky. In order to synthesize

one image from data collected by many antenna, all of the information is passed to a

central cross-correlator, which produces the ‘visibilities’ that are the primary output of

the interferometer. This is discussed further in the following sections.

The primary advantage of using an interferometer is that they can produce higher

resolution images than any other type of telescope. The angular resolution of a telescope

is given by

θ ≈ λ

D
, (2.1)

where θ is the angular resolution, λ is the wavelength being observed, and D is the

diameter of the telescope. Therefore, the resolution is much better for larger telescopes,

which is particularly important in radio astronomy where the wavelength is relatively long.

The size of a single-dish telescope is limited by engineering constraints, but the “diameter”

of an interferometer, given by the maximum distance between antennas, can be much

larger. However, this approach limits the amount of light being collected, and produces

images with complicated point-spread functions (PSFs). Additionally, the process of
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calibrating an interferometer, described in Chapter 2.3, is extremely complicated, and

can be difficult to perform to the necessary level of precision.

The remainder of this chapter will proceed as follows. First, we will provide a basic

description of the interferometer used for this research, the Murchison Widefield Array.

Next, in Section 2.2 we will give preliminary background information on interferometry.

Section 2.3 will provide further details on the process of calibration, and describe the

two primary methods: sky-based and redundant calibration. Finally, we will provide a

comparison of these two methods.

2.1 The MWA

All observations used in this paper were made by the Murchison Widefield Array

(MWA), which is a low-frequency radio interferometer consisting of 128 tiles, located at

the Murchison Radio-astronomy Observatory in Western Australia. Each tile, shown in

Figure 2.1, consists of a 4x4 array of dipole antennas. The array has no moving parts, so

‘pointing’ the tiles is achieved through manipulation of the dipole signals [8]. The layout

of these tiles are shown in Figures 2.2 and 2.3. The MWA was created with four primary

scientific objectives [5]:

1. Detection of the 21 cm line of neutral hydrogen from the EoR

2. Studies of Galactic and extragalactic processes

3. Time domain astrophysics

4. Solar heliosphere and ionosphere imaging and characterization

This paper focuses only on the first objective. The MWA is one of several other telescopes

currently working towards the detection of 21 cm emission, including the Precision Array

for Probing the Epoch of Reionization (PAPER) and the Low-Frequency Array (LOFAR),

5



and is a precursor to the Square Kilometer Array (SKA). The construction of the MWA

is particularly conducive to probing the EoR because of its high survey efficiency and

high surface brightness sensitivity. With a maximum baseline length of 3 km, the MWA

achieves an angular resolution of roughly 2 arcminutes [8].

Figure 2.1: Image showing several tiles of the MWA.

The first phase of the MWA, which ran from 2013 to 2016, included 128 tiles arranged

in an extended array, as pictured in figure 2.2. Phase II of the MWA, which began deploy-

ment in 2016, includes 256 new tiles, separated into a compact and an extended array,

containing 128 tiles each. The configurations of the compact and extended arrays are

shown in Figures 2.3(a) and 2.3(b), respectively. The extended array includes baselines

up to 5km in separation, which are designed to improve the surveying and imaging capa-

bilities of the MWA. The compact array consists of 56 pseudo-randomly placed tiles, and

72 tiles arranged into two compact hexagons. These hexagons are optimal for studying

the Epoch of Reionization because they increase the redundancy of the array, which helps
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with calibration [9]. It is worthwhile to note that in addition to helping with calibration,

redundancy also increases the power spectrum sensitivity of the array [10].

Figure 2.2: Plot showing the tile configuration of Phase I of the MWA.

Finally, it is worthwhile to note how the MWA tracks the sky as the Earth rotates.

As mentioned previously, the MWA does not have any moving parts, but we can still

aim the telescope by manipulating the dipole signals. The MWA does not track the sky

continuously, but rather periodically readjusts its aim to recenter the field. Each of these

periods is referred to as a ‘pointing’. Figure 2.4 shows how we label these pointings. This

will be useful for understanding the observations studied later on.

2.2 The Basics of Interferometry

When working with interferometers we refer to the separation between a pair of an-

tennas as a baseline, denoted by vector ~bij for antennas i and j. Using this notation, it

is useful to define a new coordinate system representing the baseline lengths in units of
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(a) Plot of the MWA Phase II compact array configuration.

(b) Plot of the MWA Phase II extended array configuration.

Figure 2.3: Plots showing the tile configuration of Phase II of the MWA.
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Figure 2.4: Diagram showing how pointings are labelled for the MWA. Figure taken from [11].

wavelength, given by
~b

λ
≡ (u, v, w), (2.2)

where u represents the East-West component, v represents the North-South component,

and w represents the vertical component [12]. It is common in radio astronomy to use a

flat sky approximation, which eliminates the need for use of the w component. Using these

coordinates we can now write an expression for the ‘visibility’, V , which is the response of

a baseline to incoming radiation, as a function of the antenna separation. The visibility

function is given by

V (u, v) =

∫∫
A(l,m)I(l,m)e−2πi(ul+vm) dl dm, (2.3)

where l,m are the sky coordinates, such that (l,m) represents the source direction, A(l,m)

is the primary beam, which denotes the sensitivity of the antenna to the direction of

incoming radiation, and I(l,m) is the radio brightness of the sky [12]. From equation 2.3,

it is evident that the visibility is the Fourier transform of the observed sky. Therefore,

an observed visibility can be considered a measurement of an angular Fourier mode of
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the sky [13]. This equation is extremely important, as the visibilities are vital to both

calibrating the interferometer and imaging the data.

Given this relationship, we can now build the “uv-plane”, which is achieved by taking

the Fourier transform of an image of the sky in l − m coordinates. Figure 2.5 shows

schematically the relationship between (u, v) coordinates and (l,m) coordinates. Intu-

Figure 2.5: Diagram showing the relationship between the uv-plane and the sky plane. This also shows the effect of the
flat-sky approximation. Figure taken from [14].

itively, the uv-plane has uv coordinates. As shown by the form of equation 2.3, each

visibility measures at a particular point in the uv-plane. The set of all visibilities thus

provides a sample of the uv-plane. The pattern of the uv-plane that is sampled by an in-

terferometer is determined by the uv coordinates of each baseline in the array. In fact, the

exact sampling pattern is given by the convolution of the antenna placement pattern with

itself. This sampling pattern determines the uv coverage, or the portion of the uv-plane

where the visibilities are known. The first two images in Figure 2.6 show the relationship

between the positioning of antennas and the uv coverage.
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Figure 2.6: Figure showing the effect of antenna configuration on uv coverage. Left: A sample array configuration shown
in Earth coordinates. Middle: The uv coverage of the shown array for an instantaneous observation. Note that the
wavelength studied in this example is 3cm, much less than that observed by the MWA. Right: The uv coverage after 12
hours of observation, showing the effects of Earth rotation synthesis. Figure taken from [14].

As the visibilities are the primary product of the interferometer, it is important to

achieve good uv coverage. The uv coverage can be improved by adding more antennas

to an array and by arranging the antennas in a pattern that minimizes redundancy of

baselines. Additionally, the Earth’s rotation improves the coverage. This is due to the

fact that the uv coordinates of a baseline depend on the hour-angle and declination of the

target source. Therefore, as the source moves across the sky the uv coordinates of each

baseline gradually shift, creating tracks across the uv-plane. This effect is shown in the

right-hand panel of Figure 2.6. The uv coverage contributes significantly to the quality

of an image, and so optimizing uv coverage is one of the primary considerations when

designing an interferometric array.

2.3 Calibration

The signal measured by an antenna is often, if not always, corrupted to some extent.

This corruption can come from instrumental effects, such as phase delay or signal amplifi-

cation, atmospheric effects, or a variety of other sources. Therefore, the set of visibilities

measured by an interferometer do not perfectly represent the true sky. Calibration is the

process by which we solve for the effects the antenna has on the measured signal and use
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these to find the ‘true’ signal. As mentioned previously, foreground sources are 4-5 mag-

nitudes brighter than our expected EoR signal, which makes suppressing the foreground

signal extremely challenging [15]. Therefore, an unprecedented level of calibration preci-

sion is necessary for detection of our signal [15]. The main goal of this paper is therefore

to explore various aspects of calibration and possibilities for improving their accuracy. I

will now outline the basic framework of interferometric calibration.

The visibility function given by equation 2.3 describes the visibility at any point (u, v)

in the uv-plane. Each baseline with coordinates (u, v) corresponds to a point in the visi-

bility function. Therefore, we can consider an interferometer to be sampling the visibility

function at discrete positions based on the baselines it contains. The set of visibilities that

perfectly correspond to the sky are considered the ‘true’ visibilities. The set of visibilities

recorded by an interferometer are called the ‘observed’ visibilites. As interferometers in-

herently contain imperfections, the true and observed visibilities are generally not equal.

Therefore, in order to successfully image the sky, one must calibrate the interferometer to

find a relationship between the true and observed visibilities. The standard calibration

equation can be written as

V obs
ij (t) = gi(t)g

∗
j (t)Vij(t) + eij(t) + hij(t), (2.4)

where V obs
ij is the observed visibility measured by baseline ij, Vij is the true visibility, gi

and gj are the gains of antennas i and j, eij is the complex offset, and hij is the stochastic

complex noise [12]. The gain of an antenna can be thought of as its response to an

incoming signal as represented by an amplitude and phase:

gi = eai+iφi(t) (2.5)
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Here, ai corresponds to the amplitude by which the antenna magnifies the signal, and

φi to the phase shift of the signal. Most commonly, this phase shift is due to a delay

introduced by the antenna. Note that the antenna gains are generally time dependent,

but as the gains of MWA tiles are relatively stable over time, it is reasonable to neglect

this time dependence [16]. For our purposes we can neglect the influence of eij, and so at

a given polarization, frequency, and time equation 2.4 can be simplified to become

V obs
ij ≈ gig

∗
jVij + nij, (2.6)

where nij is a random noise term [16]. For an array with N antennas, there are 1
2
N(N−1)

baselines, and therefore 1
2
N(N−1) observed visibilities and true visibilities [17]. However,

the gains introduce an additional 2N unknowns (from the amplitude and phase of each

gain), making equation 2.6 unsolvable [17]. The process of calibration therefore aims to

reduce the number of unknowns in equation 2.6 such that the true visibilities can be

solved for. The following sections will discuss two methods of interferometric calibration:

sky-based calibration and redundant calibration.

2.3.1 Sky-Based Calibration

Sky-based calibration uses a priori knowledge about the sky to solve equation 2.6, and

is the most common form of interferometric calibration. If enough information about the

sky is known we can create a model of its intensity distribution, Im(l,m), and by plugging

this into equation 2.3 we can produce a set of model visibilities V m
ij . Substituting this

model in for the true visibilities, equation 2.6 becomes

V obs
ij ≈ gig

∗
jV

m
ij + nij. (2.7)
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The number of unknowns has now been dramatically reduced, and we can now solve for

the gains by applying a least-squares fit to the χ2 of equation 2.7, given by

χ2 =
∑
ij

|V obs
ij − gig∗jV m

ij |2. [16] (2.8)

This is an extreme simplification of sky-based calibration techniques, but provides a basic

overview of the process. In this paper we use the framework of the Fast Holographic De-

convolution (FHD) software package1, developed by Sullivan et al. 2012, for performing

sky-based calibration. While this paper will not go into detail on the FHD formalism, it

is important to note some of the more relevant properties of sky-based calibration. Most

importantly, it depends on the existence of an a priori sky model, which can pose signifi-

cant challenges. It is unrealistic to expect a fully complete sky model, particularly when

looking at the wavelengths observed by the MWA. Unfortunately, sky-based calibration

using models of realistic completeness has been shown to result in contamination of the

power spectrum large enough to obscure the desired signal [15]. This effect is even more

important for low-frequency, wide-field arrays such as the MWA. For interferometers with

a smaller field of view, steerable dishes, and higher frequencies, it is easier to find a single

point source to base calibration on [18]. Given the limitations of known sky models and

the current engineering constraints on antenna development, sky-based calibration, based

on current sky models, is insufficient to achieve the precision necessary for detection of

the EoR signal using instruments like the MWA.

2.3.2 Redundant Calibration

Rather than making use of a prior known model, redundant calibration makes use of

redundancies in the arrangement of antennas in solving the calibration equations. Here,

redundancies refer to any sets of identical baselines. One downside of redundant calibra-

1https://github.com/EoRImaging/FHD
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tion is therefore that it requires the interferometers to be designed with a high level of

redundancy. Achieving this redundancy was the primary reason for the compact hexagon

structure in Phase II of the MWA. Redundant calibration is particularly useful because

it is largely independent of the sky model.

As shown by equation 2.2, the uvw coordinates of a baseline depend only on the sepa-

ration between its constituent antennas, but not on their physical coordinates. Therefore,

the uvw coordinates of redundant baselines are identical, and so their true visibilities

V should also be the same. Using this, we can reduce the number of unknowns on the

right hand side of equation 2.6 by equating the Vijs of redundant baselines. If the array

has a sufficient number of redundant baselines, this will cause the calibration equation to

become overdetermined, allowing us to solve for both the gains and the ‘true’ visibilities.

The redundant calibration for this paper is done using the open source package OM-

NICAL, developed by Zheng et al. 20142. The two primary methods used to solve the

above equation are logarithmic and linearized, referred to as logcal and lincal, respectively.

The logcal solution begins by taking the logarithm of equation 2.6 (where the number of

unknowns has already been reduced, as described above):

lnV obs
ij = ln gi + ln g∗j + lnVij + wij, (2.9)

where wij is defined to be

wij = ln

(
1 +

nij
gig∗jVij

)
. [17] (2.10)

Using the definition of gain given in equation 2.5, this simplifies to become

lnV obs
ij = ai + aj + i(φi − φj) + lnVij + wij. [17] (2.11)

2https://github.com/jeffzhen/omnical
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Considering that the real and imaginary parts of this equation must equate independently,

we can now decouple the amplitude and phase gains. From here, these equations can be

solved using a least-squares estimation (see Liu et al. 2014 for full details). However, this

solution is performed in log space, but the noise is only additive in linear space, which

causes the resulting solutions to be biased [19].

In order to achieve an unbiased solution we must also use lincal, which is done by

performing a Taylor expansion of equation 2.6 about initial fiducial guesses g0
i and V 0

ij .

This results in the following system of linearized equations:

V obs
ij = g0∗

i g
0
jV

0
ij + g1∗

i g
0
jV

0
ij + g0∗

i g
1
jV

0
ij + g0∗

i g
0
jV

1
ij , (2.12)

such that we can now solve for g1
i and V 1

ij using a least-squares fit [19]. Note that this

solution is done in linear space, so it is unbiased. The main difficulty using lincal is that it

requires a reasonable estimate of g0
i and V 0

ij in order to be effective. This can be dealt with

by using the solution from logcal as the initial guess, and then running a few iterations of

lincal until an adequate solution is achieved [19]. Using this methodology, we can achieve

a reasonably accurate, unbiased solution to the calibration equation.

The primary disadvantage of redundant calibration compared with sky-based is that

it requires a significant amount of redundancy in the array. As mentioned in section 2.2,

redundancy reduces the uv coverage of an array, and with it image quality. Therefore,

many arrays are not constructed with sufficient redundancy for redundant calibration,

and those that are must make a sacrifice in their image quality. However, redundant

calibration has a significant advantage over sky-based in that it does not depend on an

a priori sky model. This is particularly relevant given the difficulty of developing all-sky

surveys at the frequencies observed by the MWA.

Additionally, in solving for the antenna gains, the redundant calibration procedure also

produces a solution for the estimated true visibilities, Vij. This is an extremely important
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result - we have developed an estimated sky model largely without using prior knowledge

about the sky. There are a few parameters, such as overall sky brightness, that cannot

be solved for without using a priori information [20]. However, the redundant calibration

model can still be considered to largely be independent of prior knowledge. Therefore,

if the sky model produced through redundant calibration can closely enough resemble

the data, then it could potentially be used as the ‘a priori’ sky model input in sky-based

calibration. The remainder of this paper will therefore focus primarily on imaging the

sky model produced by OMNICAL and comparing it to images of the data calibrated using

FHD.
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Chapter 3

Imaging

All images shown in this paper were created using the Common Astronomy Software

Applications (CASA) package, provided by the National Radio Astronomy Observatory

(NRAO). CASA is a radio astronomy analysis tool pack that contains many useful func-

tions. Most important for our purposes is the CASA CLEAN function, which creates images

from a set of visibilities.

Most images considered in this paper are ‘dirty’ images. Dirty images represent an

intensity distribution that depends on both the visibilities, V, and the sampling function,

S, which describes where on the u−v plane the visibilities are known. This ‘dirty’ intensity

distribution is given by

IDν (l,m) =

∫∫
Ĩ(u, v)S(u, v)e−2πi(ul + vm) du dv, (3.1)

where the tilde represents a Fourier transform. While dirty images are valuable and

have the potential to provide lots of information regarding the data and the telescope,

their relationship to the sampling function is not ideal. As shown by equation 3.1, the

dirty image will contain artifacts that result from the sampling function, and are not

present on the sky. Figure 3.1 shows an example dirty image, where we can clearly see an
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Figure 3.1: Sample dirty image showing the effects of the PSF on the point sources.

artificial shape surrounding each of the point sources, and showing up in the background

throughout the image. One way to separate this dependence is by defining a synthesized

beam, or point-spread function (PSF), given by

B(l,m) =

∫∫
S(u, v)e−2πi(ul + vm) du dv. (3.2)

In words, the synthesized beam is defined to be the Fourier transform of the sampling

function. The small ellipse shown in the bottom left corner of Figure 3.1 represents the

shape of this synthesized beam. The PSF for the image in Figure 3.1 is shown in Figure

3.2. We can clearly see that this PSF matches the artifacts seen in the dirty image. Using

the definition in Equation 3.2, we can relate the dirty image to the desired image using

the relation

IDν = Iν ∗B (3.3)
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Figure 3.2: Synthesized beam, or PSF, corresponding to the image in Figure 3.1.

where the asterisk denotes convolution. In words, this means that the dirty image shown

is the convolution of the PSF shown in Figure 3.2 with the true image. Using this relation,

one can then ‘clean’ a dirty image by attempting to remove the effects of the PSF. Solving

Equation 3.3 is not solvable analytically, and so an iterative approach must be used. The

most basic CLEAN algorithm is the Högbom algorithm, developed in 1974 [21]. The steps

of the algorithm are as follows:

1. Find the brightest point in the dirty image.

2. At the position of this point, subtract the beam B multiplied by the strength of

that point from the dirty image multiplied by a gain factor.

3. Write down the position and intensity of the point source subtracted.

4. Repeat this process beginning from step (1) until all remaining points are below

some specified threshold.

5. Use the subtracted points to create a point source model.
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Figure 3.3: Image of the observation in Figure 3.1 after being cleaned using the CASA CLEAN function.

6. Convolve the point source model with an idealized CLEAN beam to create a ‘clean’

image.

CASA’s CLEAN function actually uses the Clark algorithm, which is a slight adaptation

of the Högbom algorithm. The Clark algorithm is slightly more efficient because it only

uses a central patch of the beam, and it considers only the high points of the map [22].

Figure 3.3 shows the effects of the cleaning process on the dirty image in figure 3.1. As we

can clearly see, the effects of the PSF have largely been removed from the point sources,

but still show up somewhat in the background. Additional steps can be taken to further

remove the presence of the PSF, but this is not necessary to our purpose here. In fact, we

will focus on dirty images in this paper. Although the cleaning process generally produces

a higher quality image, it doesn’t have exactly the same effect on every image, and so it

makes direct comparisons more difficult. For this reason, we use dirty images for analysis.

We create these dirty images using the CLEAN function in CASA. As the name implies, the

CLEAN function can be used to clean images through the process described above, but it
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can also produce dirty images. This is done by setting the number of cleaning iterations

to zero. For all images presented in this paper, the following parameters were used:

threshold = 500mJy

imsize = [480,480]

cell = [3arcmin, 3arcmin]

weighting = ’briggs’

robust = 2

Where the threshold parameter is the same threshold used to determine the stopping

point of the Högbom algorithm, as mentioned in step (4). Although we use dirty images

for our analysis, it is useful to understand how they differ from clean images.
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Chapter 4

Results

The primary challenge in detecting the EoR signal is achieving the necessary level of

calibration precision. So far, sky-based calibration has failed to achieve this threshold,

and will not be able to without significantly increasing the accuracy of our sky models

[15]. Therefore, we explore the possibility of using redundant calibration to further im-

prove the calibration precision. Particularly, we aim to examine the estimated sky model

produced through redundant calibration. If this model can achieve a reasonable level of

agreement with the observed sky, then it could potentially be used as an input for sky-

based calibration. This would eliminate the need for a priori information about the sky,

and has the potential to significantly increase the calibration precision. In this section,

we present images of this estimated sky model in comparison with images of the data,

and attempt to find agreement between the two. In Section 4.1 we begin by presenting

the basics of our imaging process and show the preliminary images we achieved. Those

images showed only very minimal agreement between the model and the data, and so

we must look for ways to improve. In Section 4.2 we explore the possibility of removing

some baselines from the data before imaging in order to make it more closely resemble the

model. We do this because the model is based only on data from redundant baselines, and

so removing the non-redundant baselines from the data will make for a better comparison.
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After performing this baseline removal, we see a significant improvement in the results,

with only small structural differences remaining between the model and the data. Finally,

Section 4.3 explores the possibility of this remaining error being a product of the errors

in antenna positions. These results show a strong indication that positional errors may

be contributing to the observed discrepancies, and therefore merit further study.

4.1 Initial Imaging

In this section we present images of MWA data alongside images of the model produced

through redundant calibration. All of the actual data presented here has been calibrated

using FHD, as outlined in Section 2.3.1. The models presented here were produced using

the redundant calibration software OMNICAL, as outlined in Section 2.3.2. Figure 4.1 shows

images of the data and model for a single pointing (observation ID: 1163765304). First,

we note that the point sources in the data image are surrounded by a ring pattern. This

is a result of the point-spread function, which is pictured in Figure 4.2. While these two

images share the same large scale structure, they do not match at nearly the level we

hope to achieve. Additionally, we can see that the intensities of the point sources in the

data image are significantly greater than those in the model. This is likely because the

model blurs the flux density, and so we see lower peak values.

It is also worthwhile to note some of the linear structures present in these images.

The most obvious linear structures in the images in Figure 4.1 are four lines oriented at

roughly 45◦ clockwise and counterclockwise from the vertical. However, we also see linear

structures oriented vertically. These structures represent the plane waves observed by

three different baseline types, and are a product of the fact that these baseline types are

more redundant (occur more times in the array) than other baselines. The three baseline

types causing this effect are each 14 meter baselines that appear throughout the two

hexagons in Phase II of the MWA, as illustrated in Figure 4.3. In order to understand
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how these baselines produce this effect, we have included Figure 4.4, which shows the

response of just the 14 meter East-West baselines to incoming radiation. As we can see,

the plane wave shown in this figure matches the vertical features we observed in Figure 4.1.

Since these baselines are much more numerous than other baseline types, their response

is stronger in the image. In the next section we will examine the effects of removing some

of these baselines from the data before imaging.

(a) MWA Data (b) Omnical Model

Figure 4.1: Data and model images of a single observation (observation ID: 1163765304). All baselines are included and
the original uvw coordinates are used.

Before making any adjustments to the data, we attempt to improve the image quality

slightly by combining data from multiple observations. Figure 4.5 shows images of the

MWA data and the OMNICAL model using five observations. Each of these observations

represents two minutes of data from the center of a pointing. The five observations used

are listed in table 4.1. Comparing the images in Figure 4.5 with those in Figure 4.1, we

see that the data image looks largely the same, with only a slight blurring effect coming

from the inclusion of multiple observations. In the model, we see that much of the diffuse
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Figure 4.2: Point-spread function for data from observation ID: 1163765304

Figure 4.3: Diagram showing the three orientations of 14 meter baselines (each in a different color) in the compact
hexagons included in Phase II of the MWA.

emission has disappeared, and the point sources have grown in intensity and become

better defined. This is an important step in improving the agreement between the model
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Figure 4.4: Response of the 14 meter East-West baselines.

Observation ID Pointing
1163417400 -2
1163418856 -1
1163420760 0
1163422552 1
1163423896 2

Table 4.1: List of the five observations used for the remainder of images in this paper.

and the data, and will make even more difference after performing the baseline removal

discussed in the next section. Therefore, we will continue using multiple observations for

the remainder of our imaging. For this paper we only examine the five observations listed

above, but in future work it would be worthwhile to explore using more observations to

further improve the image quality.

4.2 Baseline Removal

In this section we will explore the effects of removing particular baselines from the

data before imaging. The idea here is to remove baselines that either are not included in
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(a) MWA Data (b) Omnical Model

Figure 4.5: Naturally weighted images combining five observations (listed in Table 4.1).

the OMNICAL model or simply contribute to it poorly. The most obvious place to start is

by removing all of the non-redundant baselines from the data. These will primarily be

the non-hexagon baselines (the baselines composed of one or more antennas which are

not part of the compact hexagons shown in figure 2.3(a)), but will also include the few

baselines in the hexagons that are not redundant. As explained in Section 2.3.2, only

redundant baselines are used by OMNICAL when calculating the model, and so information

contained in any non-redundant baselines will not be present in the model. Therefore, it

is sensible to remove these baselines from the data to create a better comparison.

Additionally, it is known that the 14 meter East-West baselines (shown in green in

Figure 4.3) are less redundant than other baseline types. One factor that contributes

to this is that the orientation of these baselines is such that they are aligned with the

arm of the Milky Way. Additionally, since 14 meters is a relatively short baseline, they

observe large scale structures like the Milky Way strongly. These two factors combined
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mean that the 14 meter East-West baselines are observing the brightest object in the sky

even brighter than the other baselines [23]. The full explanation for why the 14 meter

baselines are less redundant is quite complex, and will not be discussed fully in this paper.

If a baseline is not highly redundant, the gains calculated during calibration will not be

entirely accurate, and therefore those baselines will contribute poorly to the model. For

this reason, we choose to exclude the 14 meter baselines along with the non-redundant

baselines.

(a) Data (b) Omnical Model

Figure 4.6: Images combining five observations, where the non-redundant and 14 meter East-West baselines have been
removed from the data for imaging.

Figure 4.6(a) shows an image of the data after the 14m E-W and non-redundant

baselines have been removed. Note that the image in Figure 4.6(b) is the same as that

in Figure 4.5(b), but on an adjusted color scale, and is only included again here for ease

of comparison with the data. The first thing we note is the significant change in the

point-spread function (PSF) upon removal of these baselines. The PSFs of the OMNICAL

model and the data with and without the baselines are shown in Figure 4.7. This figure
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(a) Omnical Model

(b) Data: All baselines (c) Data: Non-redunant and 14m East-West removed

Figure 4.7: Point-Spread Functions (PSFs) of the data and omnical model for five combined observations.

30



clearly shows that removal of the 14m E-W and non-redundant baselines has significantly

improved the correspondence between the PSFs of the model and the data. This matching

of the PSFs is an important step in achieving agreement between the model and the data.

Next, we note that the structures of the data and the model are much more similar

after baseline removal. We see the effect of the PSF somewhat stronger in the data than

in the model, but we see the same directional preference in both images. This is clearly

a significant improvement over the case with all baselines included in the data. In order

to make further improvements, we need to determine if there are other baselines types

that should be removed from the data. To do this, we will use the χ2 value as a metric

for measuring the redundancy of a baseline type. We calculate χ2 for each baseline type,

where χ2 is defined as

χ2 =
1

N

∑
ij

|Vij − gig∗jV m
ij |2

n2
ij

, (4.1)

where V m
ij is the OMNICAL model, N is the number of free parameters, and nij is the noise

level. In words, χ2 is measuring how well the OMNICAL model fits the data. If the χ2 value

is one, then the difference between the model and the observation is noise-like, which

means the model is effective. If the χ2 value is much larger than one, then the model is

failing to accurately represent the data, which would imply poor redundancy. Finally, if

the χ2 value is less than one then there has been some sort of error.

Figure 4.8 shows a histogram of χ2 values, with one data point for each unique baseline

type. The histogram shows that most values cluster around one, but there is an obvious

outlier at χ2 = 0.83, which is the 28 meter East-West baseline type. Most likely, this

means that we over-estimated the noise. The noise term is calculated by subtracting

visibilities taken two seconds apart and assuming that the sky remains constant during

that interval. However, there can be systematic effects, such as radio interference, that

can result in an over-estimate. Regardless of the error source, the model is clearly not

representing the data for this baseline accurately, and it should therefore be removed

31



Figure 4.8: Histogram showing the distribution of χ2 values, with one data point for each unique baseline type. This
clearly shows an outlier at χ2 = 0.83, which is the 28 meter East-West baseline type.

before imaging. This is not a complete surprise, as many of the factors that cause the

14m E-W baselines to have poor redundancy, such as alignment with the Galactic plane,

also affect the 28m E-W baselines. As a check on the source of χ2 error, Figure 4.9 plots

χ2 versus baseline length, and shows no clear correlation between the two.

Figure 4.9: Plot showing the χ2 values for each unique baseline type plotted against baseline length. This shows there is
little to no correlation between baseline length and the χ2 value.
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Given the evidence that the 28m E-W baselines is not sufficiently redundant, we now

try removing them from the data before imaging. Figure 4.10 shows images of the data

after this removal. Once again, the model image is included here only for comparison

purposes. While this data image does not look noticeably different from the previous one

upon visual inspection, there do appear to be slight improvements.

(a) Data (b) Omnical Model

Figure 4.10: Images with all non-redundant, 14 meter East-West, and 28 meter East-West baselines removed from the
data for imaging.

In order to better understand the discrepancy between the data and model images, we

can take a difference image. Here, we calculate the difference image by directly subtracting

the data image from the model image. Figure 4.11 shows the difference between the model

and data in this case. As we can see, the majority of the image is near the zero point,

which indicates amplitude agreement between the model and the data. However, we do

see that some structural differences between the two images do remain, which we would

like to eliminate. In the next section, we explore the possibility that these discrepancies

stem from errors in the baseline coordinates used for redundant calibration.
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Figure 4.11: Difference between the data and model images shown in Figure 4.10

4.3 Coordinate Adjustment

In this section we examine the effects of adjusting the uv coordinates in the data before

imaging. Because of engineering constraints, there are small differences between the

uv coordinates of even the most redundant baselines. While the data uses the exact

uv coordinates that have been measured, redundant calibration requires the assumption

that all redundant baselines are exactly the same, and so the calibration model uses

coordinates that do not exactly match the true coordinates. These positional errors are

generally only on centimeter scales, which should not be significant compared to distances

on meter scales. However, it is possible that these small errors are being amplified in the

modeling process, and so it is worthwhile to examine this effect. In an effort to do so,

we manually adjust the uv coordinates of all redundant baselines to exactly equal those

of all other baselines of the same type. In doing this, we are essentially introducing the
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same positional errors into the data that exist in the model. Examining the effect of

these errors on the data should give us an indication as to whether they are the same

errors affecting the model. After adjusting the coordinates in the data, we then re-image

it. Figure 4.12 shows the data image after this coordinate adjustment. There is no clear

visual distinction between this image and that with the original coordinates, but the

difference image is more informative.

Figure 4.12: Image of the data where the non-redundant, 14 meter, and 28 meter East-West baselines have been removed,
and the uvw coordinates have been adjusted to be identical for each baseline type.

Figure 4.13 shows two versions of a difference image, in which the image with adjusted

coordinates is subtracted from that with unadjusted coordinates. Figure 4.13(a) shows

the true difference image, while Figure 4.13(b) shows the difference image after we have

smoothed it using a circular Gaussian kernel. Note that the model image is included

here again only for ease of comparison. The true difference image shows that, while the

intensity is, as one would expect, much smaller than that of the images themselves, the
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angular scales of the differences are the same as those of the model. We also see that the

difference image shows the same angular preference as the true images. We then smooth

the true image in order to better compare it with the model image. While these two

images are clearly on much different color scales, we see strong agreement between their

general structures. These results imply that the adjustment of these uv coordinates is

in fact significant, and may be contributing to the structural discrepancies between the

model and the data shown in Figure 4.11. Therefore, the effect of these positional errors

on the model merits further study.
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(a) True Difference Image (b) Smoothed Difference Image

(c) Omnical Model

Figure 4.13: Image showing the effect of adjusting the uv coordinates in the data so that they are identical for each
baseline type. Here the image with unadjusted coordinates (Figure 4.10(a)) is subtracted from the image with adjusted
coordinates (figure 4.12). (a) shows the true difference image, while (b) shows a smoothed difference image, where a circular
Gaussian kernel with major and minor axes of 1500 arcseconds has been used for smoothing. (c) shows the same model
image presented in Figure 4.10, included again here simply for ease of comparison with (b).
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Chapter 5

Conclusion

In this paper we have successfully created images of the model produced through

redundant calibration of the Murchison Widefield Array. This is the first time that such

an image has been produced, and is in itself an exciting result. While the initial image did

not correspond very closely with the true data image, we have found several approaches

for improving this relationship. First, we combined multiple observations into one image

in order to improve overall image quality. Next, we identified baselines that were not

used in calculating the model and removed them from the data. We also identified two

redundant baseline types, the 14 meter and 28 meter East-West baselines, which had low

levels of redundancy, and removed them from the data as well. This showed significant

improvements to the agreement between the model and the data. Finally, we manually

adjusted the uv coordinates in the data of all baselines of the same type. This introduced

positional errors into the data that are already present in the model, and allowed us to

analyze their effect. We found that the structural effects of the position errors match

those of the model errors, which indicates that they may be contributing to the remaining

disagreements between the model and data. There are many steps to be taken before

this redundant calibration model can match the data to our satisfaction, but this paper

has shown significant progress towards this goal. The first step for future work will be to
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further examine the effects of positional errors on the model, and determine if they are

contributing significantly to the errors observed in the model. If so, it will be necessary

to find a method of removing this effect. Finally, once the model reaches a satisfying

level of agreement with the data, we aim to explore the possibility of using the redundant

calibration model as an aid to sky-based calibration.
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