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Abstract

Prevalent in sub-Saharan Africa and Asia, malaria, caused by the par-
asite Plasmodium affects over 200 million people yearly. One widely used
antimalarial is the antifolate pyrimethamine. However, previous research
has shown that specific point mutations in the parasite’s genome leads to
higher pyrimethamine resistance, and a genetically fitter allele. Using phar-
macokinetic theory, we model a clinically realistic dynamic environment of
pyrimethamine. Population genetics gives us a framework to analyze the
evolutionary implications of this dynamic environment. We discover that
the fitness peak alleles change under this clinically realistic dynamic envi-
ronment than previously observed in past literature. Thus, we observe that
other measures of fitness like IC50 obscure evolutionary nuances in the case of
pyrimethamine. Finally, we model the evolutionary implications of changing
drug dosage schedule and patient non-compliance.
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1 Introduction

1.1 Biological Basis and Introduction to Genetic Fitness

Malaria, caused by the parasite Plasmodium, affects over 200 million people yearly
[14]. The most virulent form of malaria is caused by Plasmodium falciparum,
which is carried by infected Anopheles mosquitoes. Most commonly found in
sub-Saharan Africa and tropical areas, malaria tends to affect impoverished areas
almost exclusively. While the disease was once easily controlled through pharma-
ceuticals, drug resistance has evolved to a point where only few viable treatments
remain [15]. In order to attack the problem at its root, it is essential to analyze
how genetic drug resistance establishes itself in the population.

One way of quantifying genetic drug resistance is through genetic fitness, a mea-
sure for the reproductive success of a phenotype [6]. In an organism like a parasite,
one way to measure fitness is by measuring growth rate. A population of organ-
isms can be heterogeneous such that there are multiple alleles. Alternate forms
of a gene are known as alleles. Mutations change an organism’s genome through
various methods such as imperfect gene replication [6]. A point mutation occurs
when a single nucleotide is changed to another nucleotide. Evolution is largely
driven by fitness advantages such that the most fit allele will outproduce any other
already existing allele. This competition leads to the process of natural selection
and a shift in population composition.

However, genetic fitness, and ultimately the results of this competition are de-
pendent on gene-environment interactions. Certain alleles fare better in different
environments. For example, a mouse with a mutation promoting the growth of
excess fur may survive and reproduce better than a mouse without fur in a cold
environment and vice versa for a hot environment. Similarly, the environments
that P. falciparum will experience may vary in drug concentrations.

We use the concept of fitness to quantify growth rate. There are two types of
fitness values: Malthusian and Wrightian fitness. Malthusian fitness, m, refers
to an exponential growth rate where time is a continuous measure. Wrightian
fitness, w, refers to the average number of offspring per individual, and is thus
measured in discrete time generations [8]. To determine the fitness advantage of
an allele j over allele i, we use the selection coefficient defined by

sij =
wj − wi
wi

These fitness concepts are further described in Section 2.4.

As more point mutations accumulate, populations are seen to follow an evolution-
ary trajectory. An evolutionary trajectory is a path that allele i takes to allele j
with individual point mutations represented by xk (e.g. i→ x1 → x2 → x3 → j).
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All of the potential evolutionary trajectories in our study are displayed in Figure
1. Note that it is possible for the evolutionary trajectory to reach fitness peaks.
A peak in a fitness landscape is defined by an allele whose fitness value is greater
than any of its one-step mutational neighbors both forwards and backwards. The
peak can also be described as the local maximum in fitness values.

In this specific study, we focus on the drug pyrimethamine’s killing efficacy of P.
falciparum. This antifolate inhibits the dihydrofolate reducatase enzyme (DHFR)
in the parasite, which interferes with DNA synthesis and cell replication. Past
research has shown that genetic resistance to antifolates is attributed to specific
point mutations [4]. With time and through these point mutation events, the
parasite may mutate even more to confer greater fitness. Recent technological
advances have allowed us to measure the effects of mutations on drug resistance
individually and in all combinations [2]. This information helps us determine the
different evolutionary trajectories that the pathogen will most likely follow.

Four point mutations in the DHFR gene have been shown to cause pyrimethamine
resistance: N51I, C59R, S108N, I164L [4]. The letters on the left and right repre-
sent the amino acid code before and after the mutation while the number repre-
sents the amino acid position where the mutation happens. Our system is defined
by all combinations of these four point mutations represented in bitstring nota-
tion. We use a 1 to denote if the specific point mutation exists while a 0 to denote
the lack thereof. The positions are read left to right such that 0001 marks that
there is a mutation in the rightmost position (I164L). Thus, 0000 denotes the wild
type allele while 1111 denotes the most evolved allele.
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Figure 1: All possible evolutionary trajectories in our study of pyrimethamine
resistance evolution. In our study, we only consider direct trajectories. This means
that starting from the left side, with every mutational step, we can only transform
into an allele in a branch to our right dependent on the fitness advantage. All of
these alleles are in bitstring notation as described in Section 1.

1.2 Past Research on Pyrimethamine Resistance Evolution

This paper builds off research from two past papers, Brown et al. 2010 [5], and
Ogbunugafor et al. 2016 [13]. Brown et al. 2010 estimates pyrimethamine re-
sistance as the half maximal inhibitory concentration, or the IC50 concentration.
IC50 is defined as the concentration of drug inhibiting the growth rate by 50% as
shown in Figure 2 below. Using these IC50 values as proxies for fitness, they set
up evolutionary simulations to determine probabilities of fixation for all trajec-
tories from 0000 to 1111. Fixation refers to when the specified allele is the only
allele in the population.
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Figure 2: Growth rate curve of allele 0101 extrapolated from empirical data
(square data points). R00 is labelled as the growth rate when there is no drug
present. IC50 is extrapolated as the concentration value where growth rate =
R00

2 .

Ogbunugafor et al. 2016 adds some more nuance to Brown et al.’s treatment of
pyrimethamine resistance. Brown et al. assumes that IC50 is an accurate measure
of fitness. However, Ogbunugafor et al. models the evolution of pyrimethamine
resistance in different static environments to show that likely evolutionary tra-
jectories are dependent on environment [13]. They realized that IC50 values are
computed from a more thorough drug resistance assay. Thus, data regarding the
growth rates of alleles in varying concentrations and their respective evolutionary
implications were being hidden because of the use of IC50 as a fitness proxy. For
example, they show that the peak allele in an environment of 1µM pyrimethamine
is the allele 1110 while in an environment of 104µM pyrimethamine the peak allele
is 1111.

6



Sovijja Pou Page 7 of 28

Figure 3: Malthusian growth rate of all 16 alleles as a function of drug concen-
tration. The dotted black lines represent the range of concentrations that our
standard pyrimethamine regime ranges between (0.1− 1µM).

Figure 3 above shows the growth rate curves as a function of pyrimethamine con-
centration for all 16 alleles. We observe that many of the curves cross over in the
range of pyrimethamine concentrations. For the entire range of drug concentra-
tions, no one allele ever has the highest growth rate. Thus, these curves suggest
that the actual fitness landscape is more complicated than predicted from IC50

alone.

1.3 Our Approach

This raises the question of what pyrimethamine concentrations will P. falciparum
encounter? Per the FDA, the suggested dosage of pyrimethamine is 25 mg per
week [1]. Once ingested, pyrimethamine concentrations in the blood peak be-
tween hours 2 and 6. Pharmacokinetic studies of pyrimethamine conducted
by Weidekamm et al. 1982 give quantitative measures behind the behavior of
pyrimethamine inside a human body [1]. They measured the blood-drug concen-
tration at numerous time points of multiple human subjects taking the scheduled
dosage of pyrimethamine. These data points are shown in Figure 4. They observed
that pyrimethamine exhibits two-compartment pharmacokinetics. This means
that the drug enters a central component (e.g. the liver or plasma) and exchanges
with a peripheral component (e.g. muscle or fat) while simultaneously being elim-
inated [12]. They determined that one of the subject’s blood-concentration profile
was the most representative of the average response in the study, and showed a
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figure of their model overlaid on the recorded data points.

Figure 4: The data given by Weidekamm et al. 1982, are represented by the blue
points. Our model fitted onto the points is represented by the blue line. The
model obtained an r2 = 0.93 correlation value.

However, as described above, pyrimethamine blood concentration is never static
so the environment can never be static. Thus, this paper seeks to deepen our
understanding of the evolution of pyrimethamine resistance by considering the
effect of a dynamic and clinically relevant environment. We seek to prove that
IC50 is an inaccurate proxy for the measure of fitness. In many cases, the IC50 of
an allele is much higher than the blood-drug concentration will ever reach inside
the human body given a standard dosing schedule [1].

We initially formulate a mathematical model based on the pharmacokinetic data
given by Weidekamm et al. 1982. Then, using this concrete dynamic environment,
we simulate evolution and obtain all available accessible evolutionary trajectories.
Building on this idea of a dynamic environment, we assess the evolutionary im-
plications of changing drug dosage schedules (e.g. taking 12.5 mg twice a week)
or imperfect compliance (e.g. missing a dose).

Throughout our analysis of pyrimethamine resistance evolution, we use the Strong
Selection Weak Mutation (SSWM) assumption. This assumption maintains that
selective sweeps happen much quicker than the arrival of new mutations in the
population such that there are a maximum of two distinct alleles at any given time.
A selective sweep occurs when one allele has a high enough fitness advantage that
it eventually fixes in the population. Additionally, neutral and deleterious alleles
have no chance of fixing in the population. We also assume a constant population
size.

The general concern of this paper lies in our treatment of a dynamic environment
with population genetics. When the shift in environment occurs slower than the
time to fixation of a given allele, the current environment in which a mutation ar-
rived determines the mutation’s fate [11]. Likewise, when the shift in environment
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occurs much more rapidly than the time to fixation, the mutation’s probability
of fixation is determined by time-averaged fitness [11]. The dosing recommen-
dation of pyrimethamine is one dose (25 mg) a week. The generation time for
P. falciparum is around 48 hours [9]. Thus, the environment changes every 3.5
generations.

In the case of our 16 alleles, the largest fitness differential occurs at 10µM, between
allele 0000 and 1110. s0000→1110 = 2.012. The time to fixation in generations is
defined by the following equation provided by Desai et al. 2007 [3].

tfix ≈
2 ln (Ns)

s

N refers to the number of individuals in the population. A conservative estimate
for the number of P. falciparum parasites in an infected human is 109 [7]. We
obtain tfix ≈ 21 generations. Thus, because the environment changes at a much
faster rate than the time to fixation, we use the concept of time-averaged fitness
to conduct our population genetic analysis.

2 Methods

2.1 Pharmacokinetics of Pyrimethamine Drug Dosage Schedule

Weidekamm et al. 1982 provided pharmacokinetic data for pyrimethamine in the
form of blood-drug concentration at various time points in the dosage schedule. To
determine the range of blood-drug concentrations that the P. falciparum parasite
will experience, we modeled and performed non-linear regression on these data
points. Pyrimethamine exhibits two-compartment pharmacokinetics and is best
modeled by non-linear regression analysis of the following form.

Cp = Ae−at +Be−bt + Ce−kt

Weidekamm et al. 1982 tested 10 different subjects, and provided a more detailed
analysis of one representative subject in particular whose statistics best repre-
sent the average pharmacokinetics of pyrimethamine. Using WinNonLin 1.5, we
performed a best fit of the data points provided by the representative subject.

2.2 Empirical Data

This study uses growth rate assay data from transgenic Saccharomyces cerevesiae
carrying a combinatorially complete set of resistance mutations for P. falciparum
Dihydrofolate Reductase mechanisms conducted by Brown et al. 2010 [5]. Com-
binatorially complete refers to all combinations lacking and containing the four
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specified mutations (N51I, C59R, S108N, I164L). The allele 0011 is not viable
under any conditions and thus has an IC50 of 0.

2.3 Estimating Growth Rate from Empirical Data

The empirical data gives us growth rates at logarithmically increasing concen-
trations. However, for our purpose, we need a method to estimate Malthusian
growth rate at any given concentration. From the literature, Equation 1 is used
to generate logistic curves based on two parameters as a function of variable drug
concentration [13]. The first parameter, R00 is the growth rate of the allele when
[drug] = 0, which defines the y-intercept. The second parameter is IC50, which
defines the midpoint of the curve. c refers to a third parameter defining the slope
and shape of the logistic curve, which following the lead of others, we held con-
stant at -0.685 [13]. Thus, the function g(x) outputs Malthusian growth rate as
a function of x, log10(drug concentration).

g(x) =
R00

1 + exp ( IC50−x
c )

(1)

All drug concentrations (IC50 and x) are log10 transformed. The original drugless
growth rates were standardized by the slowest growing viable allele (1101), thus
1101 was assigned a drugless growth rate of 1.

2.4 Calculating Time-Averaged Mean Fitness

Malthusian and Wrightian fitness are defined by the two equations below, respec-
tively. Malthusian fitness, m, refers to an exponential growth rate where time
is a continuous measure. Wrightian fitness, w, refers to the average number of
offspring per individual, and is thus measured in discrete generations.

N(t) = emtN(0)

N(t) = wtN(0)

Both measures of fitness exhibit exponential growth, and they are logarithmically
related. The selection coefficient of allele i to allele j, sij , is calculated by Equation
3. sij is a quantitative measure of how much more fit allele j is than allele i. When
sij is negative, it means allele i is more fit than allele j and will thus be favored
for fixation. On the other hand, when sij is positive, it means allele j is more fit
than allele i.

m = lnw (2)
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sij =
wj − wi
wi

(3)

As previously mentioned, because the environmental change is much faster than
the time to fixation, the fitness of an allele is the time-averaged fitness over the
environments [11]. Since Wrightian fitness is a multiplicative process (children
having children), it is more relevant to use the geometric average instead of the
arithmetic average. However, by the relationship stated in Equation 2, m is the
natural log of w. Taking the logarithm of a product turns it into a sum. Equation
1 gives us Malthusian growth rate. Thus, to find average Malthusian fitness, we
take the arithmetic average of Malthusian fitnesses as a function of time. To find
the average Wrightian fitness, we simply exponentiate the average Malthusian
fitness.

m =
1

τ

∫ τ

0
g(C(t))dt

w = em

Since t is measured in hours, we set τ at a value that is hours per cycle. Thus,
this computes the average fitness in a full cycle.

2.5 Calculating Probability of Trajectory

Using the concept of selection coefficients in 2.4, we can calculate the probability
that a mutation will fix in the population. We use the methodology outlined in
Weinreich et al. 2006.

Earlier, we mention that we operate under SSWM assumptions, namely that the
time to fixation of a mutation is much smaller than the arrival of mutations. To
calculate the probability of realizing an entire trajectory is equivalent to multiply-
ing together the probability of each constituent mutational step in the trajectory.
The fixation of each allele is independent of the previous fixations [2].

To calculate the probability of an individual fixation event, we use the selection
coefficient. When sij is zero or negative, allele j is either at a fitness disadvantage
or has no advantage over allele i. Thus, allele j will never fix in the population
and pfix(ij) = 0. When sij is positive, the probability of fixation of allele j is given
by the following equation:

pfix(ij) = 1− e−2sij (4)

Once we calculate pfix(ij) for all mutational neighbors, we calculate probabilities of
trajectories by multiplying together all the individual pfix values in the trajectory.
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2.6 Implementing Sample Measurement Error

In computing Pfix in the previous section, we assume a fixed fitness landscape
defined by all 16 alleles’ R00 and IC50. In contrast, the provided data gives an
average R00 and IC50 in addition to their respective standard errors in measure-
ment. We incorporate the standard error into creating our fitness landscape. For
each allele in each fitness landscape, we sample from a normal distribution with µ
of its given mean and σ of its given standard error. Thus, by sampling from a nor-
mal distribution with these parameters, we are able to analyze multiple plausible
fitness landscapes in the given pyrimethamine dynamic environment.

In any one given fitness landscape, we sample R00 and IC50 for an allele i by

R00i ∼ N (µR00i , σ
2
R00i

)

IC50i ∼ N (µIC50i , σ
2
IC50i

)

3 Results

3.1 Modeling the Dynamic Environment with Pharmacokinetic
Pyrimethamine Data

In conjunction with the provided pharmacokinetic data of pyrimethamine, we used
WinNonLin 1.5 to fit our pharmacokinetic model to the data. The data provided
is representative of the concentration levels of a single dose of pyrimethamine.
The initial fit is shown in Figure 4 where the points represent the given data, and
the blue line represents our model described by

C(t) = 11.193e−0.40051t + 0.1723e−0.006777t − 11.364e−0.4146t

In this equation, concentration is given in mg/L, and t is in hours. We obtained
an r2 = 0.93 correlation value between observed and predicted values, thus giving
us confidence in our model.

However, a patient will likely take numerous doses of pyrimethamine during their
treatment of malaria. To account for this, we make t = t mod 168. The mod168
represents the hourly-length of a week. After 168 hours has passed, the patient
will take another dose and the cycle will restart. Also, we multiply by a factor
of 1/248710 to output the concentration as M instead of mg/L. This model is
described by Equation 5 and is shown in Figure 5 below. We will refer to this
regime as the single-dose assumption.

C(t) = (11.193e−0.40051(t mod 168) + 0.1723e−0.006777(t mod 168)

−11.364e−0.4146(t mod 168)) ∗ 1

248710

(5)
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Figure 5: The modeled pharmacokinetic equation of the normal FDA approved
dose (single-dose assumption) of pyrimethamine of blood-drug concentration (M)
as a function of time (hours).

Furthermore, pharmacokinetic theory also gives us the ability to model the effect
of multiple compounding doses [12]. In pyrimethamine’s case, and as we can see
in the model above (Figure 5), after 168 hours (the dosing interval), the drug does
not fully decay in the body. This residual drug concentration allows for build up
of the drug inside the body, and after taking enough subsequent doses, the drug
concentration eventually reaches an equilibrium cycle. We refer to this treatment
as the multiple-dose assumption, and the equation is shown in Equation 6 below.
This equation outputs concentration (M) as a function of time (hours). n refers
to the dose number that is currently being taken. τ refers to the length of the
dosage period (168 in this case) while t refers to the total time. Similarly, the
graph is shown in Figure 6

C(t)multi = (11.193[
1− e−0.40051nτ

1− e−0.40051τ
e−0.40051(t mod 168)]

+0.1723[
1− e−0.00677nτ

1− e−0.006777τ
e−0.006777(t mod 168)]

−11.364[
1− e−0.4146nτ

1− e−0.4146τ
e−0.4146(t mod 168)]) ∗ 1

248710

(6)

While the multi-dosing assumption provided a more biologically realistic model,
the necessary additional arithmetic was too cumbersome for little extra nuance.
The function outputs concentration (M) as a function of time (hours). For the
rest of the paper, unless otherwise stated, we use the pharmacokinetic equation
without the multi-dosing assumption as our dynamic environment, which is shown
in Equation 5.
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Figure 6: The modeled pharmacokinetic equation of the normal FDA approved
dose of pyrimethamine of blood-drug concentration (mg/L) as a function of time
(hours) with the multi-dose factor. We observe a build-up of residue after every
weekly dose. This residue eventually reaches equilibrium after around 5 doses.

3.2 Evolutionary Impact of Standard Pyrimethamine Dose Dy-
namic Environment

3.2.1 Comparing Dynamic Environment Treatment to IC50 Proxy

We used the previously defined Equation 5 to define our dynamic environment.
Assuming no error in the sample measurements, the computed time-averaged
fitness values for the multi-dose and single dose assumptions were largely similar.
The only alleles that switched ranks were 0101, 1001, and 1011. In this case, ranks
were studied rather than absolute fitness values, as a change in ranks would be the
only plausible way to affect plausible evolutionary trajectories. To measure the
correlation between these two different environments and their effects on ranks,
we calculated Spearman’s ρ. Thus, we asked, is there a statistically significant
relationship between the fitness ranks in a single-dose assumption environment
and the fitness ranks in a multi-dose assumption environment? We obtained a
Spearman’s ρ = 0.9794 indicating that the relationship was very strong. As a
whole, the multi-dose assumption drove fitness values down as the environment
(pyrimethamine concentration) tended upwards by half an order of magnitude.

Next, we incorporated the error present in the sample measurements. We ran
100,000 trials of the fitness landscapes and calculated time-averaged fitness of
each allele for each landscape. These fitness values are listed below in addition to
their ranks and compared to IC50 ranks.
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Figure 7: Average fitness values over the 100,000 trials, the corresponding ranks,
and the ranks corresponding to IC50 measurements from Brown et al. 2010.

A fair bit of rank swapping was observed when the IC50 ranks from Brown et al.
2010 were compared to the calculated average fitness rank with the pharmacoki-
netic function. However, the most important rank swaps were observed in the
identity of the fittest allele. With the IC50 proxy, the most evolved allele (1111)
is the most fit allele. However, under the time-averaged fitness model, the triple
mutant (1110) is the most fit, while 1111 is the 4th fittest as shown in Figure 7.

When comparing the time-averaged fitness ranks to IC50 ranks from Brown et al.
2010, a Spearman’s ρ = 0.8765 was achieved. Thus, the basic trends and intuitions
from the IC50 treatment are still valid. However, it obscures the complexity of
the fitness landscape, and more crucially, inaccurately labels the fitness peaks in
the landscape. In Figure 8 below, we also plot the absolute time-averaged fitness
values vs. log10 IC50 values with error bars.
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Figure 8: Time-Averaged fitness values vs. log10 IC50 values from Brown et al.
2010 with error bars for all 15 alleles. Allele 0011 is not viable and thus has a time-
averaged fitness of 0, and an IC50 of 0. The allele with the highest time-averaged
fitness is 1110, while the allele with the highest log10 IC50 is 1111.

3.2.2 Calculating Probabilities of Evolutionary Trajectory

In order to calculate probabilities of evolutionary trajectories, we needed to un-
derstand the peaks of the fitness landscape. The overall frequency of each allele
as a fitness peak over the 100,000 trials are listed below.

Figure 9: The fraction of times over the 100,000 trials that each allele was a fitness
peak.
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Figure 10: This figure shows the fraction of times over the 100,000 trials that
there were 1, 2, or 3 peaks. We also show which alleles were most frequently the
peaks for their respective landscape.

The allele with the greatest time-averaged fitness, 1110, is also the most likely
allele to be a peak in our landscape. Also of note, is that the most evolved allele,
1111, is very rarely the peak in our trials.

When probabilities of evolutionary trajectories are calculated, we are unable to
compare full-length trajectories like the ones seen in Brown et al. 2010 [5]. Be-
cause 1111 had the highest IC50, and thus was a fitness peak, probabilities of
evolutionary trajectory were calculated to that allele. Instead, given that our
most frequent peak was the triple mutant 1110, evolutionary trajectories will in-
stead be directed towards 1110 instead of 1111. In our case, 1111 will almost
never be realized because s1110→1111 < 0 for most of the trials. Therefore, we
have no direct comparison of probabilities of evolutionary trajectory from our
standard dosage modeled dynamic environment treatment to the IC50 treatment.
The only direct comparisons we can make regard the identity of the fitness peaks
themselves.

We attempted to calculate probabilities of trajectories to the most frequently
occurring peak compositions as seen in Figure 10. However, we failed to obtain
totally complete results as we only looked for direct trajectories. Our analysis
assumed that each mutational step could only add a mutation as described in
Figure 1. However, after calculating these probabilities, they did not sum to 1.
We realized that our failure to consider indirect trajectories led us to incomplete
results. For example, we list a plausible indirect trajectory with each allele’s rank
in parentheses from Figure 7

0000(15)→ 1000(14)→ 1100(11)→ 1101(8)→ 1111(4)→ 1110(1)

Thus, each path in the trajectory increases time-averaged fitness. However, to
get from allele 1111 to allele 1110, we require a reversion from 1111 to 1110. In
future studies, we would like to implement this concept of indirect trajectories to
calculate all plausible probabilities of trajectories to our fitness peaks. This work
to determine all plausible indirect trajectories given a fitness landscape has already
been completed by another undergraduate colleague, Amanda Zajac. Thus, I
would just need to supplement my framework with hers to obtain our desired
results.
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Another issue that we ran into was that the peak composition changed often
among trials. To continue our studies, we need a method to determine which
trajectories are viable given the fitness landscape to store and accurately compute
probabilities of trajectories. For the end result, we would like to compute all
probabilities of trajectories given the 100,000 fitness landscapes.

3.3 Variability in Dosing Schedule Influence on Evolutionary Out-
come

After understanding the evolutionary implications stemming from a standard
pyrimethamine dosage schedule, we explored a variety of dynamic environments.
Our focus initially lay in two major real-wrold issues: alternative clinical drug
dosage and patient non-compliance. We speculated that changing the frequency
and amount of dosage could influence evolutionary trajectories and the identi-
ties of the peak alleles. In this sense, we thought one could avoid particularly
troublesome alleles, or halt evolution to resistant alleles altogether.

In simulating the pharmacokinetics of a changed drug schedule, we operated under
a couple key assumptions. The first assumption was that the total amount of
drug taken per week stayed constant and equivalent to the FDA approved 25 mg
a week. It follows that the mean drug concentration stays the same throughout
all changed drug schedules. The second assumption was that the area under
the curve (AUC) from the standard drug dosing schedule stayed constant. The
AUC is a pharmacokinetic measure for the actual body exposure to the drug and
is equivalent to

∫ 168
0 C(t)dt. Thus, to accommodate, we changed our frequency

of dosage (mod168) to our desired frequency, (modk), and then multiplied by a
constant z. Our desired frequency, k, is equal to the number of hours between
each dose. z is the equalizing factor such that

∫ 168
0 C(t)dt = z ∗

∫ 168
0 C(t)newdt.

C(t)new = (11.193e−0.40051(t mod k) + 0.1723e−0.006777(t mod k)

−11.364e−0.4146(t mod k)) ∗ z
(7)

Ultimately, under these constraints, we found that adding more frequent doses
decreased variance in drug concentration, while a decreasing number of doses in-
creased variance. Increasing the frequency of doses until the doses were infinites-
imally small is equivalent to giving a constant dose throughout the 168 hours.
This constant concentration of drug was simply the average value of the function:

1
168

∫ 168
0 C(t)dt. We named this regime, the IV drip method as it most resembled

an IV drip regulating drug exposure for a patient. To gain intuition into the effect
of changing dosage schedules, we looked at two contrasting regimes. One was the
normal FDA recommended dosage and the other was the IV drip approach.

18



Sovijja Pou Page 19 of 28

In our time regime (fast change in environment compared to fixation time of
any allele), we inquire about the effect of changing dosage schedules. Given our
assumptions, we more specifically ask about the influence of variance in drug
concentration while holding the mean concentration constant. Jensen’s Inequality
helps us to realize and understand these evolutionary implications.

Jensen’s Inequality states that for a convex function, f(x), the average of the
function is always greater than or equal to the function of the average. And
similarly, the reverse of the inequality is true for a concave function. The equation
listed below provides the inequality for a concave function.

n∑
i=1

pif(xi) ≤ f(
n∑
i=1

pif(xi))

The concentration values are log transformed in Equation 1. In finding the average
concentration IV drip value, we take the average of log10C(t) instead of the
log10C(t). The logarithm function is also concave so taking the former expression
gives us a correct lower average concentration value of −6.40061. Thus, for the
IV drip regime, the x used in Equation 1, is at a constant −6.40061.

For all alleles except for 0000 and 0011, the drug concentration range of 1 −
10µM lies in the concave part of the growth rate vs. concentration curves seen
in Figure 3. Thus, we expect that an environment with higher variance in drug
concentrations (normal drug dosage) will have a lower time-averaged fitness than
an IV drip environment. Referring to Figure 3, in a linear function, a unit increase
or decrease in drug concentration results in the same magnitude of change in
growth rate. However, for a concave function (the area specified by the two
dotted lines in Figure 3, a unit increase in drug concentration decreases growth
rate more than a unit decrease in drug concentration increases growth rate. Given
a constant µ drug concentration for both regimes, the average growth rate from a
drug concentration environment with higher variance will be less than the average
growth rate from a non-variant IV drip.

To confirm our intuitions from Jensen’s Inequality in relation to our problem, we
calculated time-averaged fitness for each allele given the standard dosage and the
IV drip regime. Their values and their relationship are shown in Figures 11 and
12 below.

Using our findings from Jensen’s Inequality in relation to our problem, we calcu-
lated time-averaged fitness for each allele given the standard dosage and the IV
drip regime. Their values and their relationship are shown in the figure below.
As illustrated, the IV drip regime makes small changes to fitness values. Thus,
because the ranks don’t change, the identities of the selectively accessible trajecto-
ries don’t change. Additionally, selection coefficients aren’t likely to change much
due to the slightly changed fitness values so each trajectory’s relative probability
only changes very slightly.
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Figure 11: Comparison of fitness results from the standard regime and the IV
drip regime. We observe that Jensen’s Inequality does uphold for all alleles.
More specifically, for all alleles, the standard regime time-averaged fitness ≤ IV
drip time-averaged fitness.

Figure 12: Comparison of fitness results from the standard regime and the IV
drip regime and their corresponding linear regression.

The consequences of patient non-compliance with the drug dosage schedule, is
equivalent to that of our treatment of different drug dosage schedules as described
above. Given that the overall AUC stays constant, if a patient misses a dose one
week and takes two the next week to make up for it, then it simply is an overall
net increase in the variance in drug concentrations. As we will see in Section 3.4,
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variance would have to be rather high to impact evolutionary trajectories. In a
hypothetical situation, it may be possible for non-compliance to reach a level that
simulates rather high variance.

3.4 Dosing Schedule Speculation and its Evolutionary Implica-
tions

In our case, all of the alleles were concave at the clinically relevant concentration
range. However, we can imagine that if some alleles were concave and some alleles
were convex in their growth function, then we could observe rank switching and
thus possible changes in evolutionary trajectories. As mentioned previously, in
our analysis of the data set, increasing and reducing variance in the drug dosage
schedule had minimal evolutionary effects. We took the liberty of asking the
question, ”What kind of dosage schedule and parameters would it take to have
different dosing schedules influence evolution?”

To tackle this problem, we formalized it as comparing the sign of the selection
coefficient between two alleles, allele i and allele j. To simplify the dosing sched-
ule, we modeled the pharmacokinetic function as a step function with mean, µ,
and step size, 2ω. We then calculated time-averaged fitness of the two alleles us-
ing these newly modeled pharmacokinetics, and calculated selection coefficients.
Thus, there were 6 parameters to keep track of: IC50i, IC50j , R00i, R00j , µ, and
ω. In Equation 1, the parameter controlling the slope of the logistic curve stays
constant. This simplifies our analysis of the other 6 parameters because of the
static shape of the logistic curve.

At the base case, when R00i = R00j and IC50i = IC50j , sij = 0 always because the
two alleles have equal parameters for determining their growth rate. Similarly,
when R00i < R00j and IC50i = IC50j , then sij > 0 because of the static slope
of the logistic curve. The y-intercept of the growth curve for allele i is lower
than allele j’s. For all concentrations, wj > wi. Likewise, when R00i = R00j and
IC50i < IC50j , then sij > 0 because of similar reasoning. The midpoint of allele
i occurs at a lower concentration than that of allele j. For all concentrations,
wj > wi. And finally, when both R00i < R00j and IC50i < IC50j , then sij > 0
always. All of these situations are illustrated in Figure 13 below.
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Figure 13: Growth rate curves for allele i and j with their corresponding param-
eters. Top Left: R00i < R00j and IC50i = IC50j . Top Right: R00i = R00j and
IC50i < IC50j . Bottom: R00i < R00j and IC50i < IC50j

While the above result is consistent with our intuition, we were particularly in-
terested when the parameter inequalities were switched. For example, looking at
evolutionary trade offs when R00i < R00j and IC50i > IC50j . In Figure 14 below,
we graph this situation using two real alleles, 0000 and 0010: R00(0000) > R00(0010)

and IC50(0000) < IC50(0010). The growth rate vs concentration plot shows the over-
lap in the curves suggesting that we can observe a change in the sign of the selec-
tion coefficient. This switch is visualized by the 3-D plot where the orange plane
represents S0000→0010 while the flat blue plane represents when S0000→0010 = 0.
When the orange plane crosses the blue plane, there is a switch in the sign of the
selection coefficient. The selection coefficient plane is calculated as a function of
two variables, µ and ω.

22



Sovijja Pou Page 23 of 28

Figure 14: Plot of S0000→0010 as a function of µ and ω. The orange plane represents
S0000→0010 while the flat blue plane represents when S0000→0010 = 0 to highlight
areas where the selection coefficient switches signs. The lowest variance required
to incur a sign switch is on a log order of 3. We also include a plot of the growth
rate vs. concentration for the two alleles to better illustrate the overlap in the
logistic curves.

Starting from the bottom of the graph, when µ = −10, we observe that a step
size of 2ω = 14 is required to incur a sign switch in the selection coefficient. Note
that our equations are in log10 order, so this step size is very large. As µ moves
closer to the IC50 values (where the logistic curves cross and are concave), the
variance required to affect a change in selection coefficient drops. When µ = −5,
we require a step size of 2ω = 6, which is much smaller but still large. Then, as µ
increases past the IC50 values, the variance required to affect a change increases
again. For comparison, in the standard pyrimethamine regime µ = −6.4 and
2ω = 1.

23



Sovijja Pou Page 24 of 28

As µ strays higher or lower than the IC50 values, a higher variance is required
to initiate a sign switch. This makes intuitive sense as the selection coefficient is
able to switch signs at the concentration range where growth rate curves intersect.
Thus, not only does the difference in IC50 values matter, but also where µ is
relative to those values.

4 Discussion

Our study focused on modeling a dynamic drug environment and using those
results to further inspect evolutionary trajectories of pyrimethamine resistance.
The evolutionary pathways as well as the most frequent peak alleles (1110 and
1001) are also found in nature [4]. Specifically, the 1110 allele has been reported
in areas that use pyrimethamine therapies and have developed pyrimethamine re-
sistance [4]. However, unlike previous work, our findings show that triple mutants
like 1110 and 0111 aren’t simply stepping stones to the most evolved allele 1111,
but rather the triple mutants are local fitness peaks. In fact, the triple mutant
1110, will almost always be the peak because it has the highest drugless growth
rate and the second highest IC50 to 1111. Thus, using IC50 as a proxy for fitness
obscures these triple mutant peak alleles and claims that any allele will climb
towards the 1111 peak. Instead, growth rates should be used to represent fitness.

In our model, we opted for a combination of biological realism and simplicity. We
attempted to model the complete dynamic nature of blood-drug concentrations
by using the multi-dose assumption (Equation 6). Although we were successful
in this, the arithmetic required became rather complicated, and the assumption
added little extra nuance. The rank switches observed in the alleles did not affect
any of the most frequent peak identities. However, they could have an effect on
our calculation of probabilities of trajectories. These results are shown in Figure
15 below.

Figure 15: Alleles that switched ranks as a consequence of switching from the
multi-dose assumption to single-dose assumption.

We were able to study fitness landscapes more specifically by using this dynamic
environment approach. Although in this case study, our studies on variability on
drug dosage schedule had no significant effects. We did observe that the mean
of the drug concentration as well as its relative distance to the values of IC50 do
matter.
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Furthermore, we now have a framework to analyze and predict the effect of drug
dosage variance on evolution. In the real world, the only two parameters a clinician
can change are the previously described µ and ω by changing the drug dosage
amount and frequency.

Finally, we also offer a method for modeling the selective accessibility of alterna-
tive mutational trajectories whenever environments vary in time. However, to do
this, we must have data on growth rate across all environments.

5 Further Studies/Limitations

In Section 3.4, we provide rough parameter constraints that have an effect on
the evolutionary trajectories. I would like to further quantify the relationships
between the parameters of IC50i, IC50j , R00i, R00j , µ, and ω. Furthermore, an-
other parameter to change would be the slope parameter in Equation 1. Although
it’s likely for the dose response curve to have the same shape for the same drug,
mathematically exploring the effect of the slope could yield new insights.

As parasite populations may be as large as 1011 or even greater, it is unlikely for
SSWM assumptions to uphold [7]. That is, there will likely be numerous alleles
in the population at any given time. We have already ascertained that 1110 is
the peak. However, by relaxing SSWM assumptions and assuming there can be
more than 2 alleles in the population at any given time, it would be interesting
to look at population composition and evolutionary dynamics.

Another path forwards would be looking at the time to fixation. More specifically,
we could look at predicting the time until the population or allele reaches a certain
growth rate. If we are concerned about human health, the body doesn’t discern
between different alleles but rather is affected by the overall parasite load. It
would be interesting to see the relationship between time to a certain growth rate
and dynamic environments.

Given that our population size is so large, the environment changes at a rate much
faster than the time to fixation. However, in an organism like a mosquito, the P.
falciparum parasite load carried is much smaller than the load carried in a human
body [10]. Thus, revisiting the evolutionary dynamics as a result of overlapping
time to fixation and environmental change could reveal more insights.

6 Supplemental Information

The pyrimethamine growth rate data came from Brown et al. 2010. All MATLAB
code, Mathematica code, and the data sets used are available in the Weinreich
Lab github.
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