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Summary
The analysis and optimization of complex multiphysics systems presents a series
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necessitates the use of costly high-fidelity solvers to accurately simulate the
coupled multiphysics. In this paper, we put forth a data-driven framework
to address these challenges leveraging recent advances in machine learning.
We combine multifidelity Gaussian process regression and Bayesian optimization to construct probabilistic surrogate models for given quantities of interest
and explore high-dimensional design spaces in a cost-effective manner. The
synergistic use of these computational tools gives rise to a tractable and general framework for tackling realistic multidisciplinary optimization problems.
To demonstrate the specific merits of our approach, we have chosen a challenging large-scale application involving the hydrostructural optimization of
three-dimensional supercavitating hydrofoils. To this end, we have developed
an automated workflow for performing multiresolution simulations of turbulent multiphase flows and multifidelity structural mechanics (combining
three-dimensional and one-dimensional finite element results), the results of
which drive our machine learning analysis in pursuit of the optimal hydrofoil
shape.
K E Y WO R D S
Bayesian optimization, fluid-structure interaction, machine learning, multifidelity, multiphysics,
supercavitation

1

I N T RO DU CT ION

The analysis and optimization of complex engineering systems presents a series of challenges that limit the practical use of
computational tools. Although computational models with controlled accuracy are now well established as analysis tools,
they are often very expensive to evaluate, especially when employed for the solution of coupled multiphysics processes.
This high computational cost, in conjunction with the large combinatorial space of possible design arrangements, renders
a first-principles approach to design optimization very challenging.
Int J Numer Methods Eng. 2018;1–24.
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The field of multidisciplinary optimization has witnessed great developments and progress over the last two decades.
There exists a large body of literature that can mainly be segregated into two main methodological approaches, namely,
monolithic and distributed architectures according to a recent comprehensive review.1 Although many of the existing
multidisciplinary optimization methods1-3 are flexible enough to replace physics-based analysis tools by surrogates or
metamodels, most of them lack a rigorous (eg, not using a domain-specific or ad hoc strategy) and efficient formulation to capture uncertainties due to multifidelity metamodel approximations and the associated uncertainty arising
from variable-fidelity data acquisition strategies in the context of both “gradient-free” and “gradient-based” multidisciplinary design optimization. Also, recent advances in large-scale (ie, involving increasingly larger numbers of design
variables) metamodel building via machine learning4 and Bayesian techniques5 are not yet fully reflected in the current
multidisciplinary design optimization literature.1,3
The current work aims to set foot exactly at this capability gap by putting forth a set of cross-cutting computational tools
that mitigate these challenges and help us develop a general framework for multidisciplinary design under uncertainty.
Specifically, we will leverage recent advances in probabilistic machine learning to synthesize predictions from different
multiphysics models of variable fidelity, discover the cross-correlation structure between different objectives, and exploit
it in order to effectively navigate high-dimensional design spaces in pursuit of feasible and/or optimal configurations with
quantified uncertainty.
Multifidelity optimization models have been already presented in the aeronautical field. For example, Choi et al performed a shape optimization analysis constructing a hierarchical multifidelity response surface efficiently combining a
linear panel model with multiresolution Navier-Stokes solvers.6 To the best of our knowledge, this is the first time such
tools are applied for multidisciplinary shape optimization; here, we demonstrate this new framework for the challenging
problem of optimization of three-dimensional (3D) supercavitating hydrofoils. In this study, we employ a multiresolution approach based on the 3D unsteady Reynolds-averaged Navier-Stokes (URANS) equation and (3D and 1D) finite
element method (FEM) simulations to construct a family of probabilistic multifidelity surrogate models for different
hydrodynamic and structural quantities of interest (QoIs). In particular, simulation outputs are blended together using
multifidelity Gaussian process (GP) regression7-11 to build response surfaces for quantities such as the drag-over-lift ratio
and maximum stress, while quantifying the uncertainty associated with the surrogate model predictions. Optimal shapes
are then identified through a Bayesian optimization loop that allows us to keep the high-fidelity model evaluations at a
minimum. By exploiting the cross-correlation structure between low- and high-fidelity predictions, we can effectively use
low-resolution simulations on a very large set of design samples and, therefore, reduce the overall optimization cost by
orders of magnitude.
Although the proposed set of tools is generally applicable to any multidisciplinary optimization setting, here, we have
chosen to demonstrate their effectiveness through the lens of a multidisciplinary design problem that reflects many
of the grand challenges often encountered in realistic applications. To this end, we consider the hydrostructural optimization of 3D supercavitating hydrofoils, a problem that is severely hampered by the inherent flow complexity that
needs to be resolved in order to accurately predict the hydrofoil's hydrodynamic and structural performance. As in many
design optimization problems of practical interest, this complexity renders the use of costly high-fidelity simulation tools
hopeless and necessitates the use of sufficiently accurate approximations. The proposed multidisciplinary Bayesian multifidelity (MDBMF) framework aims to construct a computationally efficient methodology for blending variable-fidelity
data toward constructing accurate probabilistic response surfaces for multidisciplinary QoIs and facilitating the judicious
acquisition of new information toward discovering optimal design configurations.
This paper is organized as follows. In Section 2, we present the nonlinear regression framework based on GPs used
for the construction of hydrodynamic and structural surrogate models. In Section 3, we present the hydrostructural optimization problem, and in Section 4, we describe the parametric model used for the definition of the design space. In
Sections 5 and 6, we present the simulation framework adopted for the prediction of hydrodynamic and structural QoIs,
respectively. Finally, we present the optimization results and design candidates in Section 7, together with a discussion
of the achievements and future directions in Section 8.

2

NONLINEAR REG RESSION WITH GAUSSIAN PROCESSES

The core capability of the proposed framework consists of the formulation of probabilistic surrogate models that are capable of blending low- and high-fidelity simulations. This essentially allows us to infer high-fidelity flow predictions by using
information provided by lower-fidelity models and enables high-fidelity shape optimization studies in high-dimensional
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design spaces for complex fluid dynamic problems, such as the one we present here. A similar two-dimensional (2D)
hydrofoil design optimization problem, performed using a differential evolution algorithm, required more than 60 000
steady-state potential flow simulations in order to achieve an optimal shape in a multidimensional design space.12 The
complexity of the 3D, unsteady, turbulent, multiphase flow pattern requires modeling accuracy that steady-state potential
flow solvers cannot provide. At the same time, the number of computational fluid dynamics (CFD) simulations necessary
to achieve convergence using a conventional genetic algorithm represents a significant bottleneck in existing optimization
problems.
Here, the use of GP regression allows us to construct probabilistic surrogate models and effectively glues them together
to approximate QoIs in a multidisciplinary setting. To this end, assume that we have a data set comprising of input/output
pairs  = {(x i , 𝑦i )Ni=1 } = {X, y} (eg, X is a set of given parametric hydrofoil shapes, and y is their corresponding lift
coefficient), and our goal is to infer a latent function f such that
y = 𝑓 (X) + 𝜖.

(1)

Here, X is considered to be a matrix in ℝN×D containing the N input points at which we have observed the outputs y ∈
ℝN×1 . Moreover, 𝜖 is a noise process that may be corrupting our observations of y. For simplicity, here, we assume that 𝜖
is Gaussian and uncorrelated, ie, 𝜖 ∼  (𝟎, 𝜎n2 I), where 𝜎n2 is an unknown variance parameter that will be learned from
the data, 0 is a zero column vector of size N, and I is the N × N identity matrix.
Starting from a zero-mean GP prior assumption on f, ie, 𝑓 (x) ∼ (𝟎, k(x, x ′ ; 𝜃)), our goal is to first identify the optimal
set of kernel hyperparameters and model parameters, Θ = {𝜃, 𝜎n2 }, and then use the optimized model to perform predictions at a set of new unobserved locations x∗ . A central role in this process is played by the covariance kernel function
k(x, x ′ ; 𝜃) that depends on a set of hyperparameters 𝜃 and encodes any prior belief or domain expertise we may have about
the underlying function f. Here, in the absence of any domain-specific knowledge, we have used the squared exponential
covariance kernel with automatic relevance determination weights that account for anisotropy with respect to each input
design variable.7
Model training is performed through minimizing the negative log-marginal likelihood of the GP model.7 In our setup,
the likelihood is Gaussian and can be computed in a closed analytical form
Θ∗ = arg min (Θ) ∶=
Θ

)−1
1
N
| 1 (
|
log |K + 𝜎n2 I | + yT K + 𝜎n2 I y + log(2𝜋),
| 2
|
2
2

(2)

where K is an N × N covariance matrix constructed by evaluating the kernel function k(·, ·; 𝜃) at the locations of
the input training data in X. The minimization here is carried out using the quasi-Newton optimizer limited-memory
Broyden-Fletcher-Goldfarb-Shanno with random restarts.7,13 Finally, once the model has been trained on the available
data, we can compute the posterior predictive distribution at a new location x∗ , namely, p(y∗ |x ∗ , ) ∼  (𝜇(x ∗ ), Σ(x ∗ )),
by conditioning on the observed data as
(
)−1
𝜇(x ∗ ) = k(x ∗ , X) K + 𝜎n2 y

(3)

(
)−1
Σ(x ∗ ) = k(x ∗ , x ∗ ) − k(x ∗ , X) K + 𝜎n2 k(X, x ∗ ).

(4)

Here, we must emphasize the use of GPs as flexible prior distributions for Bayesian regression of deterministic nonlinear functions. It is well known and understood that GPs offer a flexible class of prior distributions over function spaces
and provide a concrete formulation for Bayesian nonparametric regression.14 Under the central limit theorem, one can
rigorously prove that GPs can be obtained as the infinite limits of deep neural networks (ie, neural networks with multiple
layers, an infinite number of neurons per layer, and a Gaussian prior on their weights).15,16 Moreover, rigorous statistical
consistency estimates can be obtained using the approximation theory in reproducing kernel Hilbert spaces.17 Therefore, our choice of employing a GP prior for approximating the nonlinear function f in Equation (1) is reasonable, as this
choice allows us to approximate smooth yet arbitrarily complicated functions in high dimensions. A need for a more
complex non-Gaussian prior would only arise in cases where f would have jump discontinuities (leading to a bimodal
distribution of y for a given x) or in cases where our observations are corrupted by a non-Gaussian noise process. Such
cases are not relevant to our study as our QoIs are smooth functions of their inputs and our observations y are outputs of
deterministic computer simulations. Therefore, the reader should hereby note the difference between modeling stochastic
phenomena using Gaussian distributions (which is not relevant to this study) versus approximating smooth deterministic
functions using Bayesian nonparametric regression with GP priors, which is the main building block of this study.
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The key motivation for adopting a Bayesian approach to approximate deterministic functions stems from the central
role played by the quantification of the uncertainty associated with our surrogate model predictions. This uncertainty
can reflect both any bias in the training data and the uncertainty inherent to the prior modeling assumptions themselves. Besides offering a quantitative mechanism for assessing model inadequacy, this is key to facilitating the judicious
acquisition of new information within an optimization loop, as we discuss in Section 2.2.

2.1

Multifidelity modeling

The aforementioned workflow can be straightforwardly extended to handle cases involving data that originate from different information sources of variable fidelity.8,11,18 For simplicity, here, we outline the process corresponding to two levels
of fidelity, although this can be generalized to arbitrarily many levels. In a two-level multifidelity setting, we observe data
NL
NH
}, {(x Hi , 𝑦Hi )i=1
}] = {X, y}, where (xL , yL ) and (xH , yH ) are input/output pairs generated by a low- and
 = [{(x Li , 𝑦Li )i=1
a high-fidelity model, respectively, typically with NL >> NH . Then, our goal is to set up a multivariate regression framework that can return accurate high-fidelity predictions while being primarily trained on low-fidelity data. To do so, we
consider the following multi-output GP regression model first put forth by Kennedy and O'Hagan11 :
yL = 𝑓L (x L ) + 𝜖L

(5)

yH = 𝑓H (x H ) + 𝜖H

(6)

𝑓H (x) = 𝜌𝑓L (x) + 𝛿(x)
𝑓L (x) ∼ (0, kL (x; x ′ ; 𝜃L ),
𝛿(x) ∼ (0, kH (x; x ′ ; 𝜃H ),

(7)
(
)
𝜖L ∼  𝟎, 𝜎n2L I

(8)

(
)
𝜖H ∼  𝟎, 𝜎n2H I .

(9)

Here, fL (x) and 𝛿(x) are considered to be two independent GPs, and 𝜌 is a scaling parameter that is learned during model
training along with the variances 𝜎n2L and 𝜎n2H that potentially corrupt the low- and high-fidelity data, respectively. As a
consequence of the autoregressive assumption in Equation (7), the joint distribution of the low- and high-fidelity data
inherits the following structure:
])
([ ] [ (
)
(
)
[
]
𝜌kL x L , x ′H ; 𝜃L
kL x L , x ′L ; 𝜃L + 𝜎𝜖2L I
yL
𝟎
(
)
(
)
(
)
.
(10)
y= y
∼
𝟎 ,
H
𝜌2 kL x H , x ′H ; 𝜃L + kH x H , x ′H ; 𝜃H + 𝜎𝜖2H I
𝜌kL x H , x ′L ; 𝜃L
Evidently, the covariance of y now has a block structure, where the diagonal blocks model the data in each fidelity level
and the off-diagonal blocks model the cross-correlation structure between different levels of fidelity. Model training and
posterior predictions can now be performed by using the concatenated low- and high-fidelity data along with this block
covariance matrix structure replacing K in Equations (2)-(4). Specifically, the minimization of the log-marginal likelihood
in Equation (2) will return the optimal set of model parameters and hyperparameters, namely, Θ = {𝜃L , 𝜃H , 𝜌, 𝜎n2L , 𝜎n2H },
which can be subsequently used to perform posterior predictions using Equations (3) and (4).
The main cost associated with the construction of the multifidelity surrogates comes from inverting the dense covariance matrices appearing in the objective function that we optimize during model training (see Equation (2)). This cost
scales cubically with the total number of training points, thus introducing a severe computational bottleneck in cases
where a vast number of data exist. This limitation of GP regression has been effectively mitigated by algorithms presented
in a recent body of literature,18-21 although we must underline that in this study, we are forced to operate in a data-scarce
regime due to the very high cost of obtaining training data from complex large-scale CFD simulations.

2.2

Bayesian optimization

Our final goal is to optimize a given set of black-box and expensive to evaluate QoIs subject to black-box constraints.
Bayesian optimization22 provides an effective formalism for efficiently tackling such problems, keeping the number of
expensive function evaluations at a minimum. In our case, computational expediency is further enhanced by leveraging
low-fidelity observations, and the multifidelity surrogate posterior distribution can be exploited to design an effective sampling strategy for identifying a globally optimal solution. Specifically, having trained a set of multifidelity GP surrogates
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for our objective QoIs and constraints, we can optimize a data acquisition policy that aims to balance the exploration versus exploitation trade-off in the design space.22 Here, we have chosen the constrained expected improvement acquisition
function23 that takes the explicit form
K
∏
𝛼(x) = EI(x) Pr (k (x)) ,
(11)
k=1

where Pr((x)) denotes the probability of each of the K constraints to be satisfied as predicted by the probabilistic surrogate
modeling each constraint k (x). Moreover, EI(x) is the classical expected improvement acquisition function,22 which, in
the case of a Gaussian posterior, takes the form
EI(x) = 𝜎(x) [z(x)Φ(z(x)) + 𝜙(z(x))] ,
𝑦

(12)

−𝜇(x)

where z(x) = min𝜎(x) , 𝜇(x) and 𝜎(x) are the posterior mean and standard deviation (see Equations (3) and (4)), and 𝑦min is
the minimum value of the objective observed so far. Consequently, at the nth iteration of the Bayesian optimization loop,
we will choose the next point to evaluate our high-fidelity solver as
x n+1 = max 𝛼(x).
x

(13)

Although this optimization problem is still highly nonconvex, 𝛼(x) is cheap to evaluate, and its gradients with respect to
x are available, such that we can effectively employ a quasi-Newton gradient descent algorithm such as limited-memory
Broyden-Fletcher-Goldfarb-Shanno with multiple random restarts13 or more sophisticated global optimization techniques
such as the covariance matrix adaptation evolution strategy.24

3

PROBLEM DEFINITION A ND SOLUTION STRATEGY

The supercavitating hydrofoil presented in this study is meant to partially sustain the weight of the small waterplane area
twin hull (SWATH) vessel when operating in foil-borne mode. The major part of the required lift (approximately 80%) is
generated by a set of four supercavitating hydrofoils, whereas the remaining part (approximately 20%) is developed by a
cambered superstructure consisting of a trapezoidal wing sustained by the four struts of the SWATH.26 An initial estimate
of approximately 32 tons of total weight needs to be sustained by the lift generated by the set of four supercavitating
hydrofoils when working in foil-borne mode (see Figure 1). In this operating condition, the consistent pressure field
induces structural loads that can possibly compromise the structural integrity of the supercavitating hydrofoils. Moreover,
structural deformations might affect the flow pattern, possibly inducing cavitation pocket instabilities that might cause
drastic changes in the delivered lift, consequently affecting the floating conditions of the vessel.

FIGURE 1 Overview of the hybrid hydrofoil-supported small waterplane area twin hull vessel patented by Brizzolara25 and designed for a
dual operating mode. In the displacement mode (hull-borne), the vessel operates at a design speed of approximately 20 knots. In the
foil-borne mode, four surface-piercing supercavitating hydrofoils produce a lift force able to sustain approximately 80% of the weight of the
vessel. The remaining 20% is provided by a tapered-wing superstructure positioned on top of the four canter-canted struts (not shown in the
Figure) [Colour figure can be viewed at wileyonlinelibrary.com]

6

BONFIGLIO ET AL.

The complexity of the physical problem requires a multiple-stage design process. Here, we consider an intermediate
stage in which we aim to formulate a robust prediction framework involving a limited number of design parameters
and simplified physics. This allows us to test the validity of the MDBMF framework, reducing the computational cost
and providing valuable information on the main challenges of this particular application. In this respect, we simplified
the physical problem neglecting free-surface effects and modeling the air-water interface as a solid boundary where the
hydrofoil is rigidly clamped. Moreover, we assume that structural deformations do not affect the hydrodynamic pressure
field, and we justify this assumption by imposing a constraint on the maximum allowable displacement at the hydrofoil
tip. This constraint ensures the validity of the weakly coupling hypothesis.
The ultimate design goal is the identification of candidate geometries that minimize the drag-to-lift ratio while guaranteeing minimum requirements in terms of sustainable weight (minimum required lift force) and structural integrity
(maximum allowable stress and displacement). Figure 2 schematically represents the main components of the MDBMF
framework. After defining a set of mission requirements in terms of hydrodynamic performance and structural survivability, we provide a full parametric representation of the hydrofoil geometry, and we describe the boundaries of the
multidimensional design space in terms of variability range for each parameter defining the shape of the hydrofoil.
The process of selecting appropriate design spaces, where mission requirements are satisfied, is beyond the scope of
this paper and possibly requires a set-based design theory for the identification of feasibility/infeasibility regions.27 We
employ the parametric model to generate 3D shapes, given any vector in the selected design space. The hydrofoil surface,
described in terms of a surface mesh, serves as input for the hydrodynamic and structural multifidelity simulation frameworks (represented in the boxes as dashed lines). Each framework includes two different simulation modules, providing

FIGURE 2 Construction of Bayesian multifidelity (BMF) response surfaces for the description of hydrodynamic and solid mechanic
quantities of interest (QoIs). Gray boxes represent deterministic modules, whereas red and green boxes represent multifidelity stochastic
modeling for hydrodynamic and structural QoIs, respectively. Yellow and red pipes transport data from low- and high-fidelity fluid dynamic
solvers, respectively, to the low- and high-fidelity solid mechanic solvers, while simultaneously serving as an initial training data set for the
hydrodynamic BMF modeling. Green pipes transport structural prediction serving as a training set for the construction of BMF response
surfaces for structural QoIs. FEM, finite element method; STL, Standard Template Library; URANS, unsteady Reynolds-averaged
Navier-Stokes [Colour figure can be viewed at wileyonlinelibrary.com]
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predictions of QoIs at two different fidelity levels. The hydrodynamic and solid mechanic frameworks are weakly connected in the sense that hydrodynamic simulation outputs represent the input data of the corresponding simulation
module of the solid mechanic framework. This interaction is shown in Figure 2 by means of yellow pipes representing data flow at a low-fidelity level and red pipes representing data flow at a high-fidelity level. As shown in Figure 2,
simulation data produced by the hydrodynamic module have a dual goal: on one hand, hydrodynamic outputs serve as
solid mechanic inputs; on the other hand, predictions of fluid dynamics (as well as solid mechanics) QoIs are used as
training data sets for the construction of Bayesian multifidelity response surfaces. The hydrodynamic framework (CFD,
left dashed box in Figure 2) produces training data points for the construction of stochastic response surfaces describing the drag-to-lift ratio and lift force in the multidimensional design space (red boxes in Figure 2). The solid mechanics
framework (computational solid mechanics [CSM], right dashed box in Figure 2) produces data points for the stochastic
representation of maximum von Mises stresses and maximum tip displacements in the given design space (green boxes
in Figure 2).

4

DESIGN SPAC E S ELECTION AND HYDROFOIL PARAMETRIC MODELING

When predicting QoIs using CFD, geometry parameterization needs to satisfy specific requirements. In particular, a good
parametric model needs to capture the variations causing the greatest impact on the QoIs, while minimizing the number of variables in order to maintain a feasible computational effort.28 In this paper, we construct the 3D hydrofoil shape
using a parametric model specifically tailored for the description of unconventional supercavitating hydrofoils having a
spanwise section similar to the one presented in the work of Brizzolara.29 Conventional supercavitating hydrofoils feature
a sharp leading edge and a blunt trailing edge, ensuring cavity detachment at very high speeds. Their design is conceived
to efficiently operate only when a stable vapor cavity envelops the entire suction surface, closing many chords aft the
trailing edge. The 2D shape of the Super-Cavitating/Sub-Cavitating (SBSC) unconventional hydrofoil ensures high hydrodynamic efficiency over a wide range of operating conditions. A pointed leading edge ensures cavity detachment at the
operating conditions, and a sharp corner (face cavitator) triggers base cavitation at intermediate speeds or at high speeds
and lower angles of attack. This innovative 2D hydrofoil is able to ensure high performance also in subcavitating conditions, where conventional supercavitating hydrofoils perform very poorly.30 The tapered trailing edge provides in fact a
sufficient pressure recovery (hence, higher lift) when working at lower speed (subcavitating conditions).
The parametric model presented in this paper describes the supercavitating hydrofoil by means of a design vector x
consisting of 17 variables. The 2D foil shape is parametrically defined by a set of four B-spline curves joining at specific functional points where C0, C1, and C2 conditions are imposed (see Figure 3). Control points on the hydrofoil face
directly influence lift and drag forces, whereas points on the suction side affect the cavity thickness and maintain sufficient
structural characteristics. Four control points (mi , i = 1, 2, 3, 4) are employed for the definition of the hydrofoil pressure
surface and allow for a double-curvature profile. This generally leads to higher lift force while reducing flow separation at
higher angles of attack. A fifth point (m5 ), controlling the vertical position of the face cavitator, directly affects the cavity
y
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FIGURE 3 Parametric model of the 2D hydrofoil section. Four B-spline curves have been used to define the pressure and the suction
surfaces on the forward part as well as the tail of the SCSB hydrofoil. These curves are generated from a control polygon indicated by means
of black dashed lines connecting circular dots. Control point position, represented by means of green circular dots, is parameterized through
variables xi . Red dots represent fixed location [Colour figure can be viewed at wileyonlinelibrary.com]
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detachment position at the trailing edge. The shape of the suction surface is controlled by five points. Point m6 regulates
the thickness of the hydrofoil at the leading edge, safeguarding against fluttering dynamic instability. At specific operating
conditions, the shape of the vapor cavity depends on the curvature of the hydrofoil back, controlled through the relative
position of points m7 and m8 . The tapering of the hydrofoil trailing edge is defined by points m9 and m10 , which are fixed
in the chordwise direction and depend on point m8 in the vertical direction. Red circles in Figure 3 represent points having a fixed position and not included in the parametric description. The nondimensional geometry of the 2D root section
is kept constant along the span of the hydrofoil.
In supercavitating conditions, the 2D hydrofoil behaves like a conventional blunt trailing-edge SC hydrofoil, and the
hydrodynamic chord extends up to the face cavitator. In subcavitating conditions, the chord extends up to the tapered
trailing edge. In the present study, we consider an overall chord of 0.9 m and a hydrodynamic chord of 0.66 m. The
3D shape is finally defined by tapering the root hydrofoil section using a constant ratio 𝜏 included in the parametric
description (variable x16 ). The hydrofoil chord at the tip (cT ) is defined as a function of the taper ratio, ie,
cT =

cR
.
𝜏

(14)

Bounds for 𝜏 have been selected according to basic aeronautical concepts: reducing the taper ratio helps in concentrating
the pressure distribution closer to the hydrofoil root. When the center of pressure moves up closer to the clamping point,
vertical bending moments and tip deformations decrease, possibly leading to a reduction in the hydrofoil weight. The
hydrofoil planform area is defined by the aspect ratio 𝜆, which indirectly gives a measure of the hydrofoil span b. To this
end, the mean chord cM is defined as
(
)
cR
+
c
R
𝜏
cM =
.
(15)
2
The hydrofoil span b is determined through the mean chord and the aspect ratio 𝜆, ie,
b = cM 𝜆.

(16)

The 3D geometry consists of self-similar 2D hydrofoils obtained by scaling the root wing section defined by the first 15
parameters. The scaling factor (𝛿) depends on the taper ratio 𝜏 (x16 ), as shown in Equation (17). We consider a reference
system with the z-axis coincident with the spanwise direction and the x-axis coincident with the chordwise direction, and
we scale each wing section i according to a variable scaling factor 𝛿 depending on the taper ratio 𝜏, ie,
(
)
1
𝛿 = 1 + z(i)
−1 ,
(17)
𝜏
where z(i) represents the spanwise location of each wing section, and it is defined such that z = 0 at the root and z =
b cos(Γ) at the tip. To ensure sufficient roll stability to the SWATH vessel when operating in foil-borne mode, we provide
a dihedral angle Γ corresponding to 50◦ (see Figure 4). Higher dihedral angles are responsible for reduced stabilizing
moments and higher generated lift. Lift force is, in fact, proportional to the co-sinus of the dihedral angle, and the side
force, proportional to the sinus of the dihedral angle, provides the necessary righting (stabilizing) moment in rolling
conditions. The hydrofoil is designed to operate at a fixed flow incidence of 8◦ (design angle of attack) in order to ensure
a stable cavity on the hydrofoil suction surface. The angle of attack is obtained by rotating each wing section around the
hydrofoil in spanwise axis. Finally, a chordwise translation xs (i) depending on a constant sweep angle Λ of 15◦ has been
applied to each wing section, ie,
xs = z(i) tan(Λ).

(18)

The 3D surface is obtained by lofting several self-similar hydrofoils across the span, and it ends with a squared tip.
Selecting a random vector x in the 17-dimensional design space bounded by the values presented in Table 1 uniquely
defines the shape of the 3D supercavitating hydrofoil. Table 1 presents the minima and maxima for each component of
the design vector (ximin ≤ xi ≤ ximax for i = 1, … , 17) as well as values selected for the benchmark hydrofoil, which are
described in Figure 4. The hydrofoil geometry is parametrically described and constructed in terms of a surface mesh,
serving as input for the CFD and CSM frameworks (as shown in Figure 2).
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in the left sketch, whereas the right panel presents an upstream front view of the hydrofoil characterized by a dihedral angle of 40◦ . The
reference system, main dimension, and definitions are indicated in the Figure [Colour figure can be viewed at wileyonlinelibrary.com]

TABLE 1 Benchmark design and preliminary bounds of design
variables
x min
i

x max
i

x1

4.5E−2

1.5E−1

7.764E−2

xm1 (face)

x2

2.E−1

3.E−1

2.756E−1

xm2 (face)

x3

3.15E−1

4.499E−1

3.581E−1

xm3 (face)

x4

5.E−1

5.927E−1

5.438E−1

xm4 (face)

x5

0.E+0

5.E−3

2.58E−3

ym1 (face)

x6

2.E−3

1.1E−2

7.23E−3

ym2 (face)

x7

1.386E−2

3.38E−2

1.767E−2

ym3 (face)

x8

5.E−3

2.5E−2

2.297E−2

ym4 (face)

ID

Variable

5.E−4

5.E−3

5.3E−4

x10

1.774E−1

2.501E−1

1.981E−1

x11

3.693E−1

4.5E−1

3.946E−1

xm7 (back)

x12

4.95E−1

6.05E−1

5.19E−1

xm8 (back)

x13

2.817E−2

3.52E−2

3.161E−2

ym6 (back)

x14

5.04E−2

6.359E−2

6.041E−2

ym7 (back)

x9

5

Benchmark

ym5 (face cavitator)
xm6 (back)

x15

6.9E−2

7.839E−2

7.299E−2

x16

2.0E+0

3.0E+0

3.0E+0

𝜏 Taper ratio

ym8 (back)

x17

1.0E+0

1.5E+0

1.0E+0

𝜆 Aspect ratio

C F D MO DE L

The hydrodynamic multifidelity Bayesian regression model relies on two different fidelity information sources, describing hydrofoil performance in terms of lift and drag forces. These metrics are provided by an automatic CFD simulation
environment specifically tailored to this particular application and previously presented in 2D31 and 3D.32 The main advantages of this framework are the simple interface with external tools for geometry generation and the minimal requirement
of input data, which reduce the simulation setup burden, provide a parametric mesh for any hydrofoil shape, and effectively speed up the systematic runs of the numerical solver while ensuring consistency and robustness of the results.
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The capability of dealing with any type of hydrofoil geometry makes this framework particularly suitable for the numerical
prediction of objective functions in shape optimization problems.
Predictions of supercavitating hydrofoil performance are obtained through a CFD package (see the work of OpenFOAM
Foundation33 for more details) based on the numerical solution of the URANS equations for a turbulent cavitating flow. A
finite volume technique is used to describe a computational domain specifically designed for this particular application.
Results are provided in terms of transient-free time-averaged lift and drag coefficients.
The fluid dynamics problem is governed by the continuity and momentum equations that are solved in a Cartesian
reference frame for the pressure and velocity unknowns, ie,
𝜕(𝜌ui )
= 0,
𝜕xi
(
)
𝜕ui
𝜕ui 𝜕(ui u𝑗 )
𝜕
1 𝜕p
=
+ gi .
+
𝜈
−
𝜕t
𝜕x𝑗
𝜕x𝑗
𝜕x𝑗
𝜌 𝜕xi

(19)

The numerical solution of this system of partial differential equations is complicated by the high Reynolds number flow
involved in our application: Re = Uc
≈ 5e6. This requires a very high temporal and spatial resolution, which significantly
𝜈
increases the computational complexity of the problem. The solution of the turbulent flow around the hydrofoil has been
achieved applying a Reynolds averaging technique to the N-S equations: a k-𝜖 turbulence model has been used to provide
the closure equations required for the solution of the Reynolds stresses.34
At very high speeds, flow cavitation causes water vaporization and condensation, interacting with the turbulent boundary layer in a strongly time-varying flow pattern. The individual bubble dynamics is not captured by the solver, but volumes
of fluid interested by cavitation bubbles are treated as a homogeneous fluid having variable density and viscosity, which
depends on the fraction of liquid volume occupied by vapor bubbles. The solution of URANS equations is therefore complicated by the presence of a fluid interface due to the simultaneous presence of two different water phases (liquid and
vapor); hence, additional equations are required for the solution of the nonlinear fluid dynamics problem. The determination of the interface between the vapor and the liquid phase has been obtained using the volume-of-fluid surface-capturing
technique.35 This method relies on the definition of a scalar function 𝛾 describing the balance of two different phases
within each control volume. Hence, each cell is filled with water at two different phases, namely, liquid L and vapor V,
whose characteristics are defined by means of the scalar function 𝛾, ie,
𝜌 = (1 − 𝛾)𝜌L + 𝛾𝜌V ,

𝜈 = (1 − 𝛾)𝜈L + 𝛾𝜈V .

(20)

The volume-of-fluid function 𝛾 is numerically calculated in cavitating flow conditions by solving the following transport
equation:
𝜕𝛾
ṁ
.
(21)
+ ∇ · (𝛾U) + ∇ · [𝛾 (1 − 𝛾)Ur ] =
𝜕t
𝜌V
In the context of the present study, we employed the cavitation model proposed by Kunz et al,36 describing the mass
transfer term through the following equation:
ṁ = ṁ + − ṁ − .

(22)

Here, the vaporization term ṁ + is proportional to the liquid volume fraction in the amount by which the pressure is below
the vapor tension, whereas the transformation of vapor to liquid, ṁ − , is a polynomial (third-order) function of the vapor
volume fraction 𝛾, ie,
[
]
CV 𝜌V 𝛾 min 0, p − pV
CC 𝜌V 𝛾 2 (1 − 𝛾)
+
ṁ =
,
ṁ − =
.
(23)
(
)
1
t∞
2
t
𝜌
U
L
∞
∞
2
Standard values of CC = 1000 and CV = 1000 have been used. The numerical solution of the flow governing equations
allows to predict forces by numerically integrating the pressure distribution and the shear stresses on the hydrofoil surface.

5.1

Parametric grid generation: low- and high-fidelity information sources

Each hydrofoil is described by means of a triangulated surface mesh serving as input of the grid generation module.
According to the particular flow features (cavitating, noncavitating), a specific computational domain is designed around
the hydrofoil. The size of the computational domain is selected according to hydrofoil main dimensions; in particular, the
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FIGURE 5 Computational domain and cell distribution for the 3D unsteady Reynolds-averaged Navier-Stokes numerical simulations of
supercavitating hydrofoils. Higher resolution is used in the boundary layer (near-body refinement region) and in the wake where the cavity is
expected (cavity development region) [Colour figure can be viewed at wileyonlinelibrary.com]

inlet is positioned at x = −2b − 3c5 , the outlet at x = 8b + 3c5 , the lateral boundaries at 𝑦 = ±2b ± 3t5 , and the bottom at z = 5b
.
2
The root chord of the hydrofoil is embedded in the top boundary of the computational domain. Here, we indicate with b the
hydrofoil span, with c the mean chord, and with t = b sin(Γ) the size of the hydrofoil in the y direction. Figure 5 presents
an overview of the discretization of the computational domain. We first define a background mesh of structured elements
distributed
in
the resolution
] order[ to increase
]
[
] in a box containing the hydrofoil and having the following dimensions:
[

; 3b . Geometrical progressions have been used to coarsen the grid resolution
x ∈ − 3c5 ; 3c5 , 𝑦 ∈ − 3t5 ; 3t5 , and z ∈ − 3b
5 5
moving toward the outlet and the side walls. The hydrofoil surface mesh, resulting from the parametric model previously
described, is intersected with the background grid through an iterative procedure that first increases mesh resolution at
the intersection and then discards cells having their centroids inside the hydrofoil surface. Cell vertices of this jagged mesh
are successively projected on the hydrofoil surface and repeatedly extruded in order to obtain layers of prismatic cells
suitable for resolving boundary layers. Figure 5 presents an overview of the numerical grid designed around the hydrofoil:
a first-domain region close to the hydrofoil has been further refined in order to increase the accuracy of the flow solution
where pressure and velocity gradients are more important (boundary layer). The resolution of the numerical grid has been
increased downstream the hydrofoil trailing edge with the specific goal of improving the accuracy of the time-dependent
cavitating flow pattern prediction obtained through the surface-capturing technique previously described.
The complexity of the 3D physical problem targeted in the present study requires the application of expensive
high-fidelity fluid dynamic solvers for the prediction of hydrofoil performance. Design optimization in 17 dimensions
using high-resolution 3D URANS solvers and conventional global convergence techniques such as genetic algorithms
would require enormous computational resources. To address this problem, we put forth a multifidelity approach for the
formulation of probabilistic surrogate models describing QoIs in the 17-dimensional design space. The final goal is to
obtain a low-fidelity model able to capture the most significant aspect of the physics of supercavitating hydrofoils such as
pressure distribution, boundary layer flow, and cavity development with a significantly lower computational effort. Information provided by a large set of low-fidelity realizations is then used to infer predictions coming from more expensive,
high-resolution CFD simulations. To this end, we adjust the fidelity of the URANS solution by generating two numerical
grids of different refinement levels with the specific goal of decreasing the computational effort for low-fidelity predictions
while increasing the accuracy when using high-resolution grids. These two fidelity levels have been obtained by modulating the resolution of the background grid and the level of refinement of the cells intersecting the hydrofoil surface.
This resulted in the definition of high- and low-fidelity grids of approximately 3- and 0.2-M cells, respectively. Figure 6
presents a comparison between the low- and the high-fidelity discretization. The significant reduction of cells has been
specifically conceived to maintain a sufficiently high resolution close to the hydrofoil surface and in the cavity development region with the final goal of capturing the influence of small perturbations in the hydrofoil geometry. CFD results
in terms of global forces and pressure distributions represent the input for the CSM framework.
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(A)

(B)

FIGURE 6 Low- and high-fidelity solutions are achieved using computational domain discretizations of different resolution. The
high-fidelity mesh contains approximately 3 million cells, whereas the low-fidelity grid consists of 0.2 million cells mostly distributed close to
the hydrofoil surface and in the cavity development region. High-fidelity resolution is characterized by y + < 100, whereas low-fidelity
resolution is characterized by y + > 280. High-fidelity predictions require approximately 6 hours on 144 cores, whereas low-fidelity
predictions require approximately 6 hours on a single CPU. A, Low-fidelity resolution; B, High-fidelity resolution [Colour figure can be
viewed at wileyonlinelibrary.com]

5.2

Pressure field mapping

In turbulent flows, the discretization of the boundary layer is selected according to the nondimensional wall distance y+ ,
defined as
𝑦+ ≡

𝜌u𝜏 𝛿s
.
𝜇

(24)

This parameter is essential to correctly set up boundary conditions at the hydrofoil surface. Viscous effects in the viscous
sublayer ( y+ ≤ 5 − 6) can be properly solved only by using numerical grids having y+ < 1. However, in turbulent
boundary layers, convective effects are important only at y ≥ 𝛿, where 𝛿 is the boundary layer thickness. Moreover, for
y+ >> 1 and y∕𝛿 << 1, the mean velocity profile follows a logarithmic law, ie,
u+ =

𝜈t
1
= ln 𝑦+ +B,
u𝜏
𝜅

(25)

√
|𝜏W |
where 𝜈t is the mean velocity parallel to the wall, u𝜏 =
is the shear velocity, 𝜏 W represents the shear stress, 𝜅 is
𝜌
the Von Karman number, and B is an empirical constant depending on the viscous sublayer thickness. Specific boundary
conditions (wall functions) are enabled by the existence of this logarithmic region. Relatively coarse grids with y+ greater
than approximately 30 can be used for the solution of the flow in the logarithmic layer.
From Equation (24), it is evident that the absolute distance of the first cell layer from the wall (𝛿s) required for a proper
flow prediction decreases with increasing Reynolds numbers. This is due to the fact that the Reynolds number corresponding to the top speed of 120 knots (Re = 9.5e + 7) induces high shear stresses. In order to reduce the computational
effort required to predict fluid dynamic QoIs, CFD simulations are performed at a lower flow speed, with the specific goal
of decreasing the Reynolds number, hence allowing for coarser grids close to solid boundaries. To this end, we employ
our simulation framework as a virtual cavitation tunnel, and we consistently perform experiments at a lower flow speed
by imposing cavitation number 𝜎 similarity. Let M be the model scale and S be the real scale, then
𝜎M = 𝜎S

→

pM − pSAT
1
2
𝜌VM
2

=

pS − pSAT
1
𝜌VS2
2

.

(26)

As in a cavitation tunnel, we can perform numerical simulations at a constant cavitation index and lower velocity by
decreasing the pressure in the computational domain in order to achieve pM << pATM . In order to properly address the
structural analysis of the supercavitating hydrofoil, it is necessary to consider the full-scale pressure (and shear stresses)
distribution on the hydrofoil surface: this represents, in fact, the loading condition on the hydrofoil surface operating
at 120 knots. Figure 7 shows how we have mapped the pressure distribution predicted by CFD simulation in order to
generate a consistent loading condition for the structural analysis.
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CFD

CSM

FIGURE 7 A model-scale pressure field resulting from multiphase turbulent simulations is mapped into a real-scale pressure field on the
finite element hydrofoil discretization for structural analysis. CFD, computational fluid dynamics; CSM, computational solid mechanics
[Colour figure can be viewed at wileyonlinelibrary.com]

6

CSM MODEL

The solid mechanics Bayesian regression model relies on two different fidelity information sources, describing the structural integrity of the cantilever beam. Quantities of interest are provided in terms of maximum displacement at the
hydrofoil tip and maximum stress at the root, where the hydrofoil is assumed to be clamped at the boundary of the fluid
dynamic domain. These metrics are provided by two computer codes producing deterministic outputs at two different
fidelity levels. One of the most critical aspects in applying Bayesian regression models for the construction of multifidelity
stochastic response surfaces is the identification of proper low-fidelity models. Low-fidelity predictions must be correlated
with their high-fidelity counterpart. The low-fidelity model must include the most critical physical aspects while providing predictions for QoIs faster than the correspondent high-fidelity models. To be able to apply multifidelity modeling,
low-fidelity code outputs must variate with any design in the multidimensional design space. Therefore, we must obtain
the same number of inputs as the high-fidelity code. Having this in mind, we have developed a 1D finite element code,
specifically tailored for the tapered hydrofoil, clamped on one end and subjected to hydrodynamic loads. High-fidelity
realizations are provided by the solution of the linear elasticity provided by the 3D finite element software ABAQUS.37
In order to numerically solve the solid mechanics problem, we use the theory of finite deformations, considering a
discretization of the hydrofoil into a set of nodal points where the structural governing equations are applied. Assuming
elasticity in the material and geometrical characteristics, we can express nodal displacements using a vector {u} that, for
small strain (geometric elasticity), is related to deformation {𝜀} through the differentiation operator [D], ie,
{𝜀} = [D] · {u}.

(27)

In such a way, we can compute nodal stresses from deformation by simply applying Hooke's law as follows:
{𝜎} = [E]{𝜀},

(28)
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where [E] is the elasticity matrix defined in terms of Young's modulus E and Poisson's ratio 𝜇, ie,
𝜆
𝜆
⎡ 𝜆 + 2𝜇
𝜆 + 2𝜇
𝜆
⎢ 𝜆
⎢ 𝜆
𝜆
𝜆 + 2𝜇
⎢ 0
0
0
⎢ 0
0
0
⎢
0
0
⎣ 0

0
0
0
𝜇
0
0

0
0
0
0
𝜇
0

0⎤
0⎥
0⎥
0 ⎥.
0 ⎥⎥
𝜇⎦

Nodal displacements are a consequence of surface and body forces acting on the hydrofoil. We first enforce zero displacement and rotation at the root, and we calculate the equivalent distribution of nodal forces. Nodal displacements can be
numerically determined by using the following matrix equation:
F = K(x)u

{u} = [k]−1 · {F}.

(29)

In Equation (29), F represents the vector of loading condition, and it is calculated from the particular hydrodynamic
problem and systematically applied on the defined nodes. Vector u represents nodal displacements, and K is the stiffness
matrix associated with the hydrofoil geometry x.

6.1

Low-fidelity model: 1D FEM

The low-fidelity prediction code consists of a 1D beam theory, specifically tailored for the structural analysis of clamped
hydrofoils subjected to hydrodynamic loading. The 1D problem is formulated from Equation (29) as follows:
⎡ EA
0
0 − EA
0
0
L
⎢ L
12EI
6EI
12EI 6EI
0 − L3
⎡ Fh1 ⎤ ⎢ 0
L3
L2
L2
⎢ Fv1 ⎥ ⎢
6EI
4EI
6EI
2EI
0 − L2
⎢ M𝜃1 ⎥ ⎢ 0
L2
L
L
⎢ Fh2 ⎥ = ⎢ EA
EA
−
0
0
0
0
⎢F ⎥ ⎢ L
L
⎢ v2 ⎥ ⎢
12EI
6EI
12EI
−
0
− 6EI
0
−
M
⎣ 𝜃2 ⎦ ⎢
L3
L2
L3
L2
6EI
2EI
6EI
4EI
⎢ 0
0 − L2
⎣
L2
L
L

⎤
⎥
⎥ ⎡ uh1 ⎤
⎥ ⎢ uv1 ⎥
⎥ ⎢ 𝜃1 ⎥
⎥ · ⎢ uh2 ⎥ .
⎥ ⎢u ⎥
⎥ ⎢ v2 ⎥
⎥ ⎣ 𝜃2 ⎦
⎥
⎦

(30)

The stiffness matrix depends on material properties and geometrical characteristics of the hydrofoil. Material properties
are given in terms of Young's modulus E, whereas hydrofoil geometrical characteristics are given in terms of moment
of inertia I, cross-sectional area A, and length of a given beam element L. These quantities are numerically calculated
once provided with the 17-component design vector. In Equation (30), uhn , uvn , and 𝜃 n are the horizontal, vertical, and
rotational displacements of node n, respectively. They represent the set of unknowns of the structural problem. Fhn , Fvn ,
and M𝜃n represent the horizontal and vertical forces and moments applied to node n and resulting from the particular
hydrodynamic condition predicted through the CFD solver in terms of lift force.
In order to simplify the formulation of the low-fidelity code and its interface with the low-fidelity CFD framework, we
consider only vertical bending due to a uniformly distributed pressure field. The field is mapped using only the vertical
force of lift, as presented in Figure 8B. Lift force is the vertical component of the resultant calculated by numerical integration of pressure and a shear stress distribution on the hydrofoil surface. As a result, the loading condition is due to a
specific flow dynamic condition that depends on the geometry and on the operating conditions, defined in terms of the
cavitation index and angle of attack. Using this simplified model, we can obtain reaction forces at the end of each individual element through Equations (31) and (32). In Equation (31), the vector [S] provides reaction forces at the end of a
given 1D element, and it is obtained by multiplying nodal displacements [𝛿] with the conversion matrix [C].
[S] = [C][𝛿]

(31)

Here, [C] can be obtained individually for each element as follows:
Ci𝑗 = [Ki𝑗 ]L [R]T .

(32)

The low-fidelity model is formulated around a significantly rough model in which we neglect the effect of horizontal
bending due to a horizontal force of drag. Considering the relatively low ratio between lift and drag (L∕D < 10), this
might represent a very rough approximation that needs to be validated by comparing low- and high-fidelity QoIs in terms
of correlation maps.
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FIGURE 8 The problem of the supercavitating hydrofoil subjected to a hydrodynamic pressure field (Figure 8A) has been modeled by
discretizing the hydrofoil into a finite set of beam elements. Figure 8B shows beam elements, each characterized by a constant spanwise
section subjected to a uniform pressure field due to the lift force only. A, High-fidelity modeling; B, Low-fidelity modeling [Colour figure can
be viewed at wileyonlinelibrary.com]

6.2

High-fidelity model: 3D FEM

We employ the code ABAQUS37 as a 3D FEM for the high-fidelity solution of the solid mechanics problem previously
described. The basic solid mechanics Equation (29), representing the elastic problem, is numerically solved by searching
for the nodal displacement vector minimizing the functional of total potential energy Π, ie,
Π=−

∫V

{u}T {pV }dV −

∫S

{u}T {pS }dS,

(33)

where {pV } is the vector of body force, {pS } is the vector of surface force, and {u} represents the displacement vector. Given
the constraints of operating with maximum equivalent stresses not exceeding the yield stress and maximum displacement
not exceeding a certain threshold, we consider linear material elasticity and linear geometry, and we solve the set of
equations previously described using a static solver and a finite element approach.
In order to discretize the hydrofoil as a solid volume (see Figure 9), we first import the geometry as a surface mesh that
we use to identify (through an iterative procedure) the corresponding internal volume. Once the volume is defined, we
assign the linear material characteristics in terms of Young's modulus E, density 𝜌, and Poisson's ratio 𝜈. At this point, we
construct a 3D mesh by discretizing the internal volume using 3D solid quadratic brick elements having six faces, each
described by eight nodes: four representing the corners of each face and four describing the mid-edge points. Each brick
element is discretized using 20 points, each having three degrees of freedom.

7 DESIGN OPTIMIZATION VIA MULTIDISCIPLINARY BAY ESIAN
MULTIFIDELITY MODELING
The 17-dimensional design space has been sampled using a Latin hypercube strategy in order to generate an initial set
of points for CFD and CSM low- and high-fidelity simulations. We put forth a multidisciplinary, multifidelity approach
for the construction of probabilistic surrogate models, continuously representing fluid dynamic and structural QoIs in

FIGURE 9 Finite element discretization of the supercavitating hydrofoil internal volume. A mesh consisting of approximately 400 000
brick elements is used to solve the set of solid mechanic equations. Quadratic elements have been selected to improve the solution accuracy
(C3D20R) [Colour figure can be viewed at wileyonlinelibrary.com]
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the 17-dimensional design space. Following the procedure described in Figure 2, we selected a set of 1000 designs suitable for low-fidelity predictions and 400 designs suitable for high-fidelity predictions. We employed the CFD framework,
previously described, in order to obtain low- and high-fidelity hydrodynamic loads for the 1400 hydrofoils selected in the
design space in Table 1. As shown in Figure 2, the hydrodynamic outputs serve as an input for the solid mechanic framework and as a training data set for the construction of multifidelity stochastic response surfaces modeling the hydrofoil
efficiency (D/L) and the lift force (in terms of sustainable ship weight). The optimization problem is formulated as follows.
• QoI1 (D∕L): minimization of the drag-to-lift ratio in order to search for maximum hydrodynamic efficiency.
• QoI2 (L > 32 t): mission requires 80% of the weight of the vessel to be sustained by a set of four surface-piercing
supercavitating hydrofoils. Here, we ignore free-surface effects, and we consider the lift generated by a set of four fully
submerged supercavitating hydrofoils.
• QoI3 (𝜎 e < 𝜎 y = 1.1e + 9 MPa): maximum von Mises stress must not exceed the yield strength of the titanium alloy
Ti-6Al-4V grade 5 (𝛼 − 𝛽).
• QoI4 (𝜁 T < 0.09 m): maximum deformation at the tip of the hydrofoil should not exceed the maximum value of 0.09 m
(10% of the chord), in order to ensure linear deformation and to reduce the coupling between the fluid-structural
solution.
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FIGURE 10 Correlation plots for hydrodynamic quantities of interest. Dashed blue lines in panel (A) represent mission requirements in
terms of the minimum weight to be sustained. Approximately 72% of the hydrofoils can sustain the weight of the small waterplane area twin
hull (SWATH) vessel. Dashed gray lines represent the locus where HF = LF. In panel (B), low-fidelity grid resolutions underestimate the drag
forces with respect to high-fidelity predictions. Panel (C) demonstrates a weaker linear correlation between low- and high-fidelity predictions
of hydrofoil efficiency (L/D). A, Lift force; B, Drag force; C, Lift to drag [Colour figure can be viewed at wileyonlinelibrary.com]
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Hydrodynamic QoIs have been predicted using the multiresolution framework previously described. Figure 10A
demonstrates the existence of a closely linear correlation between 200 geometries simulated using both the low- and
high-fidelity solvers. Figure 10A presents results for the lift force (QoI2 ), demonstrating the consistence of the design
space with the mission requirements: approximately 72% of hydrofoil geometries are able to deliver the lift force required
to sustain the foil-borne operation mode as predicted by the high-resolution grid. The comparison between the low- and
high-fidelity drag prediction is presented in Figure 10B and demonstrates a quasi-linear correlation between the two
fidelity models: slightly lower drag is predicted by low-fidelity grids. Despite the closely linear correlations of both lift
(Figure 10A) and drag force (Figure 10B), the efficiency of the hydrofoil expressed in terms of the lift-to-drag ratio does
not reveal any linear correlation between low- and high-fidelity forecasts, as shown in Figure 10C. Figure 11 presents
flow snapshots for the two hydrofoils in the high-fidelity training data set characterized by maximum and minimum
lift-to-drag ratios, respectively.
The hydrofoil with the maximum lift-to-drag ratio among the initial training data set triggers (at high speeds) a very
thin cavity sheet on its suction surface (as demonstrated in Figure 11A). The pressure surface exhibits a double-pressure
peak: the high-pressure region close to the leading edge is due to stagnation effects caused by the flow incidence, whereas
the second high-pressure region, closer to the face cavitator (see Figure 11B), is due to the camber distribution of that
particular design. A comparison between the two hydrofoils is shown in Figure 11B,D: the hydrofoil having a lower

(A)

(B)

(C)

(D)

FIGURE 11 Comparison between the high-fidelity predictions of the two hydrofoils (among the initial training data set) presenting
maximum and minimum performances in terms of L/D. Best shape (top panels) is characterized by a double-pressure peak and a very thin
cavity. Worst shape (bottom panels) presents a single-pressure peak due to angle of attack. A, Suction surface best hydrodynamic
performance; B, Pressure surface best hydrodynamic performance; C, Suction surface worst hydrodynamic performance; D, Pressure surface
worst hydrodynamic performance [Colour figure can be viewed at wileyonlinelibrary.com]
TABLE 2 Comparison between the benchmark hydrofoil (1)
and the two geometries among the overall training data set,
presenting the best (122) and worst (104) hydrodynamic
performances in terms of the lift-to-drag ratio. Results have
been obtained using the high-resolution grid
ID

CD

CL

L/D (HF)

L [t]

1 (benchmark)

1.301E−2

9.973E−2

7.66

28.6

122 (best)

9.453E−3

8.574E−2

9.07

35.2

104 (worst)

1.275E−2

7.553E−2

5.92

28.5
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lift-to-drag ratio is characterized by one single high-pressure region concentrated close to the leading edge. This demonstrates the superior shape of the best-performing hydrofoil that is able to deliver higher lift while inducing low drag forces,
as demonstrated in Table 2.
Table 2 presents a numerical comparison in terms of hydrodynamic QoIs between the benchmark design and the two
representative shapes among the training data set (best and worst efficiency). The shape of the benchmark hydrofoil has
been selected according to a previous 2D study.27 Interestingly, moving to the 3D setting, the benchmark profile suggested
in the work of Royset et al27 no longer satisfies the constraint for the generation of sufficient lift. Moreover, we should
underline that a higher lift coefficient does not necessarily imply higher lift force: despite the highest lift coefficient, the
benchmark hydrofoil does not satisfy the requirements in terms of sustainable weight (L).
Structural QoIs have been predicted using the multifidelity framework previously described. Figure 12 demonstrates
the existence of a strong correlation between 200 hydrofoils simulated using the 3D and the 1D FEM. In Figure 12A, lowand high-fidelity realizations for the structural QoIs have been plotted and compared with the mission requirements:
approximately 95% of hydrofoils present a stress distribution not exceeding the yield strength of the selected material
(Ti-6Al-4V 𝛼-𝛽), and approximately 77% of hydrofoils does not exceed the maximum allowable tip deformation of 10%c
(as shown in Figure 12B).
Figure 12A,B demonstrates the rough approximations at the basis of the low-fidelity prediction model: QoIs are presented in a similar scale, but the 1D model largely underpredicts both the maximum equivalent stresses (Figure 12A)
and the maximum tip deformation (Figure 12B). Despite relatively low lift-to-drag values, we discarded the existence
of horizontal bending; hence, we neglected a relevant portion of the overall stress acting on the hydrofoil. Nevertheless, the computational effort required for a single low-fidelity run is less than 1 second as opposed to approximately
300 seconds required for high-fidelity analysis. The existence of a strong correlation for both the equivalent von Mises
stress (Figure 12A) and maximum displacement at the hydrofoil tip (Figure 12B) simplifies the construction of accurate
multifidelity surrogate models.
Our workflow is summarized in the following steps.
1. We first sampled the 17-dimensional space using a Latin hypercube algorithm. A set of designs consisting of 1200
hydrofoils has been selected and simulated using low resolution. High-fidelity predictions have been performed for
400 hydrofoils.
2. The CFD-CSM framework developed in the context of the present study has been employed to predict four QoIs in
terms of hydrodynamic performance (D∕L and L) and structural characteristics (𝜎 e , 𝜁 ).
3. For each QoI, we trained multifidelity GP surrogates using the data obtained from fluid-structure predictions.
4. Given the predictive posterior of the optimized surrogates, we maximize the constrained expected improvement acquisition function to select the next sampling location in the 17-dimensional design space, balancing the
exploration-versus-exploitation trade-off.
1200

0.1
QoI : Von Mises Stress [MPa]

0.08

800

Low Fidelity [m]

Low Fidelity [MPa]

1000

QoI : Tip displacement [m]

600

0.06

0.04

400

0.02
200

200

400

600

800

1000

1200

0
0

1400

(A)

0.05

0.1

0.15

High Fidelity [m]

High Fidelity [MPa]

(B)

FIGURE 12 Low- and high-fidelity correlation plots. Each dot represents a hydrofoil geometry simulated using the 1D finite element
method (FEM) (low-fidelity) and the 3D FEM (high-fidelity) computational solid mechanics solver. Dashed lines represent mission
requirements in terms of yield strength 𝜎 y and maximum tip displacement. A, Maximum uniaxial (Von Mises) stress; B, Maximum tip
deformation [Colour figure can be viewed at wileyonlinelibrary.com]
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5. We employed the high-fidelity model to predict QoIs at the new sampling point, finally augmenting results to the
training set, and we repeated the steps above until we ran out of computational budget. In this study, due to the very
high cost of high-fidelity simulations, we chose to keep the number of Bayesian optimization iterations fixed to 5.
6. Finally, we report the best two candidate geometries obtained via Bayesian optimization, which minimize QoI1 (ie,
maximize efficiency) while respecting constraints in terms of lift (QoI2 ), maximum equivalent stress (QoI3 ), and
maximum displacement (QoI4 ).
We employed predictions obtained by the CFD-CSM framework to train the four multifidelity GP surrogate models,
finally representing QoIs by means of stochastic response surfaces in the 17-dimensional design space. As a result, we
report a set of hydrofoil candidates emanating from a few iterations of a Bayesian optimization loop to minimize the surrogate model uncertainty and refine the prediction in regions of the design space supposed to satisfy requirements in terms
of drag-to-lift minimization and lift and structural characteristics. This set is finally simulated using the high-resolution
CFD model to validate the surrogate model predictions and to confirm the improvement in efficiency as well as compliance with the prescribed constraints. Following this procedure, we were able to successfully discover two candidate
hydrofoil geometries able to maximize performance with respect to the benchmark hydrofoil of about 21% while respecting QoIs both in terms of sustainable weight and in terms of structural integrity. These candidates are presented in Table 3
in terms of design variables and in Figure 13 in terms of root wing sections.
TABLE 3 Design space bounds are compared with the benchmark
hydrofoil and the candidate geometry discovered leveraging the
multidisciplinary Bayesian multifidelity framework
x min
i

x max
i

x1

4.5E−2

1.5E−1

7.764E−2

9.424E−2

1.071E−1

x2

2.E−1

3.E−1

2.756E−1

2.583E−1

2.237E−1

x3

3.15E−1

4.499E−1

3.581E−1

3.594E−1

3.713E−1

x4

5.E−1

5.927E−1

5.438E−1

5.215E−1

5.14E−1

x5

0.E+0

5.E−3

2.58E−3

3.747E−3

1.919E−3

ID

Benchmark

Candidate 1

Candidate 2

x6

2.E−3

1.1E−2

7.23E−3

2.928E−3

1.051E−2

x7

1.386E−2

3.38E−2

1.767E−2

2.251E−2

1.906E−2

x8

5.E−3

2.5E−2

2.297E−2

1.787E−2

1.592E−2

x9

5.E−4

5.E−3

5.3E−4

3.916E−3

5.E−3

x10

1.774E−1

2.501E−1

1.981E−1

2.057E−1

2.021E−1

x11

3.693E−1

4.5E−1

3.946E−1

4.474E−1

4.467E−1

x12

4.95E−1

6.05E−1

5.19E−1

5.796E−1

4.951E−1

x13

2.817E−2

3.52E−2

3.161E−2

3.408E−2

2.967E−2

x14

5.04E−2

6.359E−2

6.041E−2

5.51E−2

5.855E−2

x15

6.9E−2

7.839E−2

7.299E−2

7.27E−2

7.474E−2

x16

2.E+0

3.E+0

3.E+0

2.694E+0

2.769E+0

x17

1.E+0

1.5E+0

1.E+0

1.137E+0

1.198E+0

y

Benchmark
Candidate 1
Candidate 2
Flow incidence

x

FIGURE 13 Comparison between the benchmark hydrofoil and the candidate geometry discovered leveraging Bayesian multifidelity
response surfaces built using multifidelity information sources. Candidate 1 presents an entrance body (L.E.) very similar to the benchmark
hydrofoil and a marked double-curvature pressure surface. Candidate 2 is characterized by a more streamlined pressure surface and a
straight suction surface profile aligned with the operating angle of attack [Colour figure can be viewed at wileyonlinelibrary.com]
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As demonstrated in Table 3, both candidate hydrofoils are located sufficiently far from the boundaries of the design
space. Only variable x9 , representing the y position of Candidate 2 face cavitator, is landing on the upper bound, correctly
demonstrating the trend of reducing the virtual angle of attack in order to decrease the drag coefficient. Figure 14 presents
a comparison between the two candidates discovered through machine learning and the benchmark hydrofoil in terms
of pressure contours and cavitation pocket. Pressure contours of Candidate 1 are similar to the one of the benchmark
hydrofoil (see Figure 14A,C); this is mainly due to the double curvature of the hydrofoil face, shown in Figure 13. The
entrance body of Candidate 2 is more streamlined than both the Benchmark and Candidate 1: as shown in Figure 13,
the profile of the pressure surface (responsible for lift generation) presents a reduced hump close to the leading edge and
a hollow with a higher curvature radius that directly affects pressure distribution. As presented in Figure 14E, pressure
coefficient contours exhibit a high-pressure region close to the leading edge, which is due to the operating angle of attack
and a lower-pressure region (yellow colors) at approximately 60% of the chord on the hydrofoil face. Both Candidate 1
and Candidate 2 present a face cavitator having a higher vertical position with respect to the benchmark. This virtually
decreases the flow incidence, leading to lower drag and lift coefficients but improving the hydrofoil efficiency (lift-to-drag
ratio). The cavitation pocket induced by both Candidate 1 and Candidate 2 is thicker than the one triggered on the

(A)

(B)

(C)

(D)

(E)

(F)

FIGURE 14 Comparison between the benchmark hydrofoil and the Bayesian multifidelity optimization candidates improving the
benchmark by approximately 20%. Benchmark (top panels) is characterized by a double-pressure peak, a very thin cavity, and strong 3D
effects due to a small span. Candidate 1 presents a reduced double peak, decreasing the possibility of flow separation and reducing the drag.
For Candidate 2, the double-pressure peak almost disappears, as demonstrated by the yellow region at approximately 60% of the chord.
Results obtained using the high-fidelity computational fluid dynamics solver. A, Benchmark geometry: pressure surface; B, Benchmark
geometry: suction surface; C, Candidate 1 geometry: pressure surface; D, Candidate 1 geometry: suction surface; E, Candidate 2 geometry:
pressure surface; F, Candidate 2 geometry: suction surface [Colour figure can be viewed at wileyonlinelibrary.com]
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(A)

(B)

(C)

(D)

(E)

(F)

(G)

(H)

(I)

FIGURE 15 Comparison between the benchmark hydrofoil (top panels) and the Bayesian multifidelity candidates (Candidate 1 in the
second row and Candidate 2 in the third row). Results obtained using the high-fidelity computational solid mechanics solver are presented in
the first and second columns in terms of von Mises stresses 𝜎 e for the pressure surface and suction surface, respectively. In the third column,
the undeformed configuration is represented together with the deformed hydrofoils, and contour plots show the quantitative results in terms
of displacements 𝜁 . A, Benchmark: 𝜎 e , face; B, Benchmark: 𝜎 e , face; C, Benchmark: 𝜁; D, Candidate 1: 𝜎 e , face; E, Candidate 1: 𝜎 e , face;
F, Candidate 1: 𝜁; G, Candidate 2: 𝜎 e , face; H, Candidate 2: 𝜎 e , face; I, Candidate 2: 𝜁 [Colour figure can be viewed at wileyonlinelibrary.com]

benchmark suction surface. This is due to the shape of the hydrofoil back close to the hydrofoil leading edge, which is
more aligned with the flow, as shown in Figure 13.
Candidate 1 and Candidate 2 improve the benchmark hydrofoil by mainly reducing the drag coefficient. Lift coefficients
are smaller than the benchmark in both cases, but smaller tapering and higher aspect ratios lead to a larger wetted area (see
x16 and x17 in Table 3), hence the superior capabilities of developing lift force, as demonstrated in Table 4. Table 5 presents
a comparison between benchmark and MDBMF candidates in terms of structural QoIs predicted using the high-fidelity
3D FEM. Both hydrofoils are characterized by higher tip displacement as well as higher stress at the hydrofoil clamp
(see Figure 15). This is due to a thickness reduction close to the leading edge for Candidate 2 and on the hydrofoil back
of Candidate 1. Moreover, both the higher aspect ratio (higher span) and the lower taper ratio directly affect the center of
hydrodynamic pressure, moving it closer to the hydrofoil tip.
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TABLE 4 Hydrodynamic quantities of interest for the
benchmark hydrofoil and the candidates discovered via Bayesian
multifidelity modeling
ID

CD (HF)

CL (HF)

L/D (HF)

L[t](HF)

Benchmark

1.301E−2

9.973E−2

7.664

28.59

Candidate 1

8.909E−3

8.23E−2

9.238

32.38

Candidate 2

9.329E−3

8.662E−2

9.285

33.01

TABLE 5 Structural quantities of
interest for the benchmark hydrofoil
and the candidates discovered via
Bayesian multifidelity modeling

8

ID

𝝈 e (HF)

𝜻 TIP (HF)
2.713E−2

Benchmark

3.708E+8

Candidate 1

5.868E+8

5.597E−2

Candidate 2

5.568E+8

5.208E−2

S U M M A RY

We have presented an efficient data-driven framework for the multidisciplinary optimization of complex systems. The
resulting algorithms leverage recent advances in machine learning to construct accurate probabilistic surrogate models
that can learn complex nonlinear and high-dimensional response surfaces from multifidelity data. The effectiveness of the
proposed framework is demonstrated through a realistic large-scale application involving the hydrostructural optimization of 3D supercavitating hydrofoils. This application is particularly suitable for advocating the merits of our approach
as it inherits many of the challenges present in the analysis and optimization of complex multiphysics systems. In particular, it consists of multiple, interconnected, and competing QoIs, it involves a high-dimensional design space, and it
necessitates the use of costly high-fidelity solvers to accurately simulate the underlying physics. By combining the concepts of multifidelity modeling and Bayesian optimization, we were able to effectively tackle these challenges and provide
optimum solutions in a cost-effective manner.
The multidisciplinary optimization problem has been solved under the hypothesis of weak coupling between the hydrodynamics and solid mechanics problems. Optimal design candidates have been identified by searching for the minima
of the stochastic response surface representing the drag-to-lift ratio in the multidimensional design space. After selecting
each design candidate, deterministic CFD simulations have been used to predict the pressure field on the hydrofoil surface
necessary for structural analysis. Further deterministic CFD simulations could be avoided by employing reduced-order
models, such as the ones presented in the works of Lieu et al38 and Ballarin et al,39 which could lead to a computationally
efficient prediction of the pressure field for a given design vector.
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